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Abstract

We study the interrelated nature of cyber risk using network models, with a focus on the applicability by
the pricing actuary in an insurer’s firm. Inspired by epidemiological models, the interrelation of cyber risk is
modelled through contagion and we investigate the consequences of the contagion dynamics on the probability
of policyholders to be affected by a cyber incident. The results are compared with two approaches using copula
techniques. Several aspects relevant for the insurer are studied using the network model framework, including
robustness of the calibration of model parameters, premium differentiation and risk capital quantification. The
results of our investigation include: the post-contagion infection rate follows a normal distribution, a linear
relation to differentiate premium based on the size of an organisation leads to a conservative premium setting,
coupling of sub-networks with different risk profiles makes it hard to correctly price cyber risk, and Solvency
2 parameters seem not fully compatible with the expected cyber accumulation risk. Most importantly, our
research presents a proof of principle that network models are a useful technique complementary to existing
pricing techniques, which supports in-depth investigation and provides further intuition into the underlying
dynamics of cyber incidents.
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1
Introduction

Technological innovation is the engine of our ever increasing welfare. In recent years, this innovation is rapidly
digitalising our environment. Both in our daily lives as consumers, as well as working for small, medium, large
and multinational organisations, we spend an enormous part of our time interacting with digital technology,
ranging from accessing or manipulating stored data to communicating through bits and bytes (e-mail, skype,
WhatsApp, Facebook, etc.), to spending time “on” the internet —working, searching, relaxing. Undeniably, our
society is fuelled continuously through these wired and wireless connections between our digital assets.
Digitalisation creates great opportunities. However, anywhere where technology creates opportunities, risks
arise along the way. Given the important role digital systems and connections have in our daily and corporate
lives, reliance on the digital world has also become large and this critical infrastructure is threatened from
many angles. Both malicious incidents as well as non-malicious incidents can lead to data or connections being
breached, impaired or lost. Examples of malicious incidents are hackers entering a supposedly secure system,
organisations or individuals creating viruses, spyware, malware or ransomware, and hacktivists, scriptkiddies
or nation states waging a DDoS attack. But the digital infrastructure is not only harmed by “the bad guys”. The
digital world could also fail or be exposed due to bugs, incompetence, clumsiness or any external disturbances.
For example, incompatible software updates that cause a (part of the) system to stop working, an e-mail with
sensitive information sent to the wrong individual, or a burned hardware component that shuts down a full
corporate’s network. All these risks in the digital environment are known as “cyber risks”.
Regardless of the exact origin, corporates and individuals face financial and non-financial losses due to
cyber risks, as forensic, legal, PR and technical support is needed to mitigate the consequences, as data can
be lost, and as business may be lost. Businesses invest in preventative measures and security, to lower both
the probability and impact of cyber incidents. However, the insurance industry has also stepped in to take its
traditional role: offering risk transfer solutions. Cyber insurance products are available in the market, covering a
range of cyber incidents. For example, the forensic and technical costs to recover from ransomware are covered
in a cyber extortion product, cyber business interruption products cover the loss of business interruption due
to cyber incidents and the value of digital assets can be insured as well. Moreover, liability insurance exists
for example for security and privacy breaches, for third-party claims caused by expressions in the multi-media
environment and for loss of third-party data.
Wherever there is risk and insurance, the insurance industry relies on its actuarial experts to quantify,
price and control the underwritten risks. In fact, cyber risk insurance presents a golden opportunity for the
actuary to showcase his/her value and expertise. From the insurance business (and consulting) perspective, it is
very important to be able to accurately manage cyber risk in cyber insurance products. As the digital world is
becoming ever more important to our society, so are the means to protect and insure it, and the cyber insurance
market is expected to grow considerably. However, given the relative young age of cyber insurance, and given
the various challenges as presented in the next section, for cyber insurance the task of the actuary is an ambitious
endeavour. Managing cyber risk is hard and, therefore, the actuary relies heavily on (pioneering) results from
the academic literature.
In this thesis, we present our part of that joint endeavour, and hope to further develop our academic understanding of cyber risk. We furthermore aim to take a combined academic and business perspective, in order to
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better understand how cyber insurance products could best be managed practically. The research is structured
and presented as follows. In section 2 we provide an overview of existing (academic) investigations into cyber risk and the state of the cyber insurance market. These considerations quite naturally lead to the research
question(s) formulated in section 3. The research questions are treated consecutively in sections 4-7. Section
4 forms the technical heart of the thesis, introducing and analysing four different models to describe cyber
risk. Section 5 explores the robustness of parameterisation of two of these models (viz. the network models)
against the evolving cyber threat landscape, and in section 6 the practical need for premium differentiation is
investigated within the framework. The connection with the (Solvency 2) regulation is made in section 7, in the
context of accumulation risk, and the final section presents the conclusions of our research.
I am very grateful for the support of my supervisor, Umut Can, and would like to thank him for his patience,
stimulating discussions and encouragement. I would also like to thank many of my colleagues, who have been
always supportive and constructive during the construction of the thesis. In particular my gratitude extends
to our cyber actuarial focus group, my cyber colleagues in the Netherlands and abroad, those colleagues that
have commented on (part of) the written work, and the colleagues that were a sponsor/supporter in any form.
Of course, massive appreciation goes out to my family. Without their unconditional support this thesis would
never have been finished.
Although this work readily uses “we” to describe steps and considerations in the research, any mistakes or
viewpoints really are my own and should not be seen as a formal viewpoint of either KPMG or the University
of Amsterdam.

8

2
Investigations of cyber insurance

Although the need for cyber insurance products exists for more than twenty years [1], its development has
stagnated compared to initial expectations [2]. Several issues that are peculiar to cyber risk and cyber insurance
plague further development towards a mature cyber insurance market. The problems are actively and extensively
investigated by the insurance industry and in academic literature. The size of the current body of work is
illustrated by the 200+ papers and publications that were covered in the quite recent cyber insurance survey
[3]. This survey could be seen as the current standard reference to understand the collective knowledge on
cyber risk and cyber insurance, partially replacing the earlier unifying reference [2], which had a slightly more
technical focus. In the survey common terminology and concepts are reviewed and the available literature is
presented (including summary of the current conclusions), structured along the various unique challenges that
inhibit a quicker development of the cyber insurance market. The survey recognises 17 challenges faced by
cyber insurance, with further sub-problems and issues. The issues range throughout the full insurance process,
from risk identification via risk quantification to contract specification and handling. In the list below, we will
not cover all 17 peculiarities, but focus on —what may be interpreted as a reclassification into— seven issues
that are particularly typical or problematic.
Fast pace of cyber developments Cyber risk, or digital risk, is an umbrella name for all threats arising
from our reliance on the digital environment. Since our society has become so dependent on digitalisation,
technological advances are pushed at a great pace. This means that new opportunities, new risks and new control
measures are arising much faster than we have seen in the past or are used to. As a result, although indeed —
as some scepticists are pointing out— cyber risk may not be the first “new” risk that warrants insurance, the
changing characteristics make it very difficult for insurers and risk managers to truly get grip on the risk and
design strategies to face the risk, whether this being risk transfer, mitigation, acceptance or avoidance.
In this environment, various parties, ranging from semi-governmental bodies [4, 5], to industry bodies [6, 7],
to consultants [8–10] and the legislator [11], are trying to get a grip on the risk and define best practices in risk
management and cyber risk quantification. These studies all recognise the agile nature of the risk, and the need
to build a resilient risk management framework that can cover such agility. Simultaneously, publications that
provide a feel of the size and changing scope of the risk, are presented in huge quantity and frequency [12–15].
From such publications, risk managers need to deduce their risk appetite and risk strategy, which may often
feel as a daunting task and almost impossible if not themselves an IT and security expert.
Quantification challenges Cyber risks is one of those risks that is hard to quantify, both its rate of occurrence
as well as the impact of a cyber incident. The latter is difficult because cyber incidents often lead to multiple
negative consequences that are hard to distinguish and which makes estimation of the impact complex. Also,
by their very nature cyber incidents lead to intangible damage. Hence, the quantification of cyber risk is very
reminiscent to quantification of operational risk, and various attempts are used to leverage on this parallel [16–
18]. However, as [16] and [19] conclude, cyber risk distributions present statistical properties that are particular
to cyber risk, warranting a separate quantification approach for cyber risk as opposed to ordinary operational
risk.
9
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Being an operational risk, the quantification of the rate of occurrence of cyber incidents is not easily quantified and may rest purely on scenario analysis or expert judgement. In the case of cyber risk, the problem is
even worse, due to the continuous change of both the threat landscape as well as the effectiveness of measures
and standards [3].
Facing these issues, quantification of cyber risk has become its own field of study with different approaches
and contributions, suggested by IT experts as well as (operational) risk managers [10, 20–22]. In the context of
underwriting, the problem of quantification can be seen to be equivalent with the problem of pricing the risk,
which is studied in contributions such as [23–25].
Correlated risks Many issues in understanding cyber risk are relevant regardless whether you are an organisation seeking cyber risk protection or an insurer offering such protection in the form of insurance. However,
as noticed in [2], correlation of risks is a problem solely for the supply side of cyber insurance. Insurers depend
on individual risks to be independent, such that they can rely on the law of large numbers and the mutuality
principle to spread the risk [26]. Insuring individual risks that are possibly (positively) correlated may lead
to accumulation of risk, i.e. a heightened probability of receiving multiple (large) claims simultaneously. For
cyber risk the independency requirement is clearly doubtful, because geographical diversification is not very
effective, the digital environment is a so-called monoculture —meaning that very few platforms (e.g. Microsoft)
are used by almost all of the market— and attacks are very easy to replicate [3].
Despite, or perhaps because of, the sheer potential impact of the correlation of cyber risks, in-depth expositions of, and true solutions to, correlated risks are lacking in the literature, although useful contributions to get
some handle on the issue are available [19, 24, 27]. As a result, because of this possible accumulation, cyber
risk has a bad reputation and insurers and reinsurers seem hesitant to fully transfer the risk to their book [3].
Interdependent security Not only the cyber threats are correlated. Also the protection of organisations
against the threats is interrelated. For any individual organisation the probability of being harmed by a cyber incident not only depends on its own protection level, but is also dependent on the extent at which the
other, external, parties in the environment have invested in security. Since many cyber incidents are capable
of spreading through a system, if the overall security level is high, the probability of being harmed by a cyber
incident is less than when overall security level would be low. This is a truly new phenomenon for insurance
risk, referred to by saying that cyber risk exhibits externalities.
From a cyber economics perspective, this aspect is very interesting, as it automatically implies that security
and insurance may act as strategic substitutes or as complementary strategic choices, depending on the equilibrium reached in the cyber insurance market. As a result, the issue of security vs. insurance of cyber risk
has received a lot of attention in the literature, covering problems such as feasibility/existence of a market for
cyber insurance, whether insurance may stimulate additional security and whether investments in insurance and
security may be truly balanced to reach a social optimum [2, 3, 28–36]. The typical approach is a combination
of an epidemic propagation (network) model for cyber risk with an economic (game theoretical) model for the
individual “agents” (i.e. organisations), which captures network effects and externalities [30, 32].
The main findings of the collective research are summarised by [3] as:
1. Positive externalities caused by interdependence of security reduce the incentive to invest in security
if insurance is an option. That is, if an organisation feels already secure by the security level of its
surroundings and can insure itself for the remainder, why would it still invest in security?
2. Organisations only choose to invest in security if some form of premium differentiation is applied to
distinguish high-security organisations from low-security organisations. For this to work, this premium
differentiation needs to be visible, i.e. no information asymmetry should exist (cf. next challenge).
3. No conclusion can yet be drawn on whether an optimal level (for the market) of security and insurance
investments can be reached.
10

4. Many models are taken to be simplifications of the real world and it is uncertain to what extent the
elements that are not (yet) modelled are of influence to the (correctness of the) conclusions. Particular
examples include the effect of heterogeneity [32, 33] and the precise structure of the network [37]. The
feeling that the current models are still missing crucial elements before definite conclusions can be drawn,
is the reason that more and more complex models are proposed and investigated along similar lines of
reasoning.

Information asymmetry An insurance contract is a contract between an insurer and an organisation. The
insurer pledges to take over the financial consequences from an uncertain event in exchange of a fixed and
certain premium to be paid by the organisation. The rate of occurrence and impact of such an event very much
depends on the risk profile of the organisation. However, insurance companies may not always be in a position
to truly know all the relevant precise characteristics. Hence, there is an asymmetry of the information between
insurer and insured, which —if too high for a particular risk— may threaten the insurability of that risk.
Given the high dependence on security, and the general difficulty (for everybody) to understand quantitatively the impact of security on the rate of occurrences and severity of an incident, the information asymmetry
for cyber risk is particularly high. The insurer may never be truly informed on the level of security of an insured. Moreover, since cyber threats and mitigating measures change continuously, the information asymmetry
not only manifests itself at the start of a contract, but remains to be relevant throughout the duration of the
contract. Hence, the insurer faces both adverse selection as well as (passive) moral hazard when offering insurance for cyber risk. In the context of cyber risk the underlying root cause of these behavioural aspects of
insurance should be directly sought into the fact that insurance and security are alternative, possibly competing,
investment strategies. Hence, studies on information asymmetry are often part of the general discussion on the
interplay between security and insurance [33, 38].

Lack of data As the challenges presented above show, the cyber insurance market is in need of statistical
data to increase our quantitative understanding of cyber risk and quantification models. As research suggests
[16] different sectors may be susceptible to very different cyber risks. Therefore, customised information per
sector is required. Similarly, premium differentiation between organisation (within the same market or across
markets) also relies on granular statistical data to inform the model on the different risk exposure of different
organisations. However, publically available, relevant, statistical data on cyber risk is not available to the extent
needed [3].
The reason for this is threefold. First, cyber risk is a recent risk, meaning that there has only been a short
period to collect data from. Second, organisations are not yet actively sharing information on cyber incidents
that occurred within their organisation. This may be a conscious choice of not wanting to share possibly sensitive information, but it is also caused by the difficulty, as discussed in the second challenge, of knowing which
elements to (minimally) capture in order to quantify the effect of a cyber incident [18, 39, 40]. Finally, referring
back to the first challenge, the evolving nature of cyber threats and control measures limits the relevance of any
historic dataset for future risks.
It is clear that these different underlying causes for not having sufficient data will not be all alleviated
by simply awaiting more data from a slowly growing cyber insurance market. Instead, active development is
necessary, to enable sharing [18] and to enable proper usage of statistical data in the context of the evolving
threat landscape.
As noticed before, despite these limitations, various impact studies and sources aim to present quantitative information on cyber risk [12–15]. These sources can hardly be seen to contain detailed and statistically
usable incident data for the purpose of underwriting. Moreover, combining the information is difficult, since
consistency between reports is hard to verify, and relevance and reliability for the insurance market varies per
publication [41].
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Ambiguous and insufficient coverage The issues above result in that coverage from cyber insurance contracts has yet to become mature. Given the many uncertainties faced by insurers, e.g. on correlated risks and
taking into account adverse selection and moral hazard effects, insurers are still cautious to not cover too much
risk. This translates into a complex web of exclusions and limitations in the scope of coverage, as well as a
limitation to the total possible indemnity limit [3]. Moreover, due to the continuously evolving landscape, the
need for insurance changes constantly. This has all led to a plethora of different coverages and products that
still not fully supply for the current need of cyber insurance. Cyber insurance has thus become a not very
popular product, with the market being very sceptical on its ability to truly serve a need for their organisation
[14, 42]. As a response, in order to regain trust, transparency and a sense of protection offered by cyber insurance products, a Dutch insurer has offered a cyber insurance product for small and medium enterprises, which
has accompanying terms and conditions consisting of only a single page [43].
The result of the range in coverages in the cyber insurance market is that there is no one cyber insurance
product. To truly understand a particular cover, the first question should be to ask what type of cyber insurance is under consideration, i.e. whether it is first-party or third-party insurance and what flavour of insurance
(e.g. business interruption, loss of data, extortion/theft, etc.) we are looking at. The next set of questions should
then aim to fully explore what incidents are included and excluded from the particular policy. With the multitude of possibilities, product overviews are necessarily extensive [1, 3, 44].
The above overview of challenges inhibiting further development of the cyber insurance market immediately makes clear why further research and standardisation are still necessary and in what context the actuary
has to play its important role of making insurance possible. The insurer’s actuary has found himself in the midst
of the complexity, being tasked with quantifying intangible, correlated risks that depend on interdependent security of the market, without being able to rely on statistical nor stable data, with the kind request to enable
premium differentiation in order to incentivise security measures and improve the overall state of security in
the market, and in order to prevent adverse selection or moral hazard, all while balancing the insurer’s own
underwriting standards and requirements with that of all of its competitor’s products. Unsurprisingly the silver
bullet has not yet been found. The problem of finding such a silver bullet is compounded by the extremely wide
scope and large number of challenges. Before proper and controlled insurance of cyber risk becomes marginally
viable and far before a flourishing market will be possible, each of the aforementioned challenges should be
addressed and should be provided with at least a minimal sense of solution. Hence, a true silver bullet would
tackle all challenges simultaneously [2].
As a direct result, the literature on cyber insurance has become a vast body of work [3]. The literature
needs to find a balance in addressing as many of the issues at once without creating models that become
too complicated to be useful. Whereas inherently any model is an imperfect simplification and may lead to
incorrect or incomplete conclusions, adding complexity to a model for the sake of complexity does not lead
to any fundamental additional insights and may make the model intractable. Therefore, within the literature
sub-issues and sub-problems are addressed step by step, in increasingly advanced studies which may combine
some (but not all) issues together [3]. As seen above, a popular topic to focus on, and arguably the most unique
aspect of cyber insurance, is the issue of interdependent protection between organisations [2, 3, 28–36]. This
is then combined with, for example, aspects of information asymmetry [33] or correlated risks [24]. Another
prevalent research direction is to suggest and investigate quantification standards [20, 21, 23–25], or to gain
traction regarding the lack of data that inhibits proper quantification [18], in combination with defining best
practices to be able to work agile enough in the dynamic cyber risk environment [4, 6, 7, 18].
These investigation directions largely coincide with those that follow from various studies of insurability
criteria [45] in the context of cyber risk. In these studies [5, 16] it is concluded that cyber risk can be insured in
principle, but that understanding of various insurability criteria need to further mature before insurance really
becomes feasible. In particular, the most challenging issues recognised in [5, 16] are the coverage limits (i.e. the
ambiguity in coverage), information asymmetry and the randomness of loss occurrences, which includes both
the interdependency of protection measures as well as the correlation of risks. Staying close to the particular
12

expertise of actuaries, the most relevant aspect for our purposes is arguably the randomness of loss occurrences.
However, actuaries can not rely on their favourite tool, viz. studying a rich and granular dataset informative for
the particular risk. Instead, the lack of data and the fact that data becomes less relevant through the speed of
changes in the threat and control environment, warrants to also invest research time in the actuary’s modelling
capabilities.
Technically, the models employed in the literature to study the interrelated cyber risk can be roughly separated into two classes: network models and copula models. Copula’s are a very familiar and popular tool used
by actuaries to study correlated risks [46]. In the context of cyber risk, they are employed to study correlation
of risk within an organisation [24] and in pricing cyber risk [23, 25]. Hence, they are a popular tool to progress
primarily the challenges of quantification and risk correlation.
Network models are less known to actuaries, whereas in the context of cyber risk, network models are a
fundamental ingredient to the description of the risk. The unifying framework to study cyber risk presented in
[2] is defined in terms of a network model. As they argue, whereas interrelated security by itself is a common
feature in other disciplines —e.g. airline security— and whereas correlated risks are abundant for traditional
risks —especially climate risk to name a currently very relevant example—, the special feature of cyber risk
is the occurrence of both of these phenomena, and network models are a very natural description to study
either or both of these phenomena and their interplay [2]. As a result, network models are an integral part
of many of the papers mentioned thus far, which primarily focus on studying the economic viability of the
cyber insurance market [2, 3, 28–36]. Hence, network models are predominantly used to make progress on
the challenge of interdependent protection between organisations, either combining with challenges regarding
information asymmetry or correlated risks, or not.
Given the prevalence of network models in the study of cyber risk, applying the framework also for pricing
purposes seems a logical next step [24]. In this guise, network models can be seen as a welcome addition to
the toolbox of the pricing actuary, whether really as a pricing model or simply to obtain a better understanding
of how the quantification of cyber risk depends on the underlying network properties. This thesis attempts to
prime network models for the purpose of pricing/quantification. Contrary to the usual approach taken in the
cyber insurance literature [2, 3, 28–33], the focus will be not necessarily on the interdependent security, but
will rather combine the challenge of pricing and quantification with challenges such as the fast pace of cyber
developments and the correlation of risks. It is in that direction of the many cyber insurance challenges that we
hope to make a further contribution to the literature.
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3
Research question

Network models are the dominant framework employed in the literature [2, 3, 28–33] to study the interrelated
structure of cyber risk, in the context of questions regarding the economic feasibility of cyber insurance. Although the models are becoming more and more involved, the models used have a certain abstractness to them
due to type of research questions asked. This may have been the cause that widespread adoption of network
models also for the purpose of quantification of cyber risk has not yet happened. In this thesis we would like to
study to what extent it is useful to bring the network modelling capabilities to the realm of the actuary that is
working at (the pricing department) of an insurance company.
Can network models provide a successful and practical alternative for insurers to
model cyber risk?
Given that the use of network models with this purpose in mind is a new venture, our approach will undeniably feel coarse and —in fact— academic compared to ordinary indemnity modelling exercises. Moreover, we
have seen in the previous section that to promote a more mature cyber insurance market, ideally all identified
challenges are tackled at once. Obviously, the scope of this thesis will not enable us to do so. However, we
believe that taking the actuary’s perspective is a useful addition to the literature, which may lead to establishing
a new useful tool to model interrelated insurance risk and may form a bridge between the sometimes abstract
academic conclusions and the daily practice of the pricing actuary.
To make the research question more concrete, and substantiate what we mean with words such as “successful” and “practical”, we further specify our research question into four sub-questions.
1. How can the interconnected nature of cyber risk best be incorporated in cyber
risk quantification?
2. How does the changing character of cyber risk influence the robustness of the
quantification?
3. Is premium differentiation based on risk profile feasible?
4. Can reasonable limits be set on the accumulation of cyber risk?
Each of these questions will be covered consecutively in the remaining sections, with conclusions to the overall
research question in section 8.
The first sub-question studies how network models may be employed to quantify cyber risk. Since copula’s
are the dominant approach to model correlation, the network models will be presented as well as alternative
approaches using copula’s. In that context, we will be especially interested to what extent the intuition following
from the bottom-up description of network models can be mimicked by copula’s.
The second sub-question aims to consider how such a network model quantification of cyber risks can cope
with the challenge of the rapid pace of cyber developments, and how robust pricing really is.
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The third sub-question intends to answer the practicality aspect of the main research question: could the
model really be used to differentiate premiums according to risk profile? Given that the risk profile is mainly
determined by the security level of organisations, we will brush upon that topic within this sub-question, albeit
only lightly. We do not have the intention to cover the interdependent security aspect fully in this thesis, due to
the extensive literature already available [2, 3, 28–33] and because we argue that the dynamic dependence of
cyber risk and the accumulation risk are equally important challenges to the cyber insurance market that also
require further understanding.
Finally, the fourth sub-question may be answered by using the lessons learnt of the previous sections to
assess the accumulation of cyber risk in the context of the current prudential legislatory framework, Solvency
2. From that regulatory perspective, we will consider the challenge of correlated risks.
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A special feature of cyber risk is the occurrence of contagion phenomena, i.e. the propagation of a certain cyber
incident from one organisation to another. Examples of relevant cyber incidents are viruses, worms and targeted
hacking attempts. However, the propagation may not occur solely through technical connections. It may also
exploit any other form of interconnectedness, such as ties in social networks or the availability of third-party
services [2]. Coping with this interconnected nature in the cyber risk quantification presents a challenge by
itself.
How can the interconnected nature of cyber risk best be incorporated in cyber risk
quantification?
Prime candidates to model the interconnected nature of cyber risk are network models and copula models. The
former are widely used in the cyber risk literature [2, 3, 28–33], whereas copula’s are very popular to model
dependent risks [23, 25, 46]. In this section we will investigate four different candidate models to quantify
cyber risk, two based on epidemiological network models for contagion and two models using a copula as main
ingredient. We will define the models, perform an analytical study where possible and run simulations, in order
to try and answer the first research sub-question.
Since cyber risk is an operational risk, in terms of available data, the severity distribution often acquires
most attention [16]. However, in our investigation we will focus solely on the rate of occurrence of cyber
incidents, i.e. on the frequency distribution. The network models in particular are felt to mainly be able to
contribute to a further understanding of the (interconnectedness) of the number of claims, rather than the claim
sizes.

4.1

Network models

In this section we will introduce the technical aspects of network models and we will interpret the results as
known from epidemiological literature from the perspective of cyber risk. The technical aspects of network
models includes a description of how we define the network structure and how initial infection is distributed
over the network.

4.1.1

General description of network models

Concepts and terminology Consider m policyholders insured against cyber risk by one insurance firm. Later,
these policyholders will also be referred to as “agents” or “nodes” in the network. We are assuming that all
agents are insured at a single insurance firm, and will not consider the more general case in which agents may
be not insured at all and/or have multiple insurers to choose from. From the perspective of the insurer, the total
claim size S is given by the stochastic claims of each of the policyholders,
S =

m
X

X j,

j=1

17

4. Models for cyber risk insurance

where X j is the claim of the j-th policyholder. This corresponds to the so-called individual model for the total
claim size. As noted in [2], since we are considering individual policyholders, the natural perspective to study
interdependency is this approach rather than the collective model (compound Poisson distributions) that is
common in traditional insurance modelling.
We will assume that the claim X j can be written as X j = LZ j where Z j is a Bernoulli distributed random
variable which stochastically describes the state of infection z j ∈ {0, 1} at node j, with probability for z j = 1
equal to pr j . The outcomes 1 and 0 refer to the policyholder being affected by a cyber incident (“infected”) and
not being infected (“healthy”), respectively. The terminology “infected” and “healthy” stems from the application of network models in epidemiological studies. The claim size L is understood to be non-stochastic and
constant across policyholders. According to [2] for first-party cyber insurance a constant claim size L is actually
considered to be a reasonable simplification, whereas for third-party cyber insurance no specific statement on
viability of this assumption is made. Regardless, we will now only focus on the frequency modelling of cyber
risk quantification, and will leave severity modelling for later research.
The m Bernoulli random variables Z j do not yet form a network. For this to happen, we need to introduce
a network structure (or “topology”) which defines which nodes are “nearest neighbours” (or simply “neighbours”). Any interaction within the network is assumed to happen only between neighbours. The number of
neighbours k j of node j is also referred to as the “degree” of node j.
As a final ingredient to our network model, we introduce the concept of security. For each node j ∈
{1, . . . , m}, we can define a security level s j specifying to what extent the agent has protected itself against
the cyber risk under consideration. Hence, security in the network is given by an m-dimensional vector s. The
values in s may be continuous values, discrete values, binary values or it may be a constant value, depending
on the complexity of modelling security.
Interconnectedness in network models As explained in section 2 interrelation of cyber risk has two underlying causes, the interconnectedness of the individual and collective security level of the agents and the
intercorrelation of risks. As explained in [2] in network models both phenomena, and in particular the correlation of risks, are naturally modelled by risk propagation. Risk propagation can be described by having the
probability pr j of infection of node j depend on the state of infection of its nearest neighbours in the network,
Y
pr j = 1 − (1 − p j )
(1 − q j,l pl ),
l∈n.n.( j)

where p j and pl are the probabilities that node j and l had been initially infected respectively, and where q j,l
is the contagion probability of infecting node j from node l [3]. The notation l ∈ n.n.( j) just refers to all
neighbouring nodes of node j. The interpretation of this formula is that an infected node is not healthy and that
being healthy can only occur when the agent is not initially infected (1 − p j ) itself and is not infected by any of
Q
its neighbours l∈n.n.( j) (1 − q j,l pl ).
This model is easily extended to model dependence on the security levels of all nodes, by letting the initial
probabilities p j and the contagion probability q j,l depend on the security level s of the network,
Y
(1 − q j,l (s j )pl (sl )).
pr j = 1 − (1 − p j (s j ))
l∈n.n.( j)

Here, we have assumed that the contagion probability q j,l only depends on the security level of the receiving
node. In principle, the probability will depend on both the security level of receiving and neighbouring node,
but for the moment, we consider this as an unnecessary complication of the model. Typically q j,l is taken to be
independent of any security level [3, 28].
The description as presented above is a simplified depiction of how the different nodes in the network
influence each other, as it only considers the first contagion possibility after the initial infection. In principle the
dependence on the neighbouring nodes l ∈ n.n. should not occur via the initial probability pl , but through their
overall probability prl . As such, a feedback loop is created, wherein the probability of node j is impacted by
18
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Figure 4.1: An illustration of a network of m = 10 nodes, where the lines indicate which nodes are neighbours.
Infected nodes are coloured orange. Nodes with an increased level of security have a black boundary, and are less
likely to become infected. On the left, the initial situation is illustrated. After one time step, some nodes have infected
others, while other nodes have recovered. In fact, in the upper part of the graph, one node has “first” infected one of
its neighbours and “then” recovered.

the probability of node l ∈ n.n.( j) to be infected, which is determined by the probability of node j itself. Even
more so, the description presents a mean-field type of analysis, since the probabilities should not really depend
on the probabilities pr j but on the actual realisations z j . That is, contagion from node l to node j can happen
only if node l is affected. In section 4.2.4 we will investigate the impact of this mean-field approach, compared
to an approach using actual realisations.
The contagion process is illustrated in figure 4.1.
Conclusion from epidemiological network models In [2], the feedback process is summarised by writing
the probability pr j of the Bernoulli distribution Z j as some function D j of the overall security in the network s,
the topology of the network N and the states z− j ∈ {0, 1} for all nodes in the network except node j,
prcont
= D j (s, N, z− j ).
j
This equation is a conceptual formula, which does not immediately facilitate calculations or simulations. In
practice, we may simulate the feedback loop using the network model framework of [47], who consider the
same contagion process from the perspective of epidemiological studies. Assuming homogeneous probabilities
pl = p and q j,l = q for all nodes for the moment, we may write the probability for a healthy node to be infected
through contagion prcont
as
j
Y
prcont
=
1
−
(1 − q j,l pl ) = 1 − (1 − qp)k j ≈ k j qp,
j
l∈n.n.( j)

where k j is the number of neighbouring nodes of node j. This probability can be seen as a transition probability
from a healthy status 0 at time t to an infected status 1 at time t + 1,
pr j = p j (1|0) = k j qp.

(4.1)

Jumping directly to the conclusion of [47] —which will further be explained in section 4.2—, the fraction R of
infected nodes in the network, is recursively given by
R(t + 1) − R(t) = qkR(t)(1 − R(t)),

(4.2)

where homogeneous security of nodes is assumed, a homogeneous degree k is assumed across nodes, and
where a mean-field approximation has been made. Equation (4.2) has only two fix points as a solution, R = 0
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and R = 1, and any deviation R > 0 automatically precludes a growth of R towards 1. The reason for this
result is clear: in the model, non-infected nodes are continuously attacked from all their infected neighbours.
Ultimately, this process will result in full infection, regardless of how small the contagion probability q > 0
may be.
Alternative network models To obtain a more realistic model than the model discussed above, we will
need to make appropriate changes to the model underlying equation (4.2) [47]. One first idea is to remove
the homogeneity of the various assumptions, such as the degree k j of each node, or the security level s j of
each node. We will investigate aspects of such heterogeneity in section 6. However, at the end of the day,
introducing heterogeneity will partition the network into homogeneous sub-networks. Qualitatively the result
within each sub-network is expected to be similar to any conclusion obtained from equation (4.2). Of course,
the sub-networks are mutually connected, which implies that quantitatively there will be corrections to the
above described result, but generally speaking these corrections will be of a second order nature.
Hence, to fundamentally change the outcome, we will need to define models that are already more promising from the outset than the set-up as described above. Facing the fundamental flaw in the model above, it is
clear that a realistic model for cyber risk contagion should include some element to stop eternal contagion.
Without such an effect, each contagion model will automatically predict full infection at any first spark of
infection. The proposed remedies are further investigated in this section:
1. The SIS model for epidemic spread [47]. Equation (4.2) is obtained from a simplification of the SIS
model, which appears naturally in the context of cyber risk. With the right interpretation the more general
SIS model is a suitable candidate to model cyber risk as well, and one which is a useful toy model to
understand network dynamics analytically, cf. section 4.2. Compared to the model described above, the
SIS model includes a probability p(0|1) = δ for a node to transition from being infected to being healthy.
2. A model which incorporates a finite period T in which infected nodes are contagious, referred to as the
finite contagion time model (FCT), cf. section 4.3.

4.1.2

Initial network infection

Before we will explore the contagion dynamics on the network, we will first formally define the network
topology and the initial infection of the nodes.
Network distribution We will describe the network topology by an m × m-dimensional symmetric matrix N
consisting of 1’s and 0’s to indicate that two agents are nearest neighbours or not. The diagonal is set to zero, as
we will not be interested in self-contagion. Hence, the matrix is fully specified once the m(m − 1)/2 components
n jl of the upper triangle (i.e. j < l) are given. More advanced topologies may consider directed graphs, or may
assign weights to the links to indicate the strength of interaction between neighbours. However, these are all
complications which at this stage will not particularly add to our understanding of the network dynamics.
We are interested to consider random networks, since nobody will know the true network of policyholders
and/or of the full landscape of policyholders and non-policyholders. However, to enable modelling we will limit
the type of randomness. In particular, we will aim for networks where the average degree of a node, i.e. the
number of nearest neighbours, is a particular given number k̄. Moreover, the way we achieve this is by letting
each element n jl of the upper triangle of N be equal to 1 with probability ξ = k̄/m. That is, the network topology
is specified through m(m − 1)/2 Bernoulli distributed random variables, all with probability ξ.
Recall that the sum of n independent Bernoulli random variables with probability p is a binomial distribution of size n and probability p. Applying this result to the m(m − 1)/2 Bernoulli distributed random
variables, all with probability ξ, the sum Ξ of the upper off-diagonal triangle in N is binomially distributed,
Ξ ∼ Binom(m(m − 1)/2, ξ). The average degree of each node is then given by K = 2Ξ/m. K is linearly related
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Figure 4.2: Distributions of the degree of the nodes, i.e. the number of neighbours each node has. The left diagram
considers the distribution over y = 1000 networks of the average degree of a network. The right diagram presents the
distribution of the degree within a network. Theoretical distributions based on Binom(m(m−1)/2, ξ) and Binom(m, ξ)
are included as dashed lines respectively. Run-parameters are (y, m, k̄) = (1000, 1000, 10).

to the binomially distributed Ξ and has expectation value E[K] = m2 E[Ξ] = m2 ξm(m−1)
= k̄(m−1)
≈ k̄ for large
2
m
networks.
Figure 4.2 illustrates the distribution of the degree of the nodes, both the distribution of the average degree
for a set of networks, as well as the distribution of the degree of the nodes within a network. The left diagram
presents a simulation of y = 1000 networks, each with m = 1000 nodes and a connection probability ξ determined via ξ = k̄/m with k̄ = 10. The binomial distribution Binom(m(m − 1)/2, ξ) is included in the red dashed
line and describes the simulation well. The right diagram shows the distribution of the degree of the nodes
within a particular network, where again the network has m = 1000 nodes and connection probability ξ = k̄/m
with k̄ = 10. Ignoring the subtlety that the network topology is a symmetric matrix N, the degree for each node
is binomially distributed with size m and probability ξ. Hence, one network with m = 1000 nodes can be seen
as m samples from that distribution. Indeed, the right diagram shows that the Binom(m, ξ) distribution is a good
description of the variance of the degree of the nodes within a network.
The network description chosen here is known as an Erdös-Rényi random network, [30]. This is not the
only random set of networks that can be considered, and the resulting contagion dynamics is affected by the
choice of network structure. For example, in [48–50] scale-free networks are considered and are used to show
that the critical behaviour and properties of the SIS model (as we will describe in section 4.2) is significantly
altered when compared to a more standard network structure [47]. This shows that the equations governing the
dynamics as studied in section 4.2 and 4.3 are only one part of the story and that proper consideration should
also be given to the network structure when investigating the resulting dynamics. This is left for future research.

Initial infection To plant the seed for any contagion dynamics, we will impose an initial infection on the
network. This is given by an m-dimensional multivariate random variable Z 0 of independent Bernoulli distributed marginals Z0, j ∼ Bernoulli(p j ). In principle the initial infection probabilities p j may depend on the
node j, e.g. on its security level. At this stage and to avoid unnecessary complication, we set p j = p0 for all
j ∈ {1, . . . , m}.
P
The sum S 0 of all components Z0, j is a binomially distributed random variable S 0 = mj=1 Z0, j ∼ Binom(m,
p0 ). An even more useful interpretation follows by considering the limit m → ∞, while keeping λ = mp0 fixed.
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In that situation the binomial distribution converges to the Poisson distribution Pois(λ). Hence, for sufficiently
large m, the total number of infected nodes is Poisson distributed with distribution S 0 ∼ Pois(mp0 ). As a result,
the Bernoulli set-up is satisfiedly compatible with the basic assumption of the compound Poisson collective
models, in which the number of claims follows a Poisson distribution, cf. [51]. This accommodates the compatibility between the individual perspective and the collective perspective prior to having any contagion or
intercorrelated effects between claims. However, when contagion is considered, we expect that this binomial or
Poisson description is altered to a new distribution. Which distribution this is, is the topic of the next sections.

4.2

The SIS model

In this section we will define the SIS model, study its solution analytically and through simulation, and study
the resulting distribution. Furthermore, we will comment on the “probabilistic” description of the SIS model
and compare with a situation in which contagion occurs by considering actually infected neighbours.

4.2.1

Model description

The SIS model is a well-known epidemiological model for contagion (within the epidemiological literature),
whose description we obtain from [47]. The name arises from the two possible states in the model: nodes are
either susceptible (S) to the disease or infected (I). Transitions between susceptible nodes and infected nodes
are possible in both directions. A susceptible node can become infected and can then become susceptible again.
The SIS model has to be seen in contrast to the SIR model, in which nodes can be susceptible, infected and
recovered (R). Once an infected nodes has recovered, it no longer is susceptible to the disease; it has become
immune [52–54].
The SIS model is a more general version to the model described in equation (4.1), in which transition from
the infected state “1” to the susceptible state “0” was not possible. In the SIS model recover is possible with a
transition probability equal to δ,
p j (1|0) = k j qp(t),

p j (0|1) = δ.

(4.3)

Here, k j is the number of neighbours of node j, the parameter q is the contagion probability for an infected node
to infect a neighbouring healthy node and p(t) is the probability of being infected at time t. The transition from
infected to healthy is governed by the probability δ, which —in this version of the model— is independent of
time, the node’s environment or security level. The parameter δ could depend on the security level of the node,
enabling nodes with a high security level to recover, whereas those without security can either not recover at
all, or recover with a smaller probability, but we will not consider this possibility here.
Since infected nodes are allowed to return to a healthy state, the total number of infected nodes is effectively
reduced. The interpretation for the microscopic treatment of the risk propagation process is that agents are
capable of transmitting the infection, but recovering themselves without being ultimately adversely impacted
by the incident. As a result, the interpretation of the time steps (from time t to time t + 1) is that it represents
a very short period, so that only the full modelling period represents a macroscopic time period. For example,
the full contagion process takes a week and the insurer only cares about the status after this week. A node may
be infected temporarily, e.g. for a minute, hour or day, and is contagious to its environment during that period.
However, before impact to the node itself has happened, the problem is resolved and the node becomes healthy
again. Therefore, the node contributed temporarily to the contagion in the model, but ultimately reported no
claim to the insurer.

4.2.2

Analytical results

Micro dynamics Following [47], the critical behaviour of a variety of dynamic models can be analysed
in a mean-field approximation. In their framework a network of nodes is considered with a net fragility
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z j (t) = φ j (t) − θ j (t), indicating whether a node is infected1 . Starting from a Markov assumption, the ChapmanKolmogorov equation holds for the probability p j (1, t + 1) to find node j in the infected state 1 at time t + 1,
p j (1, t + 1) = p j (1|1, z j )p j (1, t) + p j (1|0, z j )p j (0, t),

(4.4)

where p j (1|1, z j ) is (short-hand notation for) the conditional probability (i.e. transition probability) for node j
to be infected at time t + 1 given that the node was infected at time t with fragility z j (t), and similarly p j (1|0, z j ).
This equation states that an infected node at time t + 1 was already infected at time t and remained infected, or
was healthy at time t and transitions to become infected. Using completeness of probabilities,
1 =p j (1|1, z j ) + p j (0|1, z j ),
1 =p j (0|0, z j ) + p j (1|0, z j ),
1 =p j (1, t) + p j (0, t),
—which means that an infected node either transitions to a healthy node or remains infected, similarly for
healthy nodes, and that a node is either healthy or infected—, the Chapman-Kolmogorov equation results in the
following equation for the micro-dynamics of the individual nodes j,
p j (1, t + 1) − p j (1, t) = −p(0|1, z j )p j (1, t) + p(1|0, z j )(1 − p j (1, t)).
Macro dynamics Assuming the net fragility z j is a stochastic variable that is drawn from the same probability
distribution ρz (z(t)) for each node j, the expected change in infection probability reads
Z
Z
E[p j (1, t + 1) − p j (1, t)] =
ρz (z(t))p(1|0)(1 − p j (1, z, t))dz −
ρz (z(t))p(0|1)p j (1, z, t)dz,
R

R

where p j (1, z, t) and p j (0, z, t) is the probability for a node j with net fragility z(t) to be infected or not at time t
respectively.
P
Averaging this equation across nodes, m1 j . . ., and noting that the fraction R(t) of infected nodes at time t
P
is defined via R(t) = m1 j p j (1, z, t), we obtain that
R(t + 1) − R(t) = (1 − R(t))

Z

Z
pz (z(t))p(1|0)dz − R(t)
R

pz (z(t))p(0|1)dz.
R

The mean-field approximation entails that the probability distribution ρz (z(t)) is equal to a delta function
δ(z j (t)−z), which means that all nodes have equal net fragility. This implies that the integral vanishes and p(1|0)
is calculated only once, with z j (t) = z(t) for all j. Thus
R(t + 1) − R(t) = (1 − R(t))p(1|0) − R(t)p(0|1).

(4.5)

At this stage we can substitute equation (4.3) and assume that the number of neighbours k j for each node is
approximately equal to the overall mean number of neighbours k̄ per node. We furthermore assume the meanfield approximation in which the probability p(t) of being in the infected state at time t is approximated by the
fraction of infected nodes R(t). This produces the macro-dynamic equation
R(t + 1) − R(t) = (1 − R(t))R(t)k̄q − δR(t).

(4.6)

The interpretation of this equation follows directly from equation (4.5): the infection rate is increasing due to
the fraction of healthy nodes 1 − R(t) transitioning to infected nodes with probability k̄qR(t), i.e. the infection
rate times contagion probability times average degree of the nodes, and the infection rate is decreasing due to
the fraction of infected nodes R(t) transitioning to healthy nodes with probability δ.
1

In this formulation, infection is determined by having zl > 0, where each zl is a continuous parameter.
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Stationarity is obtained when R(t + 1) − R(t) = 0, i.e. when the opposing movements are in dynamic
equilibrium. Solving the equation 0 = (1 − R)Rk̄q − δR, we find a stationarity solution in case q > qc = δ/k̄. In
that case, the nontrivial fix point Rc for R(t) is
Rc =

k̄q − δ
qc
=1− .
q
k̄q

(4.7)

By setting δ = 0, we retrieve the result from section 4.1.1.
Analytical solution Interpreting equation (4.6) as a differential equation
dR
= (1 − R(t))R(t)k̄q − δR(t),
dt
we can solve for R(t) explicitly. Taking the integral of the rearranged terms, yields
Z
Z
dR
t+C =
dt =
,
(1 − R)Rk̄q − δR

(4.8)

(4.9)

R
where C is an integration constant. The integral on the right-hand side is of the form αxdx
2 +βx , with α = −k̄q
and β = k̄q − δ. The integral can be found by partial fractions
#
"
#
Z "
Z
1/β
−α/β
1
1
1
x
dx
+
dx = log[x] − log[αx + β] = log
.
=
x
αx + β
β
β
β
αx + β
αx2 + βx
Applying this result to equation (4.9), we obtain
R(t) =

q − qc
−βeβ(t+C)
=
,
β(t+C)
αe
− 1 q + γe−tk̄(q−qc )

(4.10)

where qc = δ/k̄ and where γ is a constant, which is determined by the boundary condition
p0 = R(0) =

q − qc
.
q+γ

c
Here p0 is the initial probability to be infected. This yields γ = q−q
p0 − q.
As a sanity check, we study the limiting behaviour of R(t) for t → ∞. This depends on q being smaller or
bigger than the critical value qc = δ/k̄. For q < qc , the exponential goes to infinity in the limit t → ∞ and hence
qc
c
R(t → ∞) = 0. For q > qc , the exponential vanishes in the limit t → ∞, and hence R(t → ∞) = q−q
q =1− q.

4.2.3

Simulation results

The simulated infection rate evolution R(t) is presented in figure 4.3. This is the evolution from an initial
infection rate p0 = 0.2 in a network of m = 1000 nodes, with on average k̄ = 10 neighbours per node,
for Ω = 100 time steps. The contagion probability is q = 0.04 and the counteracting recovery probability is
δ = 0.2. For reference we have also included the analytical solution from (4.10), which looks to be a satisfactory
fit to the simulation.
This simulation is the outcome of a random process, where the network is generated randomly, based on
the description in section 4.1.2, and where both initial infection as the further evolution through contagion and
recovery are a stochastic process on the network. From the figure, it is clear that the evolution stabilizes around
time step 20-30. After t = 30 the counteracting forces of contagion and recovery present a fluctuating pattern
δ
around the analytical asymptotic value R(t → ∞) = Rc = 1 − k̄q
of equation (4.7).
Performing the simulations y = 1000 times, we obtain the distribution of the infected rate as in figure 4.4.
In each simulation, the network is generated again, since we do not claim to know the exact topology of the
network. The number of evolution simulations can roughly be seen to be the number of years —or processes—
that are simulated. Each evolution simulation then corresponds to a one year observation. As noted by [3], this
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Figure 4.3: Evolution of the SIS model, obtained from simulation and in comparison with the analytical solution
(4.10). Run-parameters are (m, k̄, Ω, p0 , q, δ) = (1000, 10, 100, 0.2, 0.04, 0.2).

Figure 4.4: Left: distribution of the infection rate R, with and without contagion and recovery, in comparison with
the theoretical distribution for the initial infection rate. Right: comparison of the infection rate with fitted normal and
Poisson distributions. Run-parameters are (y, m, k̄, Ω, p0 , q, δ) = (1000, 1000, 10, 50, 0.2, 0.04, 0.2).

interpretation may be too limited, since this interpretation allows for only a single occurrence of the contagion
process each year, whereas a more appropriate variable to consider would be the rate of occurrences. For the
current investigation, we ignore this complication and focus on the distribution of R and what it tells us about
its dependence on p0 , q and δ.
The resulting distribution for R, as presented in figure 4.4, should be seen as the probability density distribution of the frequency of the incidents, and is the network modelled analogue of the standard Poisson
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distribution for the frequency distribution. As such, we like to compare it with the distribution for evolutions
without contagion and recovery. Since without any contagion or recovery the evolution is stable in its initial
infected state, this is simply the binomial distribution as studied in section 4.1.2 with size m and probability p0 ,
i.e S 0 = mR(0) ∼ Binom(m, p0 ). Indeed, we see that the distribution of simulated evolutions without contagion
and recovery is equal to the theoretical binomial distribution, cf. figure 4.4. Equivalently, for large enough networks, S 0 follows the Poisson distribution with mean mp0 , i.e. S 0 ∼ Pois(mp0 ).
The question to be answered is what distribution belongs to the number of infected nodes S = mR when infection and recovery are considered. We answer this question by performing goodness of fit tests for a Gaussian
distribution and Poisson distribution. We find that the Poisson and Gaussian parameters are λ = µ = 0.473m and
σ = 0.023m. Performing a Shapiro test and Jarque-Bera test, normality is not rejected. Similarly performing a
χ2 -test, the Poisson distribution is also not rejected. We can understand these test results graphically in figure
4.4 by observing that indeed both the normal distribution as well as the Poisson distribution are a decent fit to
the simulation.
This is an important result: the non-interacting network has a Binom(m, p0 ) distribution of events (or a
Pois(mp0 ) distribution). With the current set of parameters (notably k̄ = 10, q = 0.04 and δ = 0.2), the interacting network has a different distribution, allowing for a fit to the normal distribution or Poisson distribution
with mean 473, much larger than the mean of 200 for the non-interacting networks. The precise parameter
dependence will be further investigated in section 5.
The fact that R follows a normal distribution raises the question whether this might be caused by an effect
similar to the Central Limit Theorem. The Central Limit Theorem entails that the sum of a large number
of independent and identically distributed random variables is itself normally distributed [46]. Of course, the
prerequisites of the Central Limit Theorem are not met for the random variables Z j , j ∈ {1, . . . , m}. Given the
homogeneity in the network, the random variables seem to be identically distributed, but —as the fundamental
property of the network approach— they are certainly not independent. However, effectively one might argue
that the network does consist of identically distributed and independent random variables, once the system is in
its asymptotic state. In the case of a non-interacting network, each of the random variables Z j is Bernoulli(p0 )
distributed. The effect of interaction changes this behaviour in a non-trivial way, but the final (asymptotic) state
is that each of the nodes is a two-state random variable with some effective probability pr of being infected.
Hence, each of the random variables are distributed via a Bernoulli(pr) distribution. In the example of the
simulation above, the probability is pr = 0.473. Of course, the change from p0 to pr is caused by the effect
of the interaction between nodes and hence takes into account the dependence of the individual nodes, but
once this effect has been taken into account, the random variables are effectively independent and identically
distributed. Hence, an effect similar to the Central Limit Theorem is expected and the normal distribution with
mean µ = mpr would be an obvious candidate for the distribution of the sum of the infected nodes.

4.2.4

Comparison with non-probabilistic variant

Contagion in the SIS model, as described in equation (4.3), occurs probabilistically. I.e. p j (1|0) = k j qp(t)
means that the probability that node j transitions from a healthy to an infected state due to the infection of (at
least) one of its neighbours is equal to the probability of contagion q times the probabilistic number of infected
neighbours k j p(t). As we have seen, for analytical purposes, this description is very convenient, as it allowed
us to replace the probability of being infected p(t) with the mean-field parameter R(t) and to rewrite the macro
dynamics differential equations fully in terms of R(t). However, in the simulations, at any stage the number of
infected neighbours is known “non-probabilistically”. That is, we actually know at each time step which nodes
are infected, and since the network topology determines which nodes are neighbouring, we know for each node
j and at each time step exactly which neighbours are infected. Therefore, a non-probabilistic variant of the SIS
model is described via
X
p j (1|0) = q
zl (t),
p j (0|1) = δ,
(4.11)
l∈n.n.( j)
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Figure 4.5: Comparison between the SIS model (4.3) and its non-probabilistic variant (4.11) for the number of
infected neighbours. The comparison is shown for both a single evolution (left) as well as for the distribution of the
infection rate R (right). Run-parameters are (y, m, k̄, p0 , q, δ) = (1000, 1000, 10, 0.2, 0.04, 0.2), Ω = 100 in the left
diagram and Ω = 50 in the right diagram.

where the parameter zl takes values 1 when node l ∈ n.n.( j) is infected and 0 when it is not. The probability
of becoming infected p j (1|0) is thus given by the contagion probability q times the number of actually infected neighbours to node j. Of course, the “non-probabilistic” nature of this model only relates to the fact
that the actually realised infected neighbours are considered, rather than the probabilistic expression k j p(t) for
neighbours to be infected at time t. The contagion process itself obviously remains probabilistic through the
contagion probability q.
We consider equation (4.11) as a more precise version of the SIS model, and useful for simulation purposes. Figure 4.5 presents a comparison between the SIS model simulations and the simulations for the nonprobabilistic variant. The left diagram presents the simulation results for a single infection evolution in the SIS
model and non-probabilistic model. Although the non-probabilistic variant seems to evolve slightly quicker
than the SIS model for this particular simulation, the resulting final infection rate R is visually indistinguishable
given the random fluctuations at higher time steps.
The right diagram presents the simulated distributions over y = 1000 networks for both these models. From
this perspective the non-probabilistic distribution seems to be shifted slightly towards higher infection rates.
However, visually the difference is nearly indistinguishable.
Hence, based on these results, we consider both variants of the SIS model to be equivalent and since the
SIS model as presented in equation (4.3) is both faster to simulate as well as more closely connected to the
analytical perspective, we will continue to only consider the “probabilistic” SIS model going forward.

4.3

Finite contagion time model

In this section we consider an alternative network model, the finite contagion time model. We define the model
and explore the analytical solution, both directly as well as through a comparison between locally and globally
defined decay in contagion. Finally, we study the infection rate evolution and distribution via simulations.

4.3.1

Model description

The SIS model presents one way of creating a non-trivial dynamic network, by introducing δ as a countering
force against the contagion probability q. However, the interpretation attached to δ is not directly intuitive, nor
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can it be easily substantiated from a conceptual point of view. Therefore, as an alternative model, we propose
the finite contagion time model (FCT),
X
p j (1|0) =
q̃ j,l (t)zl (t),
p j (0|1) = 0,
(4.12)
l∈n.n.( j)

where the contagion probability q̃ j,l (t) of node l ∈ n.n.( j) becomes 0 when the contagion period T after initial
infection of node l has passed. Mathematically, for a homogeneous contagion probability q̃ during the contagion
period T of each node, this boils down to
X
X
p j (1|0) =
q̃ j,l (t)zl (t) = q̃
(zl (t) − zl (t − T )).
(4.13)
l∈n.n.( j)

l∈n.n.( j)

The expression in the summand ensures that nodes that were already infected at time t − T , i.e. zl (t − T ) = 1 do
no longer add to the contagion exposure at time t, i.e. zl (t) − zl (t − T ) = 0 at time t in that situation.
The microscopic treatment of the risk propagation is that an infected node only remains contagious for
a fixed period T , after which further contagion is prevented through the node’s security measures. Although
this is a reasonably crude assumption, conceptually it makes perfect sense. Evidently, the parameter q̃ and the
characterising period T should ultimately depend on the security level of either or both of the agents j and
l. This complication will not be fully investigated in this thesis and we will be focussing on what this simple
model may already teach us.

4.3.2

Analytical results

Macro dynamics The dynamics of the FCT model follows the same derivation as for the SIS model, and
can be analysed using similar techniques. Employing again a mean-field approximation in which the number
of infected neighbours is determined through R(t) and k̄, equation (4.5) reduces to
R(t + 1) − R(t) = k̄q̃(1 − R(t))(R(t) − R(t − T )).

(4.14)

This equation can be seen as an iterative solution for R(t), with R(0) = p0 and R(t) = 0 for t < 0, allowing
for numerical solutions. Taking a different approach to understand the solutions analytically, we again interpret
this equation as a differential equation. For t < T , the term R(t − T ) = 0 and we obtain the same solution as for
the SIS model, with δ = 0, i.e.
R1 (t) =

1
1+

( p10

− 1)e−tk̄q̃

,

∀0 < t < T

(4.15)

Note that this solution is only valid for t < T , so its asymptotic behaviour as t → ∞ is of less relevance.
Nonetheless, this value serves as an upper boundary for the asymptotic value R(t → ∞). Unfortunately, this
provides us with little information, since the expression in (4.15) equals 1 in the limit as t → ∞.
Investigating the solution beyond t > T , we consider the boundary condition problem




1
dR2
 ,
= k̄q̃(1 − R2 (t)) R2 (t) −
∀T < t < 2T,
dt
1 + ( p10 − 1)e−k̄q̃(t−T ) 
R2 (T ) =

1
1+

( p10

− 1)e−k̄q̃T

,

for the period between time t = T and time t = 2T . As all terms are positive, due to the subtraction of the
R2 (t − T )-term, at time t = T the growth of R(t) presents a kink, being initially smaller for t = T + ε than it
was for t = T − ε, with ε > 0 small. To what extend this changes the asymptotic behaviour of the full solution
R(t) for all t, is not directly obvious, given that the boundary condition problem already is quite an unfeasible
differential equation.
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Assisted by symbolic mathematical computer tooling [55] we may establish that the solution is given by
R2 (t) =
Indeed, R2 (T ) =

1 − (1 − p0 )k̄q̃(t − T )e−k̄q̃T
h
i,
1 + e−k̄q̃T (1 − p0 ) ( p10 − 1)e−k̄q̃(t−T ) + 1 − k̄q̃(t − T )

1
1+( p1 −1)e−k̄q̃T

. Furthermore, when we write the fraction R2 (t) =

∀T < t < 2T.
N(t)
D(t)

in terms of its numerator

0

N(t) and denominator D(t), lengthy but straightforward calculation reveals that


−k̄q̃T − N k̄q̃(N − D)
0
0
D
−
k̄
q̃(1
−
p
)e
0
dR2
DN − ND
=
= R02 =
dt
D2
D2 

2
−
k̄
q̃T


DN − N − D(1 − p0 )e
1 − R2
2


R2 − R2 −
= k̄q̃
=
k̄
q̃
D2
1 + ( p10 − 1)e−k̄q̃(t−T ) 




1
 .
= k̄q̃(1 − R2 (t)) R2 (t) −
1 + ( p10 − 1)e−k̄q̃(t−T ) 
The asymptotic value for this part of the solution is obtained by taking the limit
limt→∞ R(t) = lim(t−T )→∞
=

1
t−T

+

1
−k̄q̃T
t−T − (1 − p0 )k̄q̃e
h
e−k̄q̃T (1−p0 )
( p10 − 1)e−k̄q̃(t−T ) + 1
t−T

− k̄q̃(t − T )

i

0 − (1 − p0 )k̄q̃e−k̄q̃T
h
i = 1.
0 + e−k̄q̃T (1 − p0 ) 0 + 0 − k̄q̃

This yields again 1, which means that we have not managed to improve the upper boundary of the asymptotic
value of the full solution R(t) by exploring the functional dependence in the interval beyond t > T . Therefore,
unfortunately, this approach of solving (4.14) does not seem to be particularly fruitful and we will continue
further investigations through simulation in section 4.3.3.
Analytical solution for a decaying contagion probability Before turning our attention to the simulation
results, we reconsider the implicit choice made in going from (4.12) to (4.13). The parameter q̃ j,l (t) describes the
contagion probability from each neighbouring node l to node j. Equation (4.12) assumes that q̃ j,l is independent
of node j, and assumes that it is a step-function depending on the status of node l. Recall that such a stepfunction is necessary to incorporate a finite time for which contagion from one node to another is possible.
Conceptually, a similar phenomenon can be created by introducing a different functional structure for q̃(t). The
step-wise function is convenient for simulation purposes, following a nice discrete format. However, as we
have just seen, for analytical purposes a continuous function q̃(t) is expected to be better tractable. We therefore
assume that this function is independent of both node j and its neighbouring node l, but leave the functional
form unspecified for the moment.
Following again the same approach as for the SIS and FCT models, equation (4.12) results in the macroscopic dynamics governed by
R(t + 1) − R(t) = k̄q̃(t)R(t)(1 − R(t)).
Solving the corresponding differential equation follows exactly the same line of reasoning as for the SIS model.
Taking an explicit form for the contagion probability q̃(t) = q̃0 e−t/τ , we find
Z
Z
dR
−q̃0 −t/τ
=
q̃(t)dt =
e
+ C.
τ
k̄(1 − R)R
This can solved via the same techniques as before to obtain
R(t) =

1
1+

−t/τ
γek̄q̃0 e

=

1+



1
p0

1

,
−t/τ
− 1 e−k̄q0 (1−e )

(4.16)
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where γ has been determined by solving for the initial value R(0) = p0 .
The parameter q̃0 can be interpreted as the initial contagion probability, which decays exponentially with a
characteristic timescale τ. Interestingly the term 1 − e−t/τ in the exponential of (4.16) is always positive, which
means that the critical behaviour around qc that we observed in the SIS model does not have an analogue in this
version of the FCT model. This is intuitively clear; whereas the SIS model describes a dynamical model with
a bifurcation (i.e. the relative size of the competing infection and recovery forces q and δ determine whether
the infection rate asymptotes to a nonzero critical value), in the FCT model the infection only grows. For this
particular choice of the contagion probability function q̃(t), the infection grows asymptotically to R(t → ∞) =
1
.
1
−k̄q̃0
1+( p −1)e
0

A word of caution is in place. One might be tempted to think that the FCT model as described by (4.13)
is obtained by taking the contagion probability function q̃(t) = 1 − Θ(t − T ), where Θ is the Heaviside step
function. For, this contagion probability function is equal to 1 when t < T and equals 0 when t > T . And
hence, that the exponential studied here is simply a further smoothening of the discrete switching on and off
of contagion. However, this is not the case. The contagion probability q̃l as used in (4.13) depends on the
neighbouring node l. Specifically, it considers how long the node l has been infected. The Heaviside function,
as well as the exponential, are not depending on the neighbouring nodes, and consider the contagion probability
to be homogeneously on, off or decaying macroscopically across the network. That is, the interpretation of the
Heaviside contagion probability would be that an overall protection to the infection has been found, which
is available simultaneously for all healthy nodes. The evolution of the infection rate is then simply R(t) =
1
for t < T and constant equal to R(T ) for t > T .
1
−k̄q̃0 t
1+( p −1)e
0

While this description might be fine for a quick investigation into the network dynamics of the FCT model, it
is expected that the q̃l as used in (4.13) results in a more realistic description. In turn, the exponentially decaying
contagion probability q̃(t) should hopefully be a closer approximation to that process than a simple Heaviside
process. Both for q̃l as well as for the exponentially decaying contagion probability q̃(t), the macroscopic effect
is that initially many of the infected nodes are contagious, after which the overall contagion in the network
declines. The precise way in which this decline happens is different between the process described in (4.13) and
through q̃(t) = q̃0 e−t/τ , as it trades local properties of the nodes for global network properties. This difference
is not further studied analytically here, but will be considered in the simulations.

4.3.3

Simulation results

As for the SIS model, we study the infection rate evolution R(t) graphically in figure 4.6. Compared to the SIS
result in figure 4.3, the evolution results in a much more stable asymptotic value, without all the fluctuations
beyond t = 30. The reason for this is that the FCT model has no counteracting forces that may cause any
fluctuations, even in the “stable” fix point state. Instead the FCT model only includes a growth by q̃, which
stops once all infected nodes have been infected for longer than T time steps. Hence, the horizontal plateau
shown in the figure truly represents the final infection rate for this particular simulation.
Despite that the true analytical solution to the FCT model is eluding us, figure 4.6 does include a very
well fitting analytical graph. This graph is not determined by first principles only, but is the result of fitting the
exponentially decaying system with solution (4.16) to the simulation result. Once the parameters q̃0 and τ are
fitted, the analytical solution is again a satisfactory description of the underlying network process. This is a very
useful result, as it enables analytical processing rather than time consuming stochastic simulation runs.
In this case, q̃0 ≈ 0.13 and τ ≈ 5.4. Whereas τ is actually quite similar to the characteristic timescale
T = 5 used in the simulation, the value of q̃0 is significantly larger than the corresponding contagion probability q̃ = 0.02 from the simulation of the original model (4.13). This is a testament to the fact that conceptually
and fundamentally, both versions of the FCT model are quite different, and its parameters are not directly to be
compared. Although for q̃ and q̃0 this is now obvious given their different values, also for τ and T one should
be careful to compare their interpretation. This is clear when we consider the final value of R(t → ∞). In our
analytical solution (4.16) this only depends on q̃0 (and k̄ and p0 ), and not on τ, whereas the final infection rate
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Figure 4.6: Evolution of the SIS model, obtained from simulation and in comparison with the analytical solution
(4.16). Run-parameters are (m, k̄, Ω, p0 , q̃, T ) = (1000, 10, 100, 0.2, 0.02, 5).

Figure 4.7: Left: distribution of the infection rate R, with and without contagion and recovery, in comparison with
the theoretical distribution for the initial infection rate. Right: comparison of the infection rate with fitted normal and
Poisson distributions. Run-parameters are (y, m, k̄, Ω, p0 , q̃, T ) = (1000, 1000, 10, 50, 0.2, 0.02, 5).

R is expected to increase when the contagion period is taken to be bigger, cf. figure 5.2 in section 5. Hence, it
is tempting but not accurate to directly compare the effects of τ and T on the final infection rate.
Performing the evolution y = 1000 times, we obtain the distribution of the infected rate as in figure 4.7.
Again, we perform goodness of fit tests for a Gaussian distribution and Poisson distribution fitted on the simulated results for the distribution of R. We find that the Poisson and Gaussian parameters are λ = µ = 0.518m and
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σ = 0.031m. Performing a Shapiro test and Jarque-Bera test, normality is not rejected. Similarly performing
a χ2 -test, the Poisson distribution is rejected. We can understand these test results graphically in figure 4.7 by
observing that indeed the normal distribution is a decent fit to the simulation, whereas the Poisson distribution
performs much less.
Hence, although the SIS model was quite indifferent to the use of a normal or Poisson distribution to
describe the asymptotic distribution for R, the FCT model very much prefers a description in terms of a normal
distribution. This is in line with our considerations regarding the applicability of the Central Limit Theorem.
Further comparison between SIS model and FCT model reveals that the FCT model has a higher probability
pr with the current set of parameters, than the SIS model with its set of parameters. The standard deviation is
also larger, which is interesting to note, since the random fluctuations around the asymptotic value as present
in the SIS model (figure 4.3), are not applicable to the FCT model (figure 4.6). Of course, the evolutions and
distributions shown in this section and 4.2 are only for one set of parameters (p0 , q, δ) and (p0 , q̃, T ). Further
investigation on the parameter dependence will be presented in 5.

4.4

Copula model for the network

Network models should be seen as an alternative approach to the actuarially well-known copula approach to
describe correlation between risks. In this section we investigate the results of a copula model for the network
structure and compare with the network model results. We will define the model, present the simulations and
explain the —ultimately obvious— result analytically.

4.4.1

Model description

Network theory is not a common technique within actuarial science. Instead, a far more popular method to
model correlation and dependence is through the use of copula’s [46]. An m-dimensional copula is a mapping
from the m-dimensional unit hypercube to the interval [0, 1], i.e. C : [0, 1]m → [0, 1], such that the following
three properties hold,
1. C(u1 , . . . , um ) is increasing in each of the components u j ;
2. C(1, . . . , 1, u j , 1, . . . , 1) = u j for all j ∈ {1, . . . , m} and u j ∈ [0, 1];
3. ∀a, b ∈ [0, 1]m with a j ≤ b j we have
u j2 = b j ∀ j ∈ {1, . . . , m}.

P2
j1

···

P2

jm (−1)

j1 +...+ jm C(u

j1 , . . . , u jm )

≥ 0, where u j1 = a j and

These properties ensure that C is a distribution function on the unit hypercube with standard uniform marginal
distributions. Aided by the relation between the uniform cumulative distribution function and other cumulative distribution functions through quantile and probability transformations, popularity of copula’s to model
multivariate dependence comes from Sklar’s theorem. This theorem states firstly that any multivariate distribution can be (uniquely) described by a copula and the marginal distributions and conversely, that a copula
and marginal distributions together define a multivariate distribution [56]. Hence, the dependence structure of a
multivariate distribution can be fully captured through its associated copula, leaving the marginal distributions
simply to describe the marginal stochastics.
In our set-up we are interested in the m-dimensional random variable Z with marginal distributions Z j ∼
Bernoulli(p j ), which stochastically describe the infection status of each of the nodes in the network. We again
take all p j ’s to be equal, p j = p for all j ∈ {1, . . . , m}. The risk of infection is interrelated among the agents
and a copula between the nodes is expected to facilitate a description of the aggregated risk, similar to natural
catastrophe. That is, this approach should be well capable of capturing events that impact many policyholders
simultaneously. Examples of this include the launch of a malware or ransomware tool, the launch of a phishing
campaign or multiple targeted DDoS attacks within a certain industry. Non-malicious examples of cyber risk
catastrophes are an interruption of systems that are critical to many policyholders, such as the Microsoft Azure
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cloud. To what extent the interconnected nature of security against cyber risk can also be modelled using this
approach is the topic of this section and the main hypothesis is that the contagion phenomena as described in
section 4.1.1 and which result in figures 4.4 and 4.7, can be described effectively via a copula. An example
from the literature in which a copula was used in this context, is the m-dimensional t-copula with univariate
t-distributed marginals that was used by [24] to study the intercorrelated risk within organisations.
Given our description of the nodes by Bernoulli distributed marginal distributions, and given an incentive
to keep the number of parameters small, we choose to describe the correlation structure by an Archimedean
copula, i.e. a copula that is described by only one parameter θ and is of the form
X
C(u1 , . . . , um ) = ψ−1 ( (ψ(u j )).
j

Here, ψ is a continuous and strictly decreasing function ψ : [0, 1] → [0, ∞] with ψ(1) = 0. Various necessary
and sufficient conditions are additionally needed to let ψ define a multidimensional copula [46], but the Gumbel
copula is one such example [46],
CG (u1 , . . . , um ) = e−(

P

θ 1/θ
j (− log u j )

) .

The Gumbel copula is known for its quite strong correlation at large values of the marginal uniform distributions. As such, it is a viable candidate to study the correlation structure it imposes on the network.
One complication arises when describing the m-dimensional multivariate cumulative distribution function
F with Bernoulli marginal distributions, in terms of the Gumbel copula CG . Copula’s work very well with
continuous marginal distributions. However, for discrete marginal distributions various complications arise.
For example, the uniqueness of a copula to describe the multivariate distribution disappears, as the copula is
only uniquely determined on the ranges of the marginal distributions [46]. Furthermore, we learn from [57] that
comonotonicity and bounding theorems may no longer be valid. Therefore, we need to continue with care.
Rather than relying on quantile functions, we describe the marginal distributions Z j through
Z j = Θ(U j − (1 − p)),
where Θ is the Heaviside step function and where U j is a standard uniformly distributed random variable. Since
Pr[U j ≤ u] = u, we deduce
Pr(Z j = 0) = Pr[U j − (1 − p) ≤ 0] = 1 − p = 1 − Pr[Z j = 1],
and hence Z j is a Bernoulli distributed random variable with probability p. Moreover, the infected state for
Z j corresponds to high values of U j . This is useful when coupling the uniform variables using the Gumbel
copula, because the Gumbel copula exhibits tail dependence. In two dimensions, we have the following discrete
multivariate distribution,
F(0, 0) = CG (1 − p, 1 − p),
F(1, 0) = F(0, 1) = CG (1, 1 − p) − CG (1 − p, 1 − p),

(4.17)

F(1, 1) = 1 + C (1 − p, 1 − p) − 2C (1, 1 − p),
G

G

which can be correspondingly generalized to higher dimensions.

4.4.2

Simulation results

Simulating the dependence structure that follows from the Gumbel copula is relatively easy. Using the appropriate package we can sample directly from the m-dimensional Gumbel copula. Thus, we obtain an m-dimensional
vector u ∈ [0, 1]m . For each element u j , we assign values 0 and 1, depending on whether u j ≤ 1− p or u j > 1− p.
This results in an m-dimensional binary vector z ∈ {0, 1}m . The fraction of infected nodes R for this particular
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Figure 4.8: Distribution of the infected rate R, for different values of the Gumbel parameter θ ∈ {1, 1.1, 2}, in comparison with the theoretical distribution for a non-interacting network. Run-parameters are (y, m, p) = (1000, 1000, 0.2).

P
sample is then given by R = m1 mj=1 z j . Similar to the SIS and FCT simulations, we perform this simulation
y = 1000 times and the resulting distribution is shown in figure 4.8.
In this figure, we present the
distribution for different values of θ ∈ {1, 1.1, 2}. As θ = 1 corresponds to the
P
G = e− j (− log u j ) = Q u , the distribution for θ = 1 indeed coincides with the binomial
independent copula, Cθ=1
j j
distribution associated with a non-interacting network (cf. section 4.1.2). For θ > 1 the distribution changes.
Interestingly, the bulk of the distribution seems to move towards R = 0, rather than R = 1 as was our intention.
Nonetheless, at relatively large value θ = 2 a very concentrated peak at R = 1 starts to emerge.
Given these observations we wonder how the expectation value, i.e. the actuarial premium, changes as a
result of the increase of network interactivity through the parameter θ. For the network models, we have seen
that the contagion process shifts the initial binomial distribution, with expectation value equal to mp0 , to a
normal distribution with a much larger expectation value. For the copula model, calculating the sample means
for θ ∈ {1, 1.1, 2} results in expectation values 200.3, 199.7 and 200.8 respectively, all approximately equal to
mp = 200. Hence, as it appears, the expectation value does not change as a result of stronger interdependence.
This is a very different result from the network model set-up.

4.4.3

Analytical results

The result that the expectation value, and hence the actuarial premium, does not seem to depend on the Gumbel
parameter θ might seem striking and we would like to understand this analytically. To keep the calculation
simple, we will focus on the two-dimensional situation for the moment. We are interested in the expectation
value of the sum of the individual nodes,
Z ∞Z ∞
1 X
1
X
E[Z1 + Z2 ] =
(z1 + z2 )dF(z1 , z2 ) =
( j + l)F( j, l) = 2F(1, 0) + 2F(1, 1)
−∞

∞

j=0 l=0

= 2[C (1, 1 − p) − C (1 − p, 1 − p) + 1 + CG (1 − p, 1 − p) − 2CG (1, 1 − p)] = 2[1 − CG (1, 1 − p)]
h
i
= 2[1 − exp −((− log 1)θ + (− log(1 − p))θ )1/θ ] = 2[1 − (1 − p)] = 2p.
G
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Hence, indeed the dependence on θ drops out and the fraction of infected nodes remains equal to the initial
probability p. At this stage, the reason for this might seem to be the particular functional form of the Gumbel copula, which leads us to conclude that the Gumbel copula is not an appropriate candidate after all to
model the network dynamics in an effective theory. A next proposal could be the Clayton copula, or any other
Archimedean copula. However, focussing on the last steps, we note that the result holds for any Archimedean
copula C θ ,
E[Z1 + Z2 ] = 2[1 − C θ (1, 1 − p)] = 2[1 − ψ−1 (ψ(1) + ψ(1 − p))] = 2[1 − ψ−1 (ψ(1 − p))] = 2[1 − (1 − p)] = 2p,
through the form of the Archimedean copula and the fact that ψ(1) = 0.
In fact, the result is valid for all symmetric copula’s, since it is not the functional form of the Gumbel or
any other Archimedean copula that drives the result, but rather the second property in the definition of a copula.
To take a step towards the result for arbitrary dimension m, we consider the three-dimensional case to show
this. The main assumption is the symmetry of the copula, such that for example 1 = F(0, 0, 0) + 3F(1, 0, 0) +
3F(1, 1, 0) + F(1, 1, 1). Employing this property, we write
E[Z1 + Z2 + Z3 ] =

1 X
1 X
1
X

( j + l + r)F( j, l, r) = 3[F(1, 0, 0) + 2F(1, 1, 0) + F(1, 1, 1)]

j=0 l=0 r=0

= 3[1 − F(0, 0, 0) − 2F(1, 0, 0) − F(1, 1, 0)]
= 3[1 − C(1 − p, 1 − p, 1 − p) − 2 (C(1, 1 − p, 1 − p) − C(1 − p, 1 − p, 1 − p))
− (C(1, 1, 1 − p) − C(1, 1 − p, 1 − p) − C(1 − p, 1, 1 − p) + C(1 − p, 1 − p, 1 − p))]
= 3[1 − C(1, 1, 1 − p)] = 3p,
where in the last step we have used property two of the definition of the copula.
Given the general validity of the result, we take a step back and reconsider the relation we would like to
prove. In fact, using linearity of the expectation value operation, and immediately generalising to a network
with m nodes, we can simply write,
m
m
hX
i X
h i
E
Zj =
E Z j = mp.
j=1

j=1

This results means that the sum of the expectation values of the marginals is unchanged by any correlation
structure. It then becomes immediately clear why a copula will never change the expectation value of the
sum of the marginals and why a copula will not be capable of providing an effective description of the network
dynamics as presented in section 4.2 and 4.3. We hypothesised that the asymptotic distribution as obtained from
the SIS or FCT network models, could be described via a copula as well, or at least, that a copula description
would results into conceptually similar results. However, when we compare figures 4.4, 4.7 and 4.8, we see that
the resulting distributions for the infection rate R are visibly different.
This does not necessarily mean that the copula model is useless for cyber risk purposes. Indeed, when
restricting our attention to the expectation value, the copula model does not facilitate studying the impact of
contagion in a similar manner as the network models. However, the correlation structure, as parameterised
by θ for the Gumbel copula, does impact other metrics than the expectation value such as the value at risk.
This leads to the conclusion that the network models from sections 4.2 and 4.3 may indeed truly be different
models from the network copula model discussed here, but it does not reveal which model is better (and in
what circumstances). Clearly, to understand the feedback dynamics within the contagion process from an initial
infection to the final (dynamic) equilibrium, the network models are superior to this network copula model.
However, for value at risk, i.e. Solvency 2 capital, the copula model might present additional functionality and
may ultimately be an easier model to understand and to use practically when modelling cyber risk. Keeping this
in mind, we refer to section 7 for a further investigation of accumulation of cyber risk.
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4.5

Copula model for the contagion process

As a preliminary conclusion the copula approach from the previous section is not suited to describe a contagion
process in an interdependent network structure via an effective theory. In this section we will change tactics and
employ copula’s to directly model the relation between the initial infection rate and the final infection rate, in an
attempt to better understand the contagion process from the network models. We will define the model, explain
the simulation set-up and compare the SIS and FCT evolutions with the copula description using correlation
diagrams and parameter analysis.

4.5.1

Model description

In the current copula approach we would like to study the relation between the initial infection rate R0 and the
final, asymptotic infection rate RΩ = R(t → ∞). As we have seen in section 4.2 and 4.3 the initial infection
rate is binomially distributed via S 0 = mR0 ∼ Binom(m, p0 ), whereas the final infection rate can be described
using a normal distribution S Ω = mRΩ ∼ Φ(µ, σ). The parameters µ and σ depend on the evolution parameters,
(m, k̄, p0 , q, δ) and (m, k̄, p0 , q̃, T ) for the SIS model and FCT model respectively. Through the network evolution process, the initial infection rate and final infection rate are related, and the purpose of this section is to
investigate to what extent this relation can be modelled using a copula approach.
To this end, we consider the two-dimensional random variable R = (R0 , RΩ ) and its cumulative distribution function E, where “E” is chosen to denote the distribution since the bivariate distribution is an effective
description of the evolution of the network. Applying Sklar’s theorem [56], we aim to describe this distribution
function via a copula C,


E(r1 , r2 ) = C B−1 (r1 ), Φ−1 (r2 ) ,
(4.18)
where B−1 and Φ−1 denote the quantile functions for the binomial and normal distribution respectively.
Despite that again a copula is central to the approach, the current copula model is very different from the
model as discussed in section 4.4. In that section, we considered an m-dimensional random variable Z, with
Bernoulli marginal distributions, and we were interested in the sum S of the components of the m-dimensional
random variable. The initial infection rate 0 could be obtained in that model by considering θ = 1, whereas nonzero θ described the final infection rate. In the current set-up, we consider a 2-dimensional random variable
R, with binomial and normal marginal distributions. These are already the sum of the individual nodes in the
system, now pre- and post-contagion, and we are interested how R0 and Ω are related. The correlation that the
copula in section 4.4 tried to describe was that between the different nodes in the network. In the current section,
it is the correlation on the pre- and post-contagion infection rates that is induced by the network evolution that
we would like to capture using a copula.

4.5.2

Simulation results

Simulation of the contagion process To investigate which copula is suited to describe the correlation structure of the evolution distribution E, we consider the Gaussian, Clayton and independent copula’s, for both the
SIS and FCT models. The motivation for considering the Gaussian copula is that it can be considered as one of
the most common copula’s, and because the final infection rate is normally distributed. In addition the initial
infection rate is approximately normally distributed as well, although we prefer to employ the binomial distribution in our simulations, since that is conceptually most appropriate. The motivation for considering the Clayton
copula is that it is an easily modelled Archimedean copula, with a single parameter θ. The independent copula
is actually a special case of the Clayton copula, namely when the Clayton parameter θ = 0. The motivation for
considering this as a separate case will soon become clear, when discussing the simulation results.
The simulation involves running the network evolution process, as described in earlier sections, y = 1000
times and registering both the number of initially infected nodes S 0 as well as the number of infected nodes S Ω
at time step Ω = 50. I.e. we consider both the initial as well as the final infection rate. Each of the networks in
36

4.5 Copula model for the contagion process

Figure 4.9: Correlation diagrams for the initial and final infection rates R0 and RΩ for the SIS model. The
upper left graph is obtained by direct simulation of the evolution process. The other graphs are fitted to this
data using a Gaussian, Clayton and independent copula respectively. Run-parameters are (y, m, k̄, Ω, p0 , q, δ) =
(1000, 1000, 10, 50, 0.2, 0.04, 0.2).

the simulation has m = 1000 nodes with on average k̄ = 10 neighbours and an initial infection probability of
p0 = 0.2. The contagion process is governed by the contagion probability q = 0.04 and recovery probability
δ = 0.2 for the SIS model, and contagion probability q̃ = 0.02 and contagion period T = 5 for the FCT model.
The simulation returns y instances of the two-dimensional vector R = S/m = (R0 , RΩ ), which is visualized in a
correlation diagram in figure 4.9 for the SIS model and in figure 4.10 for the FCT model.
For the SIS model, the correlation diagram from the network simulation centres around p0 = 0.2 for the
distribution of initial infection rates and around 0.47 for the final infection rate. The graph does not immediately
reveal a strong correlation between R0 and RΩ . For the FCT model, the correlation diagram from the network
simulation centres around p0 = 0.2 for the distribution of the initial infection rates and around 0.52 for the final
infection rate. Here, a clear positive correlation is observed, especially when compared to the SIS model graph.
Copula description for the SIS network model From the simulated data, the specifying parameters for the
marginal distributions and normal and Clayton copula’s can be estimated. We first study the SIS model data.
Unsurprisingly the binomial marginal distribution for the initial distribution has p0 = 0.2. The marginal for
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Figure 4.10: Correlation diagrams for the initial and final infection rates R0 and RΩ for the FCT model. The
upper left graph is obtained by direct simulation of the evolution process. The other graphs are fitted to this
data using a Gaussian, Clayton and independent copula respectively. Run-parameters are (y, m, k̄, Ω, p0 , q̃, T ) =
(1000, 1000, 10, 50, 0.2, 0.02, 5).

the post-contagion number of infected nodes has µ = 0.473m, σ = 0.022m. The dependence structure for the
Gaussian copula is given by the Spearman correlation [46], which has off-diagonal component ρS = −0.012,
i.e. negative but very small. Finally the dependence structure for the Clayton copula is given by its θ-parameter,
which is θ = 10−5 in this case, i.e. negligibly small. Using the appropriate packages, we can use these parameters
to take a pseudo-sample from both the marginal distributions as well as the copula’s. The result of this sampling
is presented in 4.9 as well, and provides visual confirmation of the goodness of the fits.
Both the Spearman correlation coefficient ρS specifying the Gaussian copula as well as the Clayton parameter θ, indicate that there is no correlation between the initial infection rate R0 and the final infection rate
RΩ . This is very much confirmed visually when comparing the different correlation diagrams in figure 4.9.
The different scatter diagrams look to be equivalent, and also equivalent to the independent copula, which just
combines the pseudo-samples of initial infection and final infection without further correlating these. Although
this result might be surprising at first —since the infection rate at time t = Ω is expected to depend on earlier
times t—, it is actually in line with what we have seen in equation (4.7) and what we will observe in section
5: the final infection rate does not depend on p0 . In fact, this could also be understood from equations (4.3)
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and (4.4). These equations highlight the Markov property of the SIS model, viz. the fact that the probability of
being in state “1” (or “0”) at time t only depends only on the realisation at time t − 1 and no further memory on
the evolution of the process is relevant. As a result, the distribution for the final infection rate is expected to be
independent of the distribution of the initial infection rate.
Copula description for the FCT network model Next we perform the same analysis on the FCT data. Again,
the marginal for the initial distribution has p0 = 0.2 and the marginal for the post-contagion number of infected
nodes has µ = 0.516m, σ = 0.030m. The Spearman correlation specifying the Gaussian copula has off-diagonal
component ρS = 0.48 and the Clayton parameter is θ = 0.649. The results from the pseudo-sampling on these
marginals and copula’s are presented in figure 4.10. Contrary to the SIS case, there is clearly some dependence
between initial and final infected rates. This was already observed visually, and is confirmed visually by the
fact that the independent copula (lower right diagram in figure 4.10) does not reproduce the simulation result
(upper left diagram in figure 4.10). Moreover, it follows from the θ parameter and Spearman correlation, which
are still relatively small, but much more pronounced than in the SIS case. Taking into account the definition of
the FCT model (4.13), the correlation as found above between R0 and RΩ is consistent with the fact that the
FCT model can be seen not to be memoryless. This is evident from the fact that an explicit timescale T has
been introduced into the model, which determines exactly what part of the evolution history is relevant to the
probability of being in a particular state.
From visual inspection of figure 4.10 we would like to argue that for the FCT network approach both the
Gaussian copula and the Clayton copula are a proper description of the dependence between initial and final
infection distributions. This realisation provides a useful insight in how to set up an effective model for the
evolution process. As we have seen earlier, the distribution for the final infection rate RΩ is determined by the
microscopic variables of the evolution process, such as (q, δ) and (q̃, T ). The final infection rate can be described
by a normal distribution, where the mean and standard deviation ultimately follow from the microscopic evolution parameters. For the SIS model we claim that this is all that needs to be considered, since the evolution
process does not carry any memory from the initial infection rate. However, the FCT model is not memoryless
and an effective description of the full contagion process would be improved by also considering the initial infection rate (about which we know what distribution it obeys) and by taking into account the Clayton parameter
θ or Spearman correlation ρS . In the next paragraph we will consider first observations on how these parameters
depend on the microscopic variables.
Parameter dependence In figure 4.11 the Clayton parameter θ and Spearman correlation ρS are shown, for
the SIS model and FCT model, for different values of p0 and contagion probability q, q̃. Both the Spearman
and Clayton parameters are negligibly small for all values of p0 and q in the SIS model. Any patterns shown
here are the result of small variations in already insignificantly small values. This is further evidence that the
SIS model has no correlation between initial infection rate R0 and final infection rate RΩ .
For the FCT model, both the Spearman and Clayton parameters show dependence on the microscopic parameters p0 and q̃. The sensitivity on p0 is small, although an upward trend with increasing p0 can be seen.
This implies that networks with a larger initial infection probability, have a tighter dependence between initial
and final infection rate. The sensitivity on q̃ is reverse: the smaller q̃ is, the larger the dependence. One reason
for this behaviour, and especially for relatively large values of q̃, could be the ceiling effect. If q̃ is very large,
the chances are higher that all, or almost all, nodes are infected at the final time. Therefore, correlation between
initial states and final states is automatically smaller. However, the fact that there is still an increasing trend
towards p0 = 0.8 —which has arguably the least room to circumvent the ceiling— is an argument against this
observation. Instead, the reason for the large correlation for the relatively small q̃ is most likely the fact that the
evolution only slightly changes the infection rate, with only a few nodes being infected by their neighbour, and
hence the contagion dying out after only a few time steps.
Overall, even for the FCT model, the Clayton parameters are relatively small, and to a lesser extent also the
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Figure 4.11: Clayton parameter (upper) and Spearman correlation (lower) sensitivity for the SIS model (left) and
FCT model (right), for different values of the initial infection probability p0 ∈ [0.2, 0.8] and increasing contagion probabilities q ∈ {0.025, 0.05, 0.075, 0.1, 0.125} and q̃ ∈ {0.01, 0.02, 0.03, 0.04, 0.05}. Run-parameters are
(y, m, Ω, δ, T ) = (1000, 100, 50, 0.1, 5) and k̄ = 3, k̄ = 4 for the SIS model and FCT model respectively.

Spearman correlation remains small. Since they are relatively stable for different values of the initial probability
p0 and have a modest range for different values of q̃, between 0 and 0.5, the dependence between initial infection
rate and final infection rate appears to be not very sensitive. This suggests that the copula approach could be an
appropriate effective model for the evolution process.
As a caveat, it should be noted that this copula approach is only useful or necessary when the contagion
evolution itself is subject of investigation. For purposes that only involve the final infection rate, the only important question is how to best model the distribution for the final infection rate. Since the particular modelling
of the final infection rate would not be improved when considering the contagion evolution copula, accuracy
of the description in such a situation would fully depend on our ability to describe the marginal distribution for
the final infection rate.
Moreover, as is clear from the SIS model case, using a copula to obtain an effective description of the
contagion evolution might not be the most efficient approach of doing this. It is quite natural to use a copula
to study the correlation (or evolution) between the initial state and final state. However, taking into account
the microscopic description of the contagion evolution, we realise that the initial infection rate depends on
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completely different microscopic variables than the final state. The initial infection rate R0 depends only on p0
and m, whereas the final infection rate depends partially on p0 but seems to primarily depend on the contagion
probability q, q̃ the counteracting force δ or contagion period T and the average number of neighbours k̄. Hence,
expecting that the final infection rate can be easily explained in terms of the initial infection rate —using a
copula approach or any other method—, is not very realistic. Instead, a more fruitful approach would be to try
to describe the parameters for the marginal distribution of the final infection rate, in terms of the microscopic
parameters. This is further studied in section 5.

4.6

Conclusions

In this section we have investigated to what extent network models are useful to describe the interconnected
nature of cyber risk, and how their description compares to possible descriptions using copula’s. In terms of
network models, the interconnected nature materialises itself in the form of contagion processes, on which
we focussed as a result. The network models are a very natural microscopic description of such contagion
processes, and we argue that understanding the dynamics yields a better understanding of the occurrence of
cyber incidents. The copula models have been compared with the network models to see whether they could
define an effective model which would return the same conclusions but does not involve to run the actual
evolution simulations.
For the network models, we conclude that they present interesting insights in the macroscopic emergence of
the microscopic contagion process. The SIS model and FCT model have a similar basis, but result in different
dynamics. This is mostly caused by the fact that the SIS model shows critical behaviour around the contagion
probability qc , whereas the FCT model does not present such a bifurcation. Both models are useful for different purposes. The SIS model is analytically well understood, but its conceptual interpretation, of a recovery
probability δ that magically restores infected nodes that are then not presenting a claim to the insurer, is poor
compared to the FCT model’s interpretation. The set-up of the FCT model can be defended very well using first
principles and general reasoning, but understanding the model in detail analytically has yet not been possible.
In both cases the resulting post-contagion infection rate RΩ follows a normal distribution.
The copula models vary in terms of how successful they are. The network copula model cannot really be
used to understand the contagion process at the level of the expectation value, or to mimic exactly the same
distributions as from the network models. The network model and the network copula model really model a
different aspect of cyber risk. Since we do expect that the network copula model is useful and interesting to
model the value at risk, we will revisit this model in section 7.
The copula model for the contagion process does present a new perspective on the contagion process. For
the FCT model, it is able to reproduce the initial and final distributions of the infection rate R. For the SIS
model using a copula to understand the evolution from initial to final infection rate makes much less sense,
given the Markov property of the underlying microscopic dynamics. This case shows that the framework of
copula’s might not be the best to model the contagion process and that different (actuarially known) techniques
might perform better. Given the crucial role of the Markov property, it would be very useful to further develop the analogy between the network models and a Markov description. Currently, the Markov description is
only visible and understood at the microscopic level, but it would be very worthwhile to investigate its consequences at the macroscopic level and on the contagion process in general, and leverage on Markov terminology.
Any conclusions that we have drawn based on our investigations, should be seen in the light of the limitations of our study and its applicability. The main limitation of the approach is that the contagion process
really only provides information on a single cyber contagion process. The network models are a microscopic
description of precisely a single such process. However, from an insurer’s perspective, there is more to cyber
risk than just one contagion. In particular, the insurer will be faced with many incidents per year, which might
have impacted some or more of the policyholders. The current model in this study does not really add further
understanding beyond just the contagion process of one threat. It does provide information on how a “bare”
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initial infection probability p0 is amplified to a larger probability over the total insurance portfolio. That “bare”
probability might in reality not even be observable, but the advantage the microscopic model offers, is that
expert judgement might become easier when needing to comment on p0 and q (or q̃) separately, rather than on
the effective probability pr that results from the contagion process. The gain the network models have brought
in our understanding, is that we can now relate those quantities.
The conceptual limitation noted above could be addressed in further work by allowing the model to also
include a separate “recovered” status. In that status the policyholder has claimed his damage, but is now made
immune to the particular cyber threat. As noticed in the introduction to the SIS model, this corresponds to the
epidemiological SIR model. The next steps would be to then model multiple (different) threats on the network,
to simulate a year’s worth of cyber exposure. Apart from such a generalisation of the current work, various
other avenues for further research are possible, e.g. by including multiple insurer’s on the model and noninsured agents, by investigating more general network topologies or by a further analytical study of the FCT
model.
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The network models from section 4.2 and 4.3 are a suggested approach to quantify cyber risk. Given a set of
data on cyber event occurrences, one could calibrate these models to the data and use the results to predict the
likelihood of cyber incidents in the future. However, as we have seen, the cyber threat landscape and security
possibilities are constantly evolving. This makes it important to have a robust framework, i.e. a framework in
which changes to the underlying features and phenomena are understood and a framework that behaves well
under such changes. For the network models, we would like to understand how robust they are in the context
of the evolving risk landscape.
How does the changing character of cyber risk influence the robustness of the
quantification?
We will investigate this question by first having a look at the parameter sensitivity of the individual contagion evolution. This will provide a necessary bridge between the observable data and microscopic parameters
that enhances our intuition on the model and on cyber risk quantification in general. We will see that the different parameters each have a different influence on the outcome of the model, which will be further explored and
exploited in a set-up for calibrating the models which aims to maximise robustness. Finally, we will consider
how the parameters determine the actuarial pricing for cyber risk in the network models, by considering the
simulation results of the infection rate distributions for different parameter configurations. For the SIS model
we are also able to include analytical considerations.

5.1

Parameter sensitivity

The SIS and FCT network models depend on a number of parameters that dictate the microscopic dynamics.
These parameters are not directly observable macroscopically. The only observations are the (yearly, monthly,
daily) realisations of the final infection rate R = RΩ = R(t → ∞). We explicitly only consider the final
R, since we assume the time steps t ∈ {1, . . . Ω} to happen on a much faster timescale than that the insurer
would administer its claims. Note that even the initial infection rate p0 is a conceptual construct which is not
observable in itself. For those incidents that conceptually involve contagion, the SIS and FCT models intend to
model the microscopic description of how such a contagion process occurs and determines the final infection
rate. However, the timescales are such that only the final infection rate R(t → ∞) is observable and we cannot
really tell what the value of R0 would have been. Since it is still useful to have a microscopic description, as
it provides input on the behaviour of the phenomenon, we would like to ground the outcome of the network
models to the observable world. In principle, to connect the microscopic description to the observed realisations,
the microscopic parameters need to be calibrated on the final infection rates R. For this, it is necessary to
understand how the different microscopic parameters determine the final infection rate R.
Through simulation we can gain intuition on the dependence of the infection rate R on these parameters,
and —in particular— understand how sensitive the final infection rate is on each of the parameters. Figures 5.1
and 5.2 present the outcome of these simulations. Each diagram shows the sensitivity of the contagion evolution
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Figure 5.1: Sensitivity of the contagion evolution for the SIS model (left) and FCT model (right), for different values
of the initial probability p0 ∈ {0, 0.1, 0.4, 0.7, 1} (upper) and for different values of the contagion probability q, q̃ ∈
{0.025, 0.05, 0.1, 0.2} (lower). Analytical solutions are included as dashed lines, where available. Run-parameters
(when not varied) are (m, k̄, Ω, p0 , q, q̃, δ, T ) = (1000, 10, 100, 0.2, 0.04, 0.02, 0.2, 5).

on one particular parameter, both for the SIS model and the FCT model. In the remainder of this section, we
will discuss the sensitivity on each of the parameters.
Initial infection probability The upper two graphs in figure 5.1 study the sensitivity of the SIS model and
FCT model on the initial probability p0 . Consistent with equation (4.7), the final infection rate in the SIS
model is independent on the initial infection probability. Instead the asymptotic value of the infection rate is
determined by the balancing microscopic forces k̄q and δ. Even in the extreme case p0 = 1, the infection rate
evolution approaches the asymptotic value rapidly. Only the extreme case p0 = 0 shows a different result, as
there is no infection off which the counteracting forces can feed.
For the FCT model the initial probability is a parameter on which the final infection rate depends relatively
sensitively, as it sets the starting value on top of which contagion effects are added. It is this particular behaviour
which makes the FCT model an easier model to interpret compared to the SIS model, as it follows the intuition
of a policyholder that has an initial probability of being infected by the attacker and then the further exposure
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Figure 5.2: Sensitivity of the contagion evolution for the SIS model for different values of the recovery probability δ ∈ {0, 0.2, 0.4, 0.6, 0.8} (upper left), for the FCT model for different values of the contagion period
T ∈ {0, 2, 4, 6, 8, 10} (upper right) and for both the SIS model (lower left) and FCT model (lower right) for different values of the average number of neighbours k̄ ∈ {0.005m, 0.01m, 0.015m, 0.02m, 0.05m}. Analytical solutions are included as dashed lines, where available. Run-parameters (when not varied) are (m, k̄, Ω, p0 , q, q̃, δ, T ) =
(1000, 10, 100, 0.2, 0.04, 0.02, 0.2, 5).

to contagion through the network.
It is interesting to see how quickly each of the curves reaches its final value. For p0 = 0.1 further contagion
goes not as quickly, as compared to e.g. p0 = 0.7, but it does linger on for much longer. This can be understood
intuitively. When relatively a few nodes are infected, healthy nodes have less exposure to infected neighbours.
Hence, contagion occurs slowly. However, once a node is infected, its marginal impact to infect others is large,
since the rest of the system is relatively healthy and this node can spread its infection freely. In an already
quite well infected system, the main risk of contagion occurs in the first T period, when the majority of nodes
is contagious. After this period the remaining healthy nodes have relatively few neighbours that have been
recently infected and are —thus— still contagious. Hence, a higher p0 will result in a swift but then quickly
dying out contagion process. The resulting overall net behaviour with this parameter set is that the impact of
contagion is bigger for smaller values of p0 , i.e. RΩ /R0 and RΩ − R0 is bigger for smaller values of p0 .
Figure 5.1 also contains the analytical solutions for the SIS model (4.10) and for the FCT model (4.16),
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for varying p0 . The analytical solution for the SIS model shows a good fit to the simulations and hence, is
a good prediction for the outcome of the simulation. The analytical solution for the FCT model is not the
solution for the actually simulated model (4.13), but considers the exponentially decaying q(t) with analytical
solution (4.16). Hence, as explained in section 4.3, the parameters q̃0 and τ are to be determined by fitting
to the simulation. We have performed this fitting on the simulation with p0 = 0.4 (i.e. the blue line in the
upper right diagram of figure 5.1). As we had found earlier, the fit to that line is very decent. However, using
the same fitted values for q̃0 and τ for the curves with different p0 does not result into a satisfactory fit to
the respective simulated evolution. This indicates that the analytical solution for the exponentially decaying
contagion probability q(t) is in fact not an alternative to the simulation of the FCT model (4.13). Not only is
it impossible to compare directly the parameters q̃0 and τ with q̃ and T respectively, even the dependence on
the parameter p0 seems to be fundamentally different between the models described by equation (4.13) and
equation (4.16). As a result, it might be possible to describe each simulation by the analytical result (4.16),
but this can only be done retrospectively, i.e. fitted after each simulation has already been done. As such, the
analytical solution is not of immediate use to circumvent the simulation process altogether.

Contagion probability The lower two graphs in figure 5.1 present the dependence of the contagion dynamics
on the contagion probabilities q and q̃ for the SIS and FCT models. The impact is as expected from the analytical
considerations in sections 4.2 and 4.3. The SIS model shows a critical behaviour, depending on whether q is
smaller, bigger or equal to qc = δ/k̄. The FCT model shows no such critical behaviour, and an increase of q̃
simply results in a larger final infection rate.
Both in the SIS model and FCT model, the value of the contagion probability needs to be fine tuned quite
well, meaning that very small values are necessary to have a non-trivial evolution. The cause for this is that the
contagion probability is multiplied by the average degree of the nodes k̄. In the particular simulations of figure
5.1, the number of neighbours is set to k̄ = 10, meaning that the impact of q and q̃ is boosted by a factor of 10.
As a result, already small values such as q, q̃ ∈ {0.1, 0.2} result in the maximal infection rate.
Interestingly, the maximal infection rate is not equal to 1 in the case of the SIS model. Instead, a ceiling
around R = 0.8 is visible. When comparing this with the analytical solution (the dashed lines), we see that the
analytical solution does not recognize this particular ceiling, while for the other curves q ≤ 0.1 the analytical
solution is again a very good description for the simulated data. The reason for this is that in the simulation
we have ensured that the probability of node j to be infected by its neighbours is maximised at 1. Hence, for
bigger q, this maximisation kicks in and the final state of the network is a dynamic equilibrium in which all
nodes are infected but a fraction δ recovers spontaneously at any given instance. Hence, the infection rate is
equal to R = 1 − δ. The analytical solution does not take this into account explicitly, and still follows the critical
value as provided in (4.7). Correcting for this effect requires careful inclusion of a maximal probability in the
differential equation (4.8).
In the graph of the FCT model, we have not included analytical values, as it is clear that a recalibration of
q̃0 (and τ) is needed for each different curve, which defeats the purpose of having an analytical solution in the
first place.
Recovery probability The sensitivity of the SIS model infection evolution on the recovery probability δ is
shown in the upper left diagram in figure 5.2. As expected, the larger δ is, the smaller the final infection rate.
The extreme case δ = 0 corresponds to the model as described in section 4.1.1, in which all nodes are infected
eventually. The final value of R is zero for all δ ≥ k̄q, although the pace in which the limiting value is reached
still increases for increasing δ. In principle, the graph showing the sensitivity on δ is very much equal (but
opposite) to the graph showing the sensitivity on q, due to the fact that the net effect of k̄q − δ determines the
evolution, cf. equation (4.10). In that sense, when one would like to calibrate these microscopic parameters
based on a given dataset, it is reasonable to exploit the redundancy in the description, e.g. by fixing the value of
δ and the number of neighbours k̄ on other grounds and only calibrate the contagion probability q.
46

5.2 Parameter calibration

Contagion period The FCT model does not include the recovery probability δ. Instead the contagion probability is counteracted by the finiteness of the contagion time, T . As expected, when T increases, the infection
rate increases as well, with the infection rate approaching the δ = 0-case when T becomes very large. Similar
to the SIS case, a redundancy seems to exist in the description, as the graph with different curves for different
values of T in the upper right diagram of figure 5.2 shows great resemblance qualitatively to the contagion
probability curves in figure 5.1. However, there is a subtle difference. The graphs for the changing contagion
probability (lower right diagram in 5.1) all have a different slope during the contagion phase, for obvious reasons. Contrary to this, the steepness of the curves for the different contagion periods T ∈ {0, 2, 4, 6, 8, 10}, in
the upper right diagram of figure 5.2, are all equal. The curves for smaller T simply reach their plateau sooner.
Ignoring the ascent to the final infection rate, it follows from both figures that the contagion probability
q̃ and the contagion period T can both be used equally well to calibrate the FCT model to an evolution from
initial to final infection rate.
Number of neighbours The lower diagrams in figure 5.2 show the sensitivity of the SIS model and FCT
model on the average number of neighbours k̄ in the network. Given the discussion above, the diagrams show
little surprises. The sensitivity on k̄ is qualitatively similar to the sensitivity on the contagion probability q, q̃,
which is unsurprising as k̄q and k̄q̃ appear only in their paired form in the macroscopic definition of both the SIS
model (4.6) as well as the FCT model (4.14). Therefore, the same observations as for the contagion probability
hold, including the accuracy of the SIS analytical solution —in particular when the maximisation of k̄q becomes
relevant— and including the observation made for the recovery probability and contagion period that they are
partially redundant in describing the SIS model and FCT model respectively.
Contrary to the FCT contagion probability diagram, we can now again include an analytical solution for the
FCT model. The solution is again based on the solution for an exponentially decaying contagion probability
(4.16), with calibrated q̃0 and τ based on one particular simulation, viz. for k̄ = 0.01m = 10. We reach the same
conclusion as in the discussion of the initial probability: Since we have two parameters available to tune the
curve, each particular curve might be easily fitted on the solution (4.16), but using one fit to describe all curves
for different values of k̄ does not work optimally due to the fact that the exponentially decaying contagion
probability is truly a different system than the FCT model as described in (4.13). Hence, although one would
expect that analytically modelling the sensitivity on the number of neighbourhoods, rather than directly on
the contagion probability, would be a fruitful approach, the retrofitting property spoils the usefulness of the
analytical solution and we really have to resort to the simulation processes to understand the FCT network
dynamics.

5.2

Parameter calibration

As we have seen in the previous paragraph, conceptually the calibration of the microscopic parameter calibration on the final infection rate R suffers from a redundancy in the dependence-structure of R on its parameters.
The reason for this is obvious, since we have a multitude of microscopic parameters (k̄, p0 , q, q̃, δ, T ), each with
its own conceptual interpretation, and only one type of observable R. The calibration process could therefore
be very much hindered by overfitting. This section explores this for both the SIS model and FCT model, with a
focus on the implications for the robustness of the parameter calibration.
SIS model Figure 5.3 presents the dependence of the final infection rate R on the contagion probability q and
recovery probability δ for the SIS model. In the upper left diagram the infection rate is presented as a function
of the contagion probability for the SIS model, for different values of the recovery probability. The critical
behaviour is clearly visible in this diagram, meaning that only for q > qc a non-zero R appears.
What is also visible, is that —if one would really perform the simulation for each continuous value of
δ ∈ [0, 1] and if we ignore the stochastic undeterministic elements of the simulation— the q, R-plane would be
completely partitioned by the different curves for different values of δ. That is, for each value of q and R, there
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Figure 5.3: Dependence of the final infection rate on contagion probability and recovery probability for the SIS
model (left) and on contagion probability and contagion period for the FCT model (right). The dependence is shown
both in the form of a set of curves expressing the dependence of the final infection rate on the contagion period
q, q̃ ∈ [0, 1/k̄] for different values of δ ∈ [0, 1] and T ∈ {1, . . . , 10} respectively, as well as in the form of a heat map
in the q, δ- and q̃, T -plane. For the SIS model, in the upper left diagram, analytical solutions are included as dashed
lines. The colors in the heat map are such that white corresponds to R = 0 and yellow-orange-red corresponds to
increasing values of 0 < R ≤ 1. Run-parameters are (m, k̄, Ω, p0 ) = (1000, 10, 50, 0.2).

is a δ such that the simulation returns the appropriate R. The converse is almost true, namely that for each value
of δ and R there would be a q such that the simulation returns the appropriate R. The reason that the latter is
not exactly true, is that the maximum value of q equals q = 1/k̄ = 0.1. To take an example, when δ = 0.4 one
cannot really calibrate the q-parameter such that values of R > 0.6 are obtainable.
This observation can be used to “fix” δ as a universal value that would always be the same in each instance
of the model. The parameter q can then be calibrated based on observed values of the infection rate, but remains
still a bit uncertain as the changing threat environment could require a change in q. Using this approach, the
difficulty of a stable calibration is visible in the trade-off of choosing a not-too-large and not-too-small value of
δ. Ideally, one would like to calibrate the model using “stable” parameters, in which fine tuning is not a major
issue. This implies that large values of δ are favourable, because —as is clear for the extreme case δ = 0—, the
smaller δ is, the steeper the R(q)-curve. However, larger values of δ imply a limit on the maximum infection
48

5.2 Parameter calibration

rate, which has immediate macroscopic implications, since the model then “predicts” that there is a ceiling in
the worst case infection rate.
The heat map perspective as presented in the lower left diagram adds further insight to these considerations.
A robust quantification of the infection rate uses parameters that stay away from the critical diagonal line as
much as possible. For large values of the recovery probability δ the remaining available range of the value of
contagion probabilities is only relatively small and can only result in moderate values of the infection rate.
Instead, small values of δ might indeed allow for a large range of the value of the contagion probability, but the
infection rate is very sensitive to its precise value and changes colour very quickly. For example, for δ = 0.05
the infection rate changes from white to yellow to red almost instantaneously in the range q ∈ [0, 0.2]. Based
on this figure, the ideal range for δ seems to be δ ∈ [0.2, 0.4], although this then implies that the infection rate
always remains below R < 0.8.
The heat map also illustrates the problem with incident types that have zero, or negligibly small, infection
rates. These are incidents that have not resulted into claims, but of which we do know that they are possible.
In case we believe that the incident involves contagion, the network approach would be applicable, and we are
tasked to understand whether the current little infection rates are caused by either large δ or small q. Moreover,
it is unclear whether the current applicable values of δ and q reside in the safe upper left corner of the heat map
or very close to the phase boundary. In the former case, the quantification would be understood to be relatively
robust, whereas in the latter case any small change in the environment which changes either δ or q only slightly,
could cause a phase transition to the non-zero part of the diagram. Summarising, this consideration simply
translates the known fact that unknown unknowns are impossible to take into account in any model, in terms of
approach and variables.

FCT model The diagrams for the FCT model provide similar considerations, cf. figure 5.3. The upper right
diagram indicates that the problem of a maximum possible infection rate is less pronounced. Taking T = 2
seems to be a proper method to enforce a not too steep (and hence sensitive) R(q̃)-curve and still allowing for
the full range of R-values within the range of allowed contagion probabilities q̃ ∈ [0, 1/k̄]. The complicating
factor within the FCT-model, is that p0 also plays an important role, serving as an absolute lower limit for the
infection rate R. Hence, in case observations of R indicate that the lower limit is quite small, small values of p0
are to be taken, possibly changing our conclusion that values of T & 2 are appropriate. Still, compared to the
SIS model, the FCT model seems to be much more robust.
This is confirmed by the heat map perspective. For small values of T , almost the full range of q̃ is available
with a nicely, smoothly increasing value of the infection rate for increasing contagion probability q̃. This means
that environmental changes that would result into changes of the contagion probability have a controllable
impact on the infection rate. The phase boundary is also much less pronounced compared to the SIS model heat
map. Except for very large values of the contagion period, which indeed almost turn the FCT model into the
SIS model with δ = 0, the moderate values of R (i.e. with colours yellow-orange) occupy a quite broad band in
the q̃, T -plane. In summary, the FCT model appears to be much more robust in the way its parameters quantify
the infection rate R.
One question that could arise is whether we are “allowed” to fix the contagion period to be 2. Indeed, environmental changes could have their impact on the contagion period, as it has its own particular interpretation.
Nonetheless, we claim this can still be covered by an appropriate change in the parameter q̃. With our loose
interpretation of the time steps, in which we have avoided any specific definition with a time unit, the contagion
period T is a characteristic time scale differentiating the contagion process from any macroscopic times. Hence,
it simply functions as a termination of the contagion process, without its precise value being immediately relevant for macroscopically observable purposes. Therefore, setting the value to T = 2 or T = 3, we have a large
enough contagion period to allow for the full range of infection rates to be attainable through varying q̃ within
its reasonable range, whereas T is not too large that fine tuning of q̃ becomes an issue.
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5.3

Actuarial pricing

The parameter dependence, their sensitivities, the critical behaviour of the final infection rate and the redundancy in the microscopic description have all been studied in the context of a single evolution of the network
dynamics. As a result, we had to ignore some of the stochastic variance appearing in the simulations, when
interpreting the results. To correctly cope with this stochasticity and to attain a (pricing) actuarial point of view,
we now investigate the parameter sensitivity of the distribution of infection rates and, more specifically, its
expectation value. The mean of the distribution acts as the actuarial premium π for the risk and is therefore the
most important metric in its quantification,
π = E[R(t → ∞)].

(5.1)

Understanding the sensitivity of the premium on the underlying microscopic parameters is essential to maintain
grip on the model and to be able to analyse the robustness of premium setting in the context of a changing
environment.
Expression (5.1) is the main contribution to the actual premium that might be charged for cyber insurance
products. However, it ignores mark up as a result of e.g. the risk loading from (regulatory) required capital based
on the value at risk. That is, a risk with a low value at risk will typically have a smaller premium than that same
risk (with equal expectation value) which has a very high value at risk. Moreover, the premium only considers
the expectation value of the frequency of the event, and should be multiplied with the expected severity of the
incident to obtain a Euro amount. In our case, all cyber events have an impact of L, but in general the severity
distribution of the cyber risks will need to be analysed to come to a proper assessment of the premium. For
now, we will ignore these additional contributions to the premium, and focus on the actuarial premium of the
frequency distribution only.
Referring back to the discussion in section 4.2.3, note that π also has the interpretation of the effective
probability pr of the Bernoulli random variables Z j , after the contagion process has taken place. Therefore, understanding the actuarial premium automatically provides a quantification of the change from p0 to pr induced
by the network interactions.
In this section, we will analyse the parameter sensitivity of the actuarial premiums for the SIS model and
FCT model, based on simulations. For the SIS model, we will compare these simulations with an attempt to
understand the premium also analytically.

5.3.1

Analytical result for the SIS model

Armed with an analytical solution for the fraction of infected nodes R at asymptotic times for the SIS model,
R(t) =

q − qc
q+

c
( q−q
p0

− q)e−tk̄(q−qc )

,

we first investigate how we can exploit this expression to obtain the actuarial premium analytically. The critical
value resulting from the above expression is R(t → ∞) = 1 − qqc , for q > qc = δk̄ and 0 elsewise. This result
could be believed to be the premium via (5.1),
π = E[R(t → ∞)] = 1 −

qc
δ
, for q > qc = ,
q
k̄

(5.2)

but we would like to take caution in not interchanging the expectation value operator with the operator that
describes the evolution process. That is, writing the effect of the evolution as some function f , we are advised
not to assume that f (E[X]) = E[ f (X)], where X represents the stochastic variables underlying the infection
evolution process. In particular, (5.3.1) is the result of a mean-field analysis, replacing not even the actual
realisations but the probabilities of the realisations with the average outcome on the total network. What is
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more, when building a distribution based on multiple realisations of the network topology, the parameters
in (5.3.1) themselves are realisations of a particular stochastic variable. Therefore, we suggest to replace in
(5.3.1) the parameters k̄ and p0 with their stochastic counterpart K = 2Ξ/m and S 0 /m respectively. Here,
Ξ ∼ Binom(m(m − 1)/2, ξ) and S 0 ∼ Binom(m, p0 ).
Writing m̃ = m(m − 1)/2, this results in the following expression for the premium,
π = lim E[R(t)]
t→∞

= lim

t→∞

m̃ X
m
X
x=0 s=0

!
!
q − mδ/(2x)
m̃ x
m s

 q−mδ/(2x)
ξ (1 − ξ)m̃−x
p0 (1 − p0 )m−s .
−t(2xq/m−δ)
x
s
−q e
q+
s/m

Taking the limit, the outcome depends on whether the realisation x ≤ mδ
2q = xc , which corresponds to the crit−t(2xq/m−δ)
icality equation q ≤ qc . In that situation the exponential e
diverges and the fraction in the summand
returns zero. In the situation that x > xc the exponential returns 0 and the fraction is equal to the usual critical
expression q−qxq c /x = 1 − xxc . Strikingly but unsurprisingly the dependence on s, which reflects the possible
realisations of S 0 , falls out of this equation. Despite the more general stochastic description here, the dependence on the initial infection is washed away in the SIS model and replaced by the balancing forces of q, δ and
in this case, x, which is no longer a mean-field value for the number of neighbours, but the different possible
realisations of the binomially distributed Ξ.
A special situation occurs when x = xc exactly, since then the exponential returns 1 and the fraction in the
integrand does depend on s. Since exact equality is not to be expected for general parameter values m, δ and q
and since this would only contribute with a probability xm̃c ξ xc (1 − ξ)m̃−xc we ignore this possibility.
Therefore, we continue with the terms x > xc , where xc denotes the largest integer smaller than or equal to
xc , and the premium becomes
π=

m̃ 
X
x=xc +1

xc 
m̃!
ξ
1−
x x!(m̃ − x)! 1 − ξ

!x
(1 − ξ)m̃ .

We can rewrite this expression in terms of hypergeometric functions by making use of the rising Pochhammer
symbol (a)l defined via
(a)0 = 1,

(a)l = a(a + 1) . . . (a + l − 1) ∀l ∈ N,

for positive integers a. When a is a negative integer, say a = −b for some positive integer b, the rising Pochhammer symbol results in
(a)0 = 1,

(a)l = a(a + 1) . . . (a + l − 1) = (−1)l b(b − 1) . . . (b − l + 1) ∀l ∈ {1, . . . , b + 1},

and (a)l = 0 for l ≥ 1 − a. Using these definitions, we may rewrite the following expressions in terms of
Pochhammer symbols,
l! = (1)l ,
(a + l)! = (a + 1)l a!,
a!
,
(a − l)! = (−1)l
(−a)l
a(a + 1)l
a+l=
.
(a)l
Armed with these expressions and with a slight abuse of notation in defining xc = xc + 1, we may rewrite the
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premium as
! xc

m̃−x
Xc

!
!l
1
ξ
xc
(1 − ξ)
1−
l + xc (l + xc )!(m̃ − l − xc )! 1 − ξ
l=0
! xc
!
!l
m̃−x
Xc
ξ
ξ
1
xc (xc )l
(1)l
m̃
= m̃!
(1 − ξ)
1−
(
m̃−x
)!
c
l
1−ξ
xc (xc + 1)l (xc + 1)l xc !(−1)
1 − ξ l!
l=0
(−(m̃−xc ))l
!
!
! xc
!
∞
l
X
ξ
(1)l (−(m̃ − xc ))l −ξ
m̃
xc (xc )l
1
=
(1 − ξ)m̃
1−
(5.3)
xc 1 − ξ
xc (xc + 1)l
(xc + 1)l
1 − ξ l!
l=0
!
"
! xc
!
!#
m̃
ξ
−ξ
xc
−ξ
m̃
=
(1 − ξ) 2 F1 1, −(m̃ − xc ); xc + 1;
− 3 F2 1, −(m̃ − xc ), xc ; xc + 1, xc + 1;
,
xc 1 − ξ
1−ξ
xc
1−ξ

ξ
π = m̃!
1−ξ

m̃

P (a1 )l ...(a p )l zl
where p Fq (a1 , . . . , a p ; b1 , . . . , bq ; z) = ∞
l=0 (b1 )l ...(bq )l l! is the generalised hypergeometric function. These are
not expressible in “standard functions”, but are special and well-studied functions [58]. For specific values of
the parameters xc = mδ/(2q), ξ and m̃, we aim to find the value of π and plot the dependence on any of the
parameters.

5.3.2

Comparison between analytic and simulated results

Calculating (5.3) for larger networks quickly becomes problematic on ordinary computers. E.g. when considering a network with m = 1000 nodes, the number of elements in the upper triangle of the network structure
m̃ = m(m − 1)/2 becomes m̃ = 499500. Moreover, since q is typically also small, the variable xc = mδ/(2q)
   ξ  xc
becomes large. Since the first factors in the expression for the premium (5.3) are xm̃c 1−ξ
(1 − ξ)m̃ , substituting large values of xc and m̃ leads to problems. When evaluating this on a computer, we run into the limitations
of the machine precision of the computer and the value is calculated as ∞ × 0 × 0, resulting in a non-available
answer. Therefore, when analysing the correctness (and usability) of (5.3), we are primarily constrained to less
extreme values of the parameters.
Figure 5.4 presents the sensitivity of the premium on the initial infection probability and contagion probability for the SIS model, for two sets of run-parameters. Comparing the left diagram and right diagram in
the figure, we notice that the analytical solution follows exactly the same pattern, albeit with rescaled values
for the contagion probability q. Given the formula (5.2) for the simple analytical solution, this is completely
understood, since qc = δ/k̄ has changed by a factor of k̄right /k̄left = 10/2 = 5. We furthermore learn from this
figure that
1. the two analytical solutions (5.2) and (5.3) seem to be completely equivalent in those situations that
calculation of each is feasible;
2. both of the analytical solutions are not perfectly successful in describing the simulated premiums.
The first observation is a welcome conclusion, given the difficulty to evaluate (5.3) for decent sized networks. The conclusion is based on the left diagram, with (m, k̄) = (100, 2). In that situation, the analytical
solution (5.3) can be evaluated and it completely coincides with the simpler solution. This tells us that the
stochastic behaviour that was ignored when using the simpler solution, has little impact on the premium that
was determined in an analytically more advanced manner. Ultimately, the stochastic behaviour that was considered in the derivation of the more advanced analytical solution, was that of the degree of the nodes. However,
since the network is already of relatively large size in absolute terms, the variability in the average degree of
the nodes is reasonably small and no big advancement is expected from the more precise evaluation, cf. the left
diagram in figure 4.2. This means that the coarse mean-field analysis (5.2) will perform as good as the actual
calculated expectation value in (5.3). Although we do not have explicit confirmation for m = 1000 in the right
diagram of figure 5.4, we expect that also in this case both analytical solutions coincide. If this expectation
is incorrect and both solutions do deviate, the simple analytical expression is expected to perform worse than
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Figure 5.4: Dependence of the premium in the SIS model on the initial infection probability p0 ∈ {0.25, 0.5, 0.75}
and contagion probability q ∈ [0, 1/k̄] in simulated runs. The analytical solutions (5.3) and (5.2) are included as well
(when available) as dashed green and orange lines respectively. Run-parameters for the left plot are (y, m, k̄, Ω, δ) =
(100, 100, 2, 50, 0.2) and for the right plot (y, m, k̄, Ω, δ) = (100, 1000, 10, 50, 0.2).

the more advanced solution, but given that it is visually already very close to the simulated premiums, little
improvement is expected from evaluating (5.3).
Turning our attention to the second observation, we see that it is particularly relevant for the left diagram in
figure 5.4, with m = 100. In the right diagram, with m = 1000, the analytical solution succeeds much more in
correctly describing the premium dependence on the contagion probability, but still not exactly. The underlying
reason for this is the applicability of the mean-field approximation, or in other words our capability to correctly
take into account all stochastic and local behaviour. In particular, even in our more advanced analysis leading to
(5.3), we have failed to include the stochasticity arising from the transition probabilities p(1|0) and p(0|1). As
can be seen in evolution graphs such as figure 4.3 the simulated result is not completely stable nor converging
to a single point. The infection rate R continues to jitter around, below or above the analytic result (4.10). This
jittering causes the final infection rate to have a variance, which is not captured at all in our analysis. Hence,
whereas we have succeeded in capturing the less (or even not) relevant stochasticity in the average degree of
the nodes, we have ignored the random walk caused by q and δ in the analysis in section 5.3.1.
To further illustrate the importance of the random walk, notice that the initial infection probability p0 does
not appear in our analysis. Looking at figure 5.4 or e.g. figure 5.1 (upper left diagram) this seems legitimate,
since the SIS model is by now notoriously independent of the initial infection probability. However, taking a
closer look at the area around the critical contagion probability qc for the m = 1000 run in figure 5.5, we notice
that the initial infection probability does have a marginal impact on the expectation value of the distribution of
simulations. Indeed, for most simulations the final infection rate is independent of the initial probability and
only depends on the counteracting forces q and δ. However, when the initial probability is small, the random
walk that R(t) is taking (stochastically governed by q and δ) might lead to R = 0 for q > qc for some of the
simulations. And this is much more likely to occur when the initial infection probability is small, than when it is
large. Conversely, when the initial probability is large, some of the simulations of R(t) might end up at R(t) > 0
for q < qc , which is less likely to occur when the initial infection probability is small as this would require a
much too extreme random walk. This causes the smooth behaviour of the simulations around the critical point
and might also be an explanation why the analytical solution is larger than the simulations even for very large
q.
Besides ignoring the random walk caused by q and δ, a second limitation in our analytical solution is that
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Figure 5.5: Closer view in the range around qc = δ/k̄ = 0.02 for the right diagram in figure 5.4. Run-parameters are
(y, m, k̄, Ω, δ) = (100, 1000, 10, 50, 0.2).

we still capture the number of neighbours per node as a (stochastic) average over the full network, rather than
depending on the local properties of the network. Whereas this might be a correct (mean-field) approximation
for larger networks, the diagrams in figure 5.4 suggest that a network with m = 100 nodes violates the prerequisites of using a mean-field approximation. At m = 1000 the conditions are met and the analytical solution is
at an acceptable accuracy compared to the simulated values.

5.3.3

Parameter sensitivity

Given the considerations in section 5.2 on the redundancy of the microscopic parameters to model R(t) and
hence π, we focus our attention on the sensitivity of the premium π on the initial infection probability p0 and
contagion probability q, q̃. The right diagram in figure 5.4 presents this sensitivity for the SIS model. Figure 5.6
presents the sensitivity for the FCT model. These figures bear resemblance to the upper diagrams in figure 5.3,
illustrating that taking the expectation value of the distribution of simulation results actually only smoothens
the curves based on individual simulations that we already considered. In particular, any analytical result or
intuition we already gained, is still qualitatively applicable.
The most important exception to this is the dependence of the SIS model premium on the initial infection
probability. Whereas we thought to be able to conclude that the initial infection probability has no impact at
all on the premium, we noticed in our discussion in the previous section that although the final infection rate
typically does not depend on the initial infection probability, the latter does act as a determinant of how often
a particular (rare) simulation of R(t) violates the analytical critical behaviour, thereby correcting the premium.
However, besides these second order effects, the conclusions obtained for the single evolution simulations, are
expected to still hold.
Comparing figure 5.4 and 5.6 for the SIS model and FCT model, we notice that the critical behaviour
embedded in the SIS model causes the sensitivity of the premium on the contagion probability to be much
larger, especially around the critical value of q. This is to be expected given the dynamic bifurcation that
happens at that value of q. In the SIS model, the sensitivity on the contagion probability is very large for
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Figure 5.6: Dependence of the premium in the FCT model on the initial infection probability p0 ∈ {0.25, 0.5, 0.75}
and contagion probability q ∈ [0, 1/k̄]. Run-parameters are (y, m, k̄, Ω, T ) = (100, 1000, 10, 50, 2).

q < 0.04 in this particular example. This means that, in case an insurer had calibrated the contagion probability
at q = 0.03 for example, the result is very much fine tuned to keep the premium stable. Any environmentally
induced or time progressed change to the contagion probability calibration will automatically result in a much
different required premium.
For the FCT model the situation is a bit better, especially at higher values of the initial probability. E.g. for
p0 = 0.75 the sensitivity curve for the premium sensitivity on the contagion probability is very much horizontal,
meaning that the value of q̃ does not need to be that much fine tuned to obtain a robust quantification. However,
an initial infection probability of p0 = 0.75 is already much too high (beyond the point of insurability). In fact,
the probability of p0 = 0.2 or p0 = 0.25 can already be considered to be quite high. This means that realistic
premiums are still very sensitive to the contagion probability q̃, also in the FCT model. Still, the situation for
the FCT model looks more promising than for the SIS model. In the SIS model, a modest premium π < 0.1
requires careful fine tuning of the contagion probability, since we are then fully operating in the zone q < qc ,
where the aforementioned simulation smoothening occurs, cf. figure 5.5. In that region of the parameter space,
robustness of the quantification is virtually impossible. For the FCT model, we can use the initial probability to
be at a curve p0 = 0.05 for example and ride along that sensitivity curve in the q̃, π-plane. Of course, this curve
would be much steeper than any of the curves in figure 5.6, but at least the FCT model does not suffer from the
critical behaviour effects that are so disruptive in the SIS model.

5.4

Conclusions

The main focus of this section has been to understand how robust the network models are when taking into account that the underlying threat landscape is evolving constantly. For this, we have first analysed the parameter
sensitivity of both models. The dependence of the outcome on the various parameters shows little surprises and
the diagrams in figures 5.1 and 5.2 are qualitatively completely understandable and explainable based on the
model definitions (4.3) and (4.13).
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Considering that the model output consists of only one observable parameter, the infection rate R, the
microscopic description with its many parameters introduces a redundancy in the description. This redundancy
is investigated using the q, δ- and q̃, T -phase diagram for the SIS model and FCT model respectively. The phase
diagram clearly shows the boundaries for phase transitions and shows which combinations of q and δ, or q̃ and
T , are most successful in performing robustly under a change of conditions.
Regardless of the precise choice of parameters, fine tuning of the parameters is expected to be a problem:
the data to calibrate the model is likely going to be not of sufficient quality to truly fix the parameters to a very
high precision. However, as the phase diagrams clearly show, without precision the parameters are capable of
producing a wide range of possible model outcomes.
This observation continues to hold when considering the actuarial premium. The actuarial premium is obtained from multiple single contagion evolutions. Having studied the expression for the actuarial premium
analytically in more detail, we notice that the analytical solution of a single contagion evolution is a very good
proxy for the mean of the distribution. Hence, it is unsurprising that the results for the single evolution are
transferable to the actuarial premium. A subtle difference, however, is the fact that the SIS model premium is
almost independent of the initial infection rate p0 , but not completely. This effect is only small. More importantly, we have investigated the dependence on the contagion probability. Consistent throughout our analysis
the FCT model is (slightly) more robust than the SIS model. This is apparent from the gradient of the curves
and the broad colour range in the heat map (especially around T = 2) in figure 5.3 and in the slopes in figure
5.6 compared to figure 5.4.
Finally, with the analytical study of the SIS premium we aimed to increase our understanding of the contagion evolution process and the resulting distribution of final infection rates R. Although we succeeded in
obtaining a closed expression, in terms of generalised hypergeometric functions, the exercise is not too successful, because of two reasons. The first reason is that the expression remains difficult to be evaluated for
larger sized networks but violates the mean-field assumptions for smaller sized networks. The second reason is
that the more extended analysis fails to improve on the simple analytic result but also fails to cover —what is
expected to be— the more important stochasticity coming from the random walk in the dynamic equilibrium
phase of the contagion. Further investigation to resolve these issues, also for the FCT model, would be interesting, although it is to be expected that the conclusions from the simulation results presented in this thesis will
not be altered fundamentally as a result of such an analysis.
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Premium differentiation

Organisations vary in terms of their size and complexity. As a result, the risk of a digital incident also varies from
organisation to organisation. To support fair and economically viable pricing, differentiation of the premium
based on the risk profile is preferred or even seen to be essential [28]. However, in the context of cyber insurance,
heterogeneous pricing is not yet standard practice or very sophisticated, since it is hindered by the difficulty in
quantifying and measuring the risk profile of (prospective) policyholders. Although we will not be able to solve
this with a different model for the risk frequency, we will study how the network models facilitate premium
differentiation for two specific risk characteristics, viz. the size of an organisation and the security level of an
organisation. The primary aim of this investigation is to see what additional understanding we could gain from
adopting a network model, and to see whether premium differentiation is feasible at all.
Is premium differentiation based on risk profile feasible?
The two risk characteristics that are the subject of our investigation are —at a high level— the most important risk characteristics for cyber related incidents. Prior to any security considerations, the “size” of an
organisation is expected to be a good indicator for the risk exposure of a company. An organisation that is large
is expected to have more digital systems it relies on, is more visible to malevolent actors, and has typically a
much larger complexity. As a result, cyber incidents are expected to occur more often for such organisations,
to be more difficult to monitor and control and to have a higher (potential) impact.
Then, for cyber incidents, security is a second important risk characteristic. The threat occurrence and threat
impact are directly affected by the amount of prevention and security an organisation has in place. Understanding exactly how certain security measures affect the risk level, is an active field of research [20, 28]. In this
thesis, we will only be able to brush the subject, and we will only translate the problem into our network approach terminology to understand the known results from the literature [2, 3, 28–33] within our own framework.
A more detailed analysis will be left for further investigation.
In this section, we will first consider premium differentiation for the size of the organisation and then turn
our attention to security. For security not only the premium differentiation will be investigated, but also the
effect of security on the overall network, both analytically (for the SIS model) as well as through simulation.

6.1

Size of the organisation

Model description Although the size of an organisation should be a good indicator for the risk exposure of
that organisation, it is not evident how to quantify this. One could think of various attributes that are a measure of
the size of an organisation, such as the net revenue, number of employees or the number of computers/licences.
In a network approach, any additional attribute can be attached to the network, by defining an additional mdimensional vector that holds information on the attribute. To incorporate the information into the model,
typically certain parameters (e.g. p0 , q or δ) will depend on that information. Indeed, this approach will be
taken when studying the impact of security on cyber risk contagion and quantification. However, for the size
of the organisation we choose to use a variable that is intrinsic to the network approach, namely the number of
57

6. Premium differentiation

neighbours of a node. We argue that this is a choice that is consistent with the real world, where the complexity
and size of the organisation is proportional to the amount of exposure to its environment, in terms of suppliers,
customers or visibility in the world. Modelling the size of an organisation through the degree of the node
is a conceptually viable and obvious method to understand how the premium responds to a change in that
particular aspect of the risk profile. Moreover, since we have explicitly modelled the network structure, it is a
very indigenous approach to our framework. Hence, a network model is really expected to be tailor-made for
this study.
As discussed in section 4.1.2 and figure 4.2, in our network topology, the degree of the nodes follows a
Binom(m, ξ) distribution around the average degree k̄ = ξm, where ξ is the connection probability for two
nodes. Therefore, although we have focussed until now on the average degree k̄, nodes have a varying degree of
exposure to the network surrounding them. Since the contagion probability in both the SIS model (4.3) and FCT
model (4.13) is directly proportional to the number of neighbours a node has, it is expected that the infection
rate increases for nodes with a higher degree.
Simulation We can verify our intuition and study the precise relationship through simulation. In earlier simulations, we were only interested in the total infection rate, but for the purpose of our current investigation, we
will partition the infection rate based on the degree k of the individual nodes, cf. figure 4.2. That is, in each
network of the y = 1000 simulations, we simulate the contagion process and register for all nodes whether
they are infected at the last time step Ω = 50 and what their degree k is. In this way, we obtain the infection
rate distribution over the y simulations, for each different degree. In the upper two diagrams of figure 6.1, the
resulting distributions are presented for both the SIS model as well as the FCT model. To maintain readability
of the diagrams, only the distributions for k ∈ {4, 10, 16} are shown, as well as the distribution for all nodes.
The first observation from these diagrams is that the variance becomes larger, both in comparison with the
“total” distribution, as well as the k = 4 and k = 16 distributions compared to the k = 10 = k̄ distribution. The
reason for this, is the amount of observations. Obviously, the total distribution is a distribution of the sum over
all m observations of the Bernoulli random variables Z j . Including all m nodes, the resulting distribution has
a smaller variance than the distributions that only consider the nodes with a particular degree. Similarly, as is
clear from figure 4.2, the number of available observations is biggest surrounding k̄.
The second observation is that indeed the distributions for small k < k̄ lie to the left of the “total” distribution. Similarly, for large k > k̄, the distributions are to the right of the “total” distribution. We further explore
this dependence in the lower two diagrams of figure 6.1, in which the expectation value is given for each of the
different distributions in the range k ∈ {1, . . . , 30 = 3k̄}. As fully expected, the expectation value increases with
increasing number of neighbours k. At a certain point, around k = 20 in our case, the expectation value shows
a sudden drop to zero, which is also to be expected since there are simply no observations for these values of
the degree, as they are too extreme compared to the average degree of k̄ = 10, cf. figure 4.2.
Comparison between SIS and FCT model Remembering that the expectation value has the interpretation
of the actuarial premium (5.1), the lower diagrams show how the actuarial premium should depend on the size
of an organisation. For reference, the undifferentiated premium for the full network is shown as a horizontal
dashed line. The differentiated premium curve intersects this horizontal line around k̄ = 10. Comparing the
SIS model and FCT model premiums, the FCT model seems to have a much more linear relationship between
the premium and the size of the organisation. This linear relation fails at very small values of k, but we do not
attach a lot of weight to these very small values for our conclusions, since the low degree distributions have
such small set of observations and such a large variance.
The underlying cause for the different patterns that the SIS and FCT model show is expected to be the nodeindependent recovery probability δ in the SIS model. In the FCT model contagion is proportional to the number
of neighbours of a node, and there is no recovery possible. However, in the SIS model the recovery probability
acts equal for all nodes, regardless of the degree of the node. This effect causes a correction to the relation
between infection and the degree of a node, which is visible in the form of the concave premium curve in the
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Figure 6.1: Differentiating the infection rate distribution per degree of a node (upper) and the corresponding actuarial premium (lower) for both the SIS model (left) and FCT model (right). The distribution diagrams show
the distributions for nodes with degree 4, 10 and 16, as well as the distribution when considering all nodes. The
premium diagrams include as a red dashed line the actuarial premium based on all nodes. Run-parameters are
(y, m, k̄, Ω, p0 , q, q̃, δ, T ) = (1000, 1000, 10, 50, 0.2, 0.04, 0.04, 0.2, 2).

lower left diagram of figure 6.1. What the figure suggests is that the effect of δ becomes relatively stronger for
larger degree, or alternatively that the amplification of the contagion probability by the number of neighbours
becomes less effective (compared to the stable δ) when the degree of the node increases. This effect is expected
to become even clearer when the premium curve approaches the asymptotic value 1 − δ = 0.8, which, for the
SIS model, serves as a ceiling to the premium.
The lower diagrams in figure 6.1 provide a very useful conclusion from the network models for premium
differentiation based on the size of the organisation. Albeit to a more or less degree, both the SIS model and
FCT model curves are concave. Therefore, if we draw a linear line tangent to curve in the intersection with the
non-differentiated premium, that linear line will always be larger than the actual curve. This means that a linear
correction based on a company’s size to the non-differentiated premium will lead to conservative premium
setting.
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6.2

Security of the company

The impact of security on insurance is not the main topic of this thesis. However, to illustrate the power of the
network modelling approach, also in the context of premium setting and premium differentiation, it is important
to explore in the current framework the relation between security and infection. The set-up will be modest, and
we will only study a binary level of security: each agent is either “secured” or not, indicated by a value s = 1
or s = 0 respectively. When an agent is “secured”, it means that he has properly invested in security, which will
(partially) protect him from infection. In principle, each of the parameters in the SIS and FCT model may be
considered to be impacted by a node’s security level, viz. p0 , q, q̃, δ and T . The resulting macroscopic impact
will surely have different characteristics, depending on which parameter(s) is (are) chosen to depend on the
security level. Moreover, the dependence will become more involved, when multiple security levels, or even a
continuous range is allowed. However, for our purposes, we will only focus on a binary set of security levels
s ∈ {0, 1}, which impacts only the contagion probabilities q, q̃.
Consider a network of m nodes, of which a fraction σ consists of agents that have properly invested in
security. The ratio of infected unsecured nodes (over the total network size m) is denoted by V 0 . Similarly,
the ratio of infected secured nodes (over the total network size m) is denoted by W 0 . These definitions can be
interpreted as the contribution to the total infection rate, from both sub-systems, i.e. R = V 0 + W 0 . Alternatively,
we can focus on the sub-systems consisting of the unsecured and secured nodes respectively. Then, it makes
sense to consider the infection rate of the sub-system of unsecured nodes, V = V 0 /(1 − σ) and similarly
W = W 0 /σ. We again run simulations in order to understand how the distributions for R, V and W depend on
the secured ratio σ and the various other microscopic parameters, and in order to understand how the premium
behaves. An interesting aspect in this approach will be to see how the coupled sub-networks of (un)secured
nodes behaves in comparison with similar uncoupled isolated systems.

6.2.1

Analytical results for the SIS model

SIS model with secured and unsecured nodes As before, for the SIS model (4.3), we can analyse the
network dynamics through mean-field expressions, in this case for a partitioned binary system. We let the
contagion probability depend on the level of security of the node, being given by q for unsecured nodes and
r < q for secured nodes. r may be zero but this does not necessarily have to be the case.
For the purpose of simplicity, we have chosen to let only one parameter, viz. the contagion probability,
depend on the security level. Since we are now focussing on the SIS model, the initial infection probability
p0 is of minor importance. Moreover, although taking the recovery probability p(0|1) = δ to depend on the
security level will surely present interesting dynamics as well, we choose to focus on the conceptually easier to
understand contagion probabilities.
Having a binary system V(t), W(t), rather than having just one equation for R(t), we obtain a coupled
set of equations for the number of unsecured nodes V 0 (t) and secured nodes W 0 (t) (over the total network
size m). Taking again a mean-field approximation in which the number of neighbours k j for each node is
approximately equal to the average degree k̄, and in which the probability p(t) of being in an infected state at
time t is approximated by the total fraction of infected nodes p(t) ≈ R(t) = V 0 (t)+W 0 (t), equation (4.5) becomes
the following set of coupled (differential) equations,
V 0 (t + 1) − V 0 (t) = qk̄(V 0 + W 0 )(1 − σ − V 0 ) − δV 0 ,
W 0 (t + 1) − W 0 (t) = rk̄(V 0 + W 0 )(σ − W 0 ) − δW 0 .

(6.1a)
(6.1b)

The factors 1 − σ − V and σ − W arise because at each moment the fraction of uninfected (un)secured nodes is
m − # secured nodes − # infected unsecured nodes
1 − σ − V0 =
,
m
# secured nodes − # infected secured nodes
σ − W0 =
,
m
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respectively.
Mixture of systems The fact that both equations contain a factor V 0 + W 0 in the probability of being infected
by a neighbouring node, is a fundamental complexity of the system: through this factor both sub-networks are
coupled to each other. As we will see, the coupling of systems turns the equations into a dynamical problem
that is hard to solve. Therefore, we would like to compare (6.1) with two alternative systems and their solutions.
The first alternative arises through linear interpolation between the two extreme solutions. That is, we notice
that the system seems to be a mixture of an unsecured network and secured network. Considered as separate
networks, both of these networks are understood quite well analytically, via (4.10),
Vsimple (t) =

1 − qc /q
 1−q /q

,
c
1 + p0 − 1 e−tk̄(q−qc )

Wsimple (t) =

1 − qc /r
 1−q /r

,
1 + p0c − 1 e−tk̄(r−qc )

where qc = δ/k̄. The solution for the combined system could then be conjectured to be approximated by the
mixture
Rsimple (t) = (1 − σ)Vsimple (t) + σWsimple (t).

(6.2)

The corresponding asymptotic, final value of the infection rate is given by
δ
,
k̄q
δ
=1− ,
k̄r

Vc,simple = 1 −

(6.3a)

Wc,simple

(6.3b)

Rc,simple = 1 − (1 − σ)

δ
δ
−σ .
k̄q
k̄r

(6.3c)

Of course, this mixture does not do complete justice to the fully coupled system (6.1), because the weighting
of the two sub-systems remains fixed throughout the dynamics. It is indeed correct that the total infection rate
is always given by R = (1 − σ)V + σW, but the relative weights in the evolution of Vsimple and Wsimple should
really take into account the coupling between the two systems. For example, being in a secured sub-network is
nice in an isolated setting, but when it interacts with a bigger network which contains (a lot of) unsecured notes
with a much higher infection rate, this will immediately impact the probability to get infected in the secured
network. In such a situation, it is expected that the secured nodes will evolve to a higher ratio of infected nodes
W than when studied in an isolated setting, and hence, the relative contribution in (6.2) is understated by the
mixing with 1 − σ and σ. Despite this caveat, it remains tempting to think of the coupled secured-unsecured
network as a mixture between secured and unsecured networks. In section 6.2.2 we will investigate to what
extent such a viewpoint is viable in truly capturing the interdependency of security.
Uncoupled systems The second alternative is the fully uncoupled system, in which no interaction is possible
between the nodes of the respective sub-systems. Hence, equation (6.1) changes to
V 0 (t + 1) − V 0 (t) = qk̄V 0 (1 − σ − V 0 ) − δV 0 ,
W 0 (t + 1) − W 0 (t) = rk̄W 0 (σ − W 0 ) − δW 0 .
Expressing this in terms of the sub-system infection rates V = V 0 /(1 − σ), W = W 0 /σ, we obtain
V(t + 1) − V(t) = qk̄(1 − σ)V(1 − V) − δV,
W(t + 1) − W(t) = rk̄Wσ(1 − W) − δW,
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which we immediately recognize as a decoupled set of SIS-equations (4.6), with rescaled number of neighbours
k̄V = (1 − σ)k̄ and k̄W = σk̄ respectively. Hence, the corresponding asymptotic, final value for the infection
rates are given by
δ
,
(1 − σ)k̄q
δ
,
=1−
σk̄r
δ
δ
=1−
− .
k̄q k̄r

Vc,uncoup = 1 −

(6.4a)

Wc,uncoup

(6.4b)

Rc,uncoup

(6.4c)

This equation looks very similar to (6.3) and only differs in its treatment of the rescalings 1 − σ and σ. However, this difference embodies the impact of having some versus no coupling between systems. In the uncoupled
system the effective contagion probability qk̄V V is a factor 1 − σ smaller than in the mixed system. This is because, by uncoupling both systems, the unsecured sub-system truly has less neighbours that could infect the
unsecured nodes (and similarly for the secured system). The network has really become smaller. At least in
the mixed system (6.3), both sub-networks interact with a full network. That network is not the real mixed
secured/unsecured system, without real dynamic dependence between both sub-systems and leading to overstated/understated contagion, but at least it is a full network. In the uncoupled model, not only is the mixing
strength non-dynamic (because that strength is constant equal to zero), but even the volume of contagion is less
than what the coupled sub-systems are experiencing.
As a result, we favour the mixture of unsecured and secured networks over the sum of uncoupled networks,
i.e. we favour the first alternative from the previous paragraph over the second alternative in this paragraph. Of
course, both alternatives can only be approximations to the true coupled network.
Analytical solution to the fully coupled SIS model Having noticed the importance of (dynamic) mixture
between sub-systems, we turn our attention to (6.1). Unfortunately, this coupled differential equation is not
easily solved analytically. Instead we will focus on the critical values only, which are given by the solution to
0 = q(V 0 + W 0 )(1 − σ − V 0 ) − qc V 0 ,

(6.5a)

0 = r(V + W )(σ − W ) − qc W ,

(6.5b)

0

0

0

0

where qc = δ/k̄. Using (6.5a) to solve W 0 in terms of V 0 , yields
W =V
0

0

!
qc
−1 ,
q(1 − σ − V 0 )

which can then be substituted into (6.5b) to obtain, after multiplication with q2 (1 − σ − V 0 )2 ,




0 = rqc V 0 (σ + V 0 )q(1 − σ − V 0 ) − qc V 0 − qc V 0 q(1 − σ − V 0 ) qc − q(1 − σ − V 0 ) .
This automatically leads to the solution V 0 = W 0 = 0, but has in addition two solutions as given by the quadratic
equation




0 = q(q − r)V 02 + −qr − 2q(q − r)(1 − σ) + qc (q − r) V 0 + q(1 − σ) q − qc − σ(q − r) .
Solving this quadratic equation for V 0 , yields
"
#
q
qc
1
2
V =1−σ−
+
qr ± (qr + qc (q − r)) − 4σqc qr(q − r) .
2q 2q(q − r)
0
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We focus on the solution that uses the “−”. This then gives the critical value for V 0 , W 0 and the total infection
rate R,
#
"
q
qc
1
0
2
Vc = 1 − σ −
+
(6.6a)
qr − (qr + qc (q − r)) − 4σqc qr(q − r) ,
2q 2q(q − r)
!
qc
0
0
−1 ,
(6.6b)
Wc = Vc
q(1 − σ − Vc0 )
qc Vc0
.
(6.6c)
Rc = Vc0 + Wc0 =
q(1 − σ − Vc0 )
The reason we focus on the root with a “−” can be understood when focussing on the situation r = 0, in which
case we obtain
#
" q
qc
1
0
2
V =1−σ−
+
± (qc q) ,
2q 2q2
which has V 0 = 1−σ− qqc as negative solution and V 0 = 1−σ as positive solution. The former is what one would
expect for a network in which a fraction σ is secured, with a zero contagion probability r = 0. Therefore, the
secured sub-network will effectively decouple from the unsecured sub-network, cf. equation (6.4). The latter
solution indicates a full infection of the unsecured sub-network.

6.2.2

Comparison between coupled and uncoupled networks

Contagion evolution Going beyond just the final value, we study the full contagion evolution through simulation. Figure 6.2 presents the simulation results for the coupled network of secured and unsecured nodes,
where half of the network has invested in security and the other half has not, σ = 0.5. The results are presented
both for the SIS model as well as FCT model, and considers the contribution evolution V 0 , W 0 as well as the
rescaled sub-system infection rates V, W. The former view shows how the total infection rate R(t) evolves as the
sum of the contributing secured nodes and unsecured nodes. Comparing with figures 4.3 and 4.6, the evolutions
look qualitatively similar for all evolution curves shown (unsecured, secured, total), with the system of secured
nodes having a lower infection rate than the system of unsecured nodes, since r < q (and r̃ < q̃ for the FCT
model).
The lower diagrams in figure 6.2 consider the sub-system infection rates proportional to the size of the
sub-systems, m(1 − σ) and mσ respectively for the unsecured and secured nodes. This perspective provides a
much more useful basis for comparison with a naively, non-dynamically coupled mixed system (6.3). We focus
for this comparison on the SIS model, for which we have derived the required expressions (6.6) and (6.3). In
the lower left diagram in figure 6.2, dashed and dotted lines —in various colours for the “total”, unsecured
and secured infection rate evolutions— illustrate the critical solutions for the full analytical solution (6.6) and
simple analytical solution (6.3). From this diagram we conclude that the full analytical solution (6.6) provides
a good fit of the final infection rates and that the simple solution understates the infection rate in the unsecured
sub-system, whereas it overestimates the infection rate in the secured sub-system. The reason for this is clear: in
the coupled system, the unsecured nodes are in interaction with the much less densely infected secured nodes,
which causes the analytical solution (6.6a) to be smaller than the simple solution (6.3a).
This holds for all values of σ, since the function
"q
#
1 qc
1
0
f (σ) = (1 − σ)Vc,simple − Vc = (σ − ) +
(qr + qc (q − r))2 − 4σqc qr(q − r) − qr ,
2 q 2q(q − r)
has values f (0) = f (1) = 0 and has a single maximum at
σ=

1 qc (q − r)
+
> 0,
2
4qr

which means that f (σ) ≥ 0 for all σ ∈ [0, 1]. A similar reasoning holds for the secured system.
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Figure 6.2: Evolution of the SIS model (left) and FCT model (right), for a network with different security
levels. The upper diagrams show the contributions of the unsecured nodes V 0 (t) and secured nodes W 0 (t) to
the infection rate R(t), and R(t) itself. The lower diagrams show the evolution of the unsecured infection rate
V(t) and secured infection rate W(t) and R(t). The analytical solution (6.6) (dashed) and simple analytical solution (6.3) (dotted) for the SIS model are included as well. Run-parameters are (m, k̄, σ, Ω, p0 , q, r, q̃, r̃, δ, T ) =
(1000, 10, 0.5, 100, 0.2, 0.08, 0.03, 0.08, 0.01, 0.2, 2).

The net result of overestimating the secured infection rate and underestimating the unsecured infection rate
is that the simple analytical solution seems to be a quite appropriate approximation of the total final infection
rate. Judging from the figure, both the simple as well as the full analytical solution predict a value within the
fluctuating “stable” part of the evolution in which the network is in dynamic equilibrium, although the simple
solution slightly underestimates the infection rate for this particular set of variables.
Parameter dependence To investigate the accuracy of the simple analytical solution for more general parameters, we present in figure 6.3 the dependence of the unsecured and secured infection rates V and W (left
diagrams) and of the total infection rate R (right diagrams) on the secured ratio σ ∈ {0.2, 0.8} and for various
unsecured contagion probabilities q ∈ [r, 0.5], for two values of r ∈ {0.01, 0.03}. The figures compares the
simple analytical solution (6.3) with the full analytical solution (6.6), which we have seen is a decent fit to the
simulations. The overall shape of the graphs resembles figure 5.3. Multiple, more and less expected features are
64

6.2 Security of the company

Figure 6.3: Dependence of the final infection rates on the unsecured contagion probability q ∈ [r, 0.5] and secured
ratio σ ∈ {0.2, 0.8} for the unsecured nodes and secured nodes (left) and the total system (right) in the SIS model,
for “low” secured contagion probability r = 0.01 < qc (upper diagrams) and “high” secured contagion probability
r = 0.03 > qc (lower diagrams). All lines are obtained from the analytical solutions. The solid lines are the analytical
solution (6.6) and the dotted lines are the simple analytical solution (6.3). Remaining evaluation-parameters are
(k̄, δ) = (10, 0.2).

worth noting:
1. The simple analytical solutions for V and W do not depend on the secured fraction σ. In the simple
mixed system, each of the sub-systems can be seen as a separate network. They are blended into the
simple analytical solution for the total infection rate R through σ, which therefore does depend on σ.
2. The impact of σ and the differences between the simple mixture solution and the full coupled system
solution are larger for small values of r. This simply reflects the fact that the difference q − r is bigger,
and hence the two sub-systems look less alike.
3. The simple analytical solution for the unsecured system V is more accurate for smaller values of σ. Vice
versa, the simple analytical solution for the secured system W is more accurate for large values of σ, but in
absolute terms, the difference is larger than for V. This implies that the perspective of a mixture of secured
and unsecured systems is more prone to underestimate the impact of unsecured nodes on secured nodes
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than to do so vice versa. This is also apparent in the right figures, especially the lower right figure: while
considering only a simple mixed system, we would underestimate the impact of the coupling between
infected nodes and their contagion opportunity towards the healthy nodes. As evidenced by the σ = 0.8
lines in the lower right diagram, the higher the secured ratio, the less accurate a simple mixed approach
would be, although this observation also depends on the value of q.
4. Even if the secured network would be below the critical value, and hence have Wsimple = 0, through the
coupling with the unsecured network, a non-zero secured infection rate is obtained. This is a straightforward and immediate result within our framework, but conceptually this is a crucial element to the
complexity of interrelated risks and interrelated security. This result implies that even though an agent
would be expected to have a zero infection rate —based on its individual characteristics—, it can be
impacted by the unsecured agents to still be infected. The only solution to this is to truly decouple the
system by setting r = 0.
5. For small r (upper right diagram), the total infection rate from the mixture model (6.2) is overstating the
infection rate for small q, and understating for large q. The intersection point q∗ increases for increasing
secured fraction σ. The lower right diagram, for which the secured contagion probability r is bigger
than the critical value, and hence, no critical behaviour is relevant, does not exhibit any such cross-over
effects. The cross-over effect can be understood by focussing on the critical behaviour for large values of
σ, cf. the σ = 0.8 in the upper right diagram. When σ is big, both the mixed simple system as well as
the fully coupled system largely consist of secured nodes. The secured contagion probability is below the
critical value r < qc . Similarly, for small values of q the unsecured contagion probability will be below
the critical value q < qc , leading to overall zero infection rate for small q. Even when q > qc , since r < qc
and the system contains many secured nodes, it is hard for the unsecured nodes to feel contagion from
infected nodes surrounding them. Hence, the effective critical point for non-zero R is shifted towards
higher q. Only at larger q, the infection rate will start to become non-zero and for even larger q even
the secured nodes will be dominated by the many neighbouring infected secured nodes. Meanwhile, in
the mixed simple system, the majority of the system is secured and has zero infection rate. However,
the minority of the system that is unsecured, will immediately notice the effect of infected nodes, when
q > qc . The fact that the σ = 0.8 graph is much longer zero (for larger value of q), than its mixture
counterpart, reflects the intuitive notion that if a large part of a network is secured, also unsecured nodes
benefit.

6.2.3

Simulation results for the premium

Visualisation of the simulation Similar to our premium investigation for agents with a different size, cf. figure 6.1, we would like to study what premium differentiation would be appropriate in our system with a binary
security dependence for the contagion probability, and also to quantify the impact on the premium of the interactions between nodes with different security levels. For this purpose we run y = 1000 simulations of the
contagion process and register the infection rates V, W and R at time step Ω = 50. In this way, we obtain the
infection rate distributions over the y simulations, for the two sub-systems and for the total network. In the
upper two diagrams of figure 6.4, the resulting distributions are presented for both the SIS model as well as the
FCT model.
Compared to the equivalent diagrams for the degree of the nodes, cf. figure 6.1, the variance of all distributions is approximately equivalent. This is to be expected, since the network sizes are of equal order of
magnitude, viz. m for the distribution of the total infection rate R and m/2 for the other two distributions. In
fact, what is interesting is that for the FCT model, the variance increases from the distribution of W via R to V.
We expect that this is caused by the increasing overall contagion probability when considering W compared to
R compared to V, i.e. the unsecured sub-network contains nodes with a higher contagion probability than the
secured sub-network, and the total network is a combination of the two. The higher the contagion probability
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Figure 6.4: Differentiating the infection rate distribution per the security level (upper) for fixed secured ratio σ = 0.5
and the corresponding actuarial premium dependence on the secured ratio σ ∈ [0, 1] (lower) for both the SIS model
(left) and the FCT model (right). The diagrams show the results for the unsecured nodes and secured nodes, as
well as for the total system. Simple analytical solutions (6.3) are included as an approximation to the premium,
for reference, as well as the analytical solution (6.6) for the critical value in the SIS model. Run-parameters are
(m, k̄, Ω, p0 , q, r, q̃, r̃, δ, T ) = (1000, 10, 50, 0.2, 0.08, 0.02, 0.08, 0.01, 0.2, 2), y = 1000 for the upper diagrams and
y = 100 for the lower diagrams.

is, the larger the difference will be between p0 and the final infection rate, and hence, in absolute terms, also
the larger the variance can be in the contagion process. To support this claim, cf. the left diagram in figure 4.7.
A second, quite expected, observation is that the secured distribution lies to the left of the unsecured distribution. We further explore this in the lower two diagrams of figure 6.4. In these diagrams the expectation
value, i.e. the premium, is given for the secured, unsecured and total distributions, now calculated by performing y = 100 runs. Although the figure appears similar to figure 6.1, we would like to note that the presentation
is different in this case, since we have also included the dependence on the secured fraction σ. Hence, in this
figure, one can read of the binary result for the applicable premiums for secured and unsecured nodes (as well
as the undifferentiated security-neutral premium for the total network), for each value of σ ∈ [0, 1]. Included in
the SIS diagram (lower left) are the full analytical solutions (6.6). Similar to our observations on figure 5.4, the
calculated critical value for a single process, is a decent (but slightly too high) fit to the simulated premium.
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Comparison between SIS and FCT model The most striking feature when comparing the SIS premiums and
FCT premiums is the reversed convexity of the premium as a function of the secured ratio. That is, increasing
the overall security in the network becomes more and more effective in the SIS model, whereas in terms of
marginal efforts, for the FCT model the secured ratio becomes a less and less effective parameter. The origin
for this difference should again be sought in the existence of critical behaviour in the SIS model, and in the
finite contagion period of the FCT model.
For the SIS model we expect that again the relative importance of δ, compared to first q, but then r drives
the sudden drop in premium. Note that the graph is presented for a secured contagion probability exactly at the
critical probability r = qc , which means that the premium for the unsecured system —if left alone— would
be hovering just above zero, cf. figure 5.4. Increasing the secured ratio, increases the amount of nodes that
intrinsically have a small infection rate, and less and less neighbours are infecting the unsecured nodes. Given
the critical behaviour around qc , the decrease is understandably quicker towards high values of σ.
For the FCT model, the impact of an increase in secured nodes is relatively largest for smallest σ. Our
expectation is that this is because the increase of newly contagious nodes is understandably very much less in
the coupled system when compared to a system with no secured nodes. This has a snowball effect in the sense
that the contagion process dies out much quicker with a relatively much smaller infection rate.
Premiums for a mixed system Since the value of the total infection rate at σ = 0 is equal to the infection rate
of secured nodes Vc,simple (σ = 0) = Vc (σ = 0) and similarly at σ = 1 the total infection rate equals the infection
rate of unsecured nodes Wc,simple (σ = 1) = Wc (σ = 1), we can use this to include the floor and ceiling for the
total infection rate R. These lines also serve to provide intuition on the “mistake” we make when incorrectly
considering only a sub-system of a coupled system. Due to the critical behaviour, the SIS model is much more
impacted when making such a mistake, as can be seen in the difference in simulation and simple solution for
the secured system at small secured ratio (e.g. σ = 0.2) and between the simulation and simple solution for the
unsecured system at large secured ratio (e.g. σ = 0.8). For the FCT model for most values of σ, the size of a
possible mistake is visibly bigger for the unsecured system than for the secured system.
Given the values of the simple analytical solution for the unsecured and secured infection rates, we can
immediately infer the mixture solution (6.2). These lines are indicated in the graphs as well, and emphasise
again the different behaviour between the SIS model and FCT model, in the sense that the SIS model simple
mixture solution underestimates the security-neutral premium, whereas the simple mixture solution for the FCT
model overestimates the security-neutral premium. Consistent with the observation in figure 6.3, for the SIS
model, the difference between the simulation of the total infection rate and the simple mixture solution seems
biggest around σ = 0.7.

6.3

Conclusions

In this section we have investigated how the network models support a quantitative study that establishes differentiated premiums based on the risk profile of policyholders. For both the size/complexity of the policyholder
as well as for the security level, a proof of principle has been provided that the framework of network models
is easily employed to provide differentiated premiums. The set-up for both risk indicators is different: whereas
the size of an organisation is an intrinsically modelled aspect of the network, the security is to be included
as additional information. In particular, for security the network consists of coupled sub-networks, whose dynamical behaviour is governed by a complex system of non-linear differential equations. This is expected to be
exemplary for any risk indicator that is introduced as an additional m-dimensional vector of information on the
network nodes.
Although advanced techniques are required to solve the dynamical equations analytically, in terms of simulations the coupled network is reasonably easily implemented. Consequently, the results from this section
provide interesting insights into the effects of coupling sub-systems and on the impact of security in particular.
For both the size and security of the organisation, the qualitative behaviour of the SIS model and FCT model
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differs. In the case of the size of the organisation, this is visible in the amount of concavity of the premium curve
(as a function of the size of the organisation): the FCT model presents a more linear curve than the SIS model.
However, for both models a linear correction to the non-differentiated premium is a conservative improvement
of the premium setting, cf. figure 6.1. In the case of the security of organisations, the FCT model has a convex
dependence on the overall level of security. As a result, when premiums are charged based on a simple mixture
of the sub-networks, in the FCT model the overall premium setting is conservative, cf. figure 6.4. For the SIS
model, the conclusion is the opposite: simply premium setting would underestimate the actual risk exposure.
The qualitative difference in the premium setting is an important practical difference between the SIS model
and FCT model. Based on the conceptual superiority of the FCT model over the SIS model, theoretically we
would favour the FCT model conclusions.
As a further subject of investigation, we considered the insights provided by the (SIS) network model
regarding the impact of interrelated security through coupling of sub-networks, both analytically as well as
via simulations. As eluded to above, in the SIS model a simple premium setting leads to understating the
total premium. The consequences are problematic from a practical point of view. In reality, one cannot really
know the full network structure and full security investments for all nodes. Hence, any premium setting will
inherently only consider a sub-system of the greater environment. The results in this section provide some
intuition on the type of mistake that such a narrow premium setting results in. For the SIS model this leads to
an understatement of the total premium. However, if we are to believe the FCT model results, the mistake is to
the insurer’s advantage.
Figure 6.4 provides a further useful conclusion regarding the overall need for security in the system. The
lower right diagram, for the FCT model, suggests that additional security investments become less and less effective. To put this statement into perspective, the additional security mentioned here refers to having the same
security level for more policyholders, i.e. increasing the infection fraction σ. What has not been studied in detail
in this section is how additional security investments that reduce the contagion probability —i.e. decreasing the
secured contagion probability r— result into a lower infection rate. For the SIS model, this is partially explored
in figure 6.3. Also, the results from section 5 can be used to illustrate what happens to the infection rate when
security investments are made to decrease the (secured) contagion probability r.
Further research is and can be done, both on the impact of the size of organisations as well as on the impact
of security. Regarding the impact of security, the cyber insurance literature is dominated by studies that focus
on this aspect [2, 3, 28–33]. Our framework produces conclusions that are in line with their basic conclusions,
but hopefully provides a set-up that is less abstract and easier to apply for the practising actuary.
Regarding the size of organisations, the results obtained are directly tied to the set of random networks
chosen. Since we do not consider all possible networks and restrict ourselves to networks with binomially
distributed degree of the nodes, our conclusions might have to be reconsidered in the context of more general
networks [48–50]. Furthermore, the complexity of the organisation is solely determined by the degree of the
node in the network, whereas different underlying characteristics might be good indicators as well, such as
the gross profit, number of computers or number of employees. This is only covered indirectly in the network
model. The copula approach such as provided by [23] does incorporate these underlying characteristics directly
and may therefore serve as a complementary approach to understand cyber insurance risk premium setting. It
would be interesting to investigate how both the copula perspective of [23] and the network models developed
in this thesis might be combined.
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7
Regulatory grip on cyber insurance risk and its
accumulation

The high perceived correlation of cyber incidents poses one of the many restrictions to a reliable quantification
of cyber risk and to an active insurance market, cf. section 2. Due to the strongly correlated nature of cyber
risk, cyber claims could potentially accumulate, posing a real threat to insurers that have underwritten the risk
to many policyholders. In this section we aim to see whether natural bounds to accumulation arise from the
models studied in section 4.
Can reasonable limits be set on the accumulation of cyber risk?

We will not consider the models from section 4 just by themselves, but we will use the topic of accumulation
as an opportunity to assess to what extent the current regulatory framework has grip on cyber (accumulation)
risk. Cyber insurance is a growing market and cyber exposure is expected to become an increasingly important
aspect within the insurance industry, warranting further guidelines and standards imposed from a regulatory
viewpoint [4, 18].
Accumulation of cyber risk can be seen as an extreme event, i.e. an important ingredient to the question
“How should we prepare for the worst-case scenario?”. For the insurance industry, this particular question is
answered within the regulatory prudential framework Solvency 2. Therefore, it feels very natural to consider
the research question above within the context of Solvency 2, and to compare any natural bounds that may arise
from the models with the cyber capital charges as prescribed by Solvency 2.
In this section we will summarise how Solvency 2 covers cyber insurance products and quantifies the
associated risk. This will then be compared to the worst-case scenarios within the network models and network
copula model.

7.1

Regulatory capital

7.1.1

Cyber in Solvency 2

Cyber insurance products in Solvency 2 The aim of the Solvency 2 regulation [59, 60] is to provide a quantification of an individual insurer’s risk as it may materialise every 1 in 200 years and to calculate the capital
required to remain solvable during/after such an event. Mathematically speaking this regulatory Solvency Capital Requirement (SCR) is (supposed to be) the 1 year 99.5% value at risk of the insurance and investments
portfolio of the insurer, subtracted with the existing best estimate technical provisions. Large insurers are expected to develop their own (partial) internal model and to show that it correctly reflects the one year risk in
their portfolio at the 1 in 200 level. Smaller insurers may adopt the standard formula, which is specified —but
not without interpretative freedom— in the delegated regulation (DR) [60]. Within the standard formula, the
value at risk is separated into many different modules, covering events in the area of market risk, counterparty
default risk and insurance and business risk. For each of the individual sub-risks recognised in the standard
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Line of business
4
5
6
7
8
9
10
11
12

Motor vehicle liability insurance
Other motor insurance
Marine, aviation and
transport insurance
Fire and other damage
to property insurance
General liability insurance
Credit and suretyship insurance
Legal expenses insurance
Assistance
Miscellaneous financial loss

Geographical
diversification

σ(premium,s)

σ(reserve,s)

10%
8%

9%
8%

Yes
Yes

15%

11%

No

8%
14%
12%
7%
9%
13%

10%
11%
19%
12%
20%
20%

Yes
Yes
Yes
No
No
No

Table 7.1: Solvency 2 lines of business for regular non-life insurance. The three right-most columns are input to
the premium and reserve risk SCR under the standard formula. The LoBs relevant for cyber insurance are displayed
bold.

First-party insurance

Third-party insurance

Loss or damage to digital assets
Business interruption
Cyber extortion
Theft of money and digital assets

Security and privacy breaches
Computer forensics investigation
Customer notification/PR expenses
Multi-media liability
Loss of third-party data
Third-party contractual indemnification

Table 7.2: Cyber insurance products as categorised by [3].

formula, the 1 year 99.5% value at risk is determined separately and aggregated with the other risks via linear
correlation [59, 60].
Solvency 2, as specified in its Directive [59] and Delegated Regulation [60], does not specifically mention
cyber insurance products or cyber risk. Instead, cyber insurance products are one of the possible types of nonlife insurance products. Their regulatory capital is treated within the non-life underwriting risk SCR module.
Given the many possible (non-life) insurance products and their different risk profiles, Solvency 2 has separated
the types of products into lines of business (LoBs) in Annex I of [60]. Table 7.1 provides an overview of the
most relevant lines of business for our purposes, where we focus on insurance rather than reinsurance to keep
our analysis of Solvency 2 legislation tractable. The numbers in the table correspond to the references given in
the Solvency 2 delegated regulation [60] and the reason items 1-3 are not included is because these correspond
to health (and income protection) insurance rather than property & casualty non-life insurance.
As emphasised in section 2, cyber insurance products come in many different flavours and variety. To get a
feel of the different possible products, table 7.2 contains the different products as recognised in [3]. The products
are separated into first-party and third-party insurance, and many different flavours are defined depending on
the context of the event. The coverage for each product depends on many different inputs, such as the type
of damage, the assets damaged, the actor, the method the asset was damaged and whether this is an “attack”
or e.g. a malfunction or honest (but harmful) mistake, but also on the type of resolution offered: financial
compensation, technical support, legal counsel, PR advice [18].
Comparing with table 7.1 it is not directly straightforward how to bucket all different cyber products into
the Solvency 2 lines of business, and this will often very much depend on the precise coverage of the product.
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However, many Solvency 2 LoBs are clearly not applicable when considering cyber insurance products. Hence,
without claiming to provide any guidance on the interpretation of Solvency 2, we would argue that cyber
insurance products fall within LoBs 7, 8, 10 and 12. In particular, many of the third-party cyber insurance
product are expected to fall within LoB 8 and, in principle, LoB 7 seems relevant to most of the first-party
cyber insurance products. LoB 10 is applicable when the coverage (also) constitutes legal advice and LoB 12
will be relevant for those products that can not be bucketed into any of the other LoBs. Business interruption
coverage seems to be a good example of LoB 12.
Cyber risk in Solvency 2 In the standard formula, the different lines of business and their different risk
characteristics are relevant for the quantification of the SCR of two sub-risks: the premium and reserve risk
SCR and the non-life catastrophe risk SCR, both falling under the non-life underwriting risk SCR module.
Premium risk refers to the risk that expenses plus the volume of losses for future claims are higher than the
premiums received. Reserve risk arises from both a mis-estimation of the current level of claims provisioned,
as well as actual claims fluctuating around the statistical mean [61]. Both risks are taken into account in the
premium and reserve risk sub-module. The assumption is that these events happen at a regular frequency, so
that premium and reserve risk considers the tail of only the severity distribution.
Extreme events, i.e. large events that happen only rarely, are not considered in the premium and reserve
risk sub-module but rather in the catastrophe risk sub-module. As the name suggests catastrophe risk deals with
the accumulation of a specific risk. In other words, this can be seen as a tail event in terms of the number of
individual policyholders impacted, which in our terminology is related to the frequency distribution. Although
in our thesis we have been mainly focussed on the frequency distribution —and hence the catastrophe risk
seems more aligned with our earlier investigations—, we will consider both sub-modules consecutively in this
section, and we will even shortly digress to analyse the treatment of the insurer’s own operational cyber risk
within Solvency 2, cf. figure 7.1.

7.1.2

Premium and reserve risk

Underlying assumptions The premium and reserve risk SCR is given by a succinct formula [60],
S CRpremium-reserve = 3σnl Vnl ,

(7.1)

where Vnl is a volume measure and σnl is the standard deviation of premium and reserve risk. To understand
to what extent this formula applies to cyber insurance risk, we recall its underlying assumptions [61]. The
justification behind equation (7.1) relies on the assumption that the underlying (severity of the) one year risks Y
is lognormally distributed. Given a lognormally distributed random variable log Y ∼ N(µ, σ2 ), the expectation
value, the 99.5% value at risk and the SCR are given by [62]
E[Y] = eµ+σ
VaR[Y] = e

2 /2

,

µ+Φ−1 (0.995)σ

,

 −1

2
S CR = VaR[Y] − E[Y] = E[Y] eΦ (0.995)σ−σ /2 − 1 = E[Y] f (σ),
where Φ−1 (0.995) = 2.58 is the 99.5% quantile of the standard normal distribution. We see that the SCR is
proportional to the expectation value with a factor depending on σ. Originally, this function f (σ) was intended
to feature prominently in the regulation, but at a later stage it was decided to reduce the functional form to an
approximated value f (σ) ≈ 3σ [61]. Figure 7.2 shows that this approximation is fine, especially for σ ≤ 0.2,
which are the typical maximum values for σ according to table 7.1.
The form S CR = 3σE[Y] facilitates a factor-based approach in determining the capital requirements; the
SCR can be calculated by considering a volume measure that models E[Y] and calibrate σnl accordingly. As
specified in article 115-117 of the DR [60], the volume measure is given by the sum of a premium volume
measure V(premium,s) and a reserve volume measure V(reserve,s) . The former basically measures the current, past
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Figure 7.1: The solvency capital requirement (SCR) within Solvency 2 receives contributions from various risk modules. Cyber insurance products are considered within the premium and reserve risk module and non-life catastrophe
risk module. Within the non-life catastrophe risk module, the man-made catastrophe risk and other non-life catastrophe risk are relevant. Within the man-made catastrophe risk, third-party cyber insurance products are covered by
the liability catastrophe risk module. Some first-party cyber insurance products could have been covered by the fire
catastrophe risk module, but are not. This module is therefore marked orange. Cyber risk within the insurance organisation itself is an operational risk, which is covered within the operational risk module. Modules which associate
capital to cyber risk are marked green.

Figure 7.2: Illustration of the accuracy of the approximation f (σ) = eΦ
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(0.995)σ−σ2 /2

− 1 ≈ 3σ.
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and future premiums. The latter considers the technical provisions. This is done for each of the LoBs separately
which are then added together,
X
Vnl =
Vs,
s

V s = (V(premium,s) + V(reserve,s) )(0.75 + 0.25DIV s ),
where the index s refers to the different lines of business.
Improvements to incorporate cyber risk The factor DIV s takes into account geographical diversification
within a line of business, by comparing no and full linear correlation between different geographical regions,
as specified in Annex III of [60],
P

+ V(reserve,r,s) )2
2 .
V
+
V
(premium,r,s)
(reserve,r,s)
r

r (V(premium,r,s)

DIV s = P

The index r refers to the different geographical regions as specified in the DR. As indicated in table 7.1 the LoBs
6, 10, 11 and 12 do not recognise any diversification and have a diversification factor DIV s = 1. The other lines
of business, including 7 and 8 do benefit from geographical diversification. For cyber insurance products, such
a diversification benefit seems unjustified and presents a first incentive to update the Solvency 2 legislation to
properly consider cyber insurance risks.
A second incentive concerns the calibration of the standard deviations leading to σnl . For each line of
business the standard deviations for both premium σ(premium,s) as well as reserve risk σ(reserve,s) are given as
in table 7.1. These are combined into a single standard deviation σ s for the line of business according to
article 117(2) of [60] and all line of business standard deviations σ s are combined into σnl according to article
117(1). The values of the LoB standard deviations have been calibrated in the past to establish that the SCR
indeed represents a 1 in 200 event [63]. However, since this calibration was performed at a time (2010-2011)
when cyber insurance was not of material size within the industry, the parameters as provided are unlikely an
appropriate reflection of the cyber insurance products within the relevant LoBs. Admittedly, at this stage the
current volume of the cyber insurance market is probably still relatively small compared to the overall size of
the insurance market, but given the prospective growth of cyber insurance, this situation might change going
forward. Therefore, in order to appropriately treat cyber insurance risk within the premium and reserve risk
sub-module, either specific LoBs should be defined for cyber insurance products with their own calibrated
standard deviations, or the existing parameters should be recalibrated to correctly include the effect of cyber
insurance. Currently, neither of these solutions seem to be a priority to the legislator. Although EIOPA included
a recalibration of some of the LoB’s standard deviation in its recent consultation on proposed (areas for) changes
to the Solvency 2 regulation, the LoBs under consideration were chosen based on the limited data available at
the time of initial calibration [64] and not on any remark that the products described within certain LoBs might
have changed character or risk profile. Therefore, only LoBs 1, 3, 9, 10 and 11 have been recalibrated as part
of the consultation [64]. This means that an improvement to explicitly reflect cyber insurance risk within the
premium and reserve risk sub-module is not to be expected any time soon.
A final aspect that warrants investigation in order to understand to what extent cyber insurance products
are properly reflected in the premium and reserve risk SCR, is the underlying assumption that the severity distribution of the risks follow a lognormal distribution. The lognormal assumption is a direct ingredient to the
formulation of (7.1). As explained in [63] for the calibration of the standard deviations, both normal distributions as well as lognormal distributions were considered. From a theoretical point of view, both distributions
have their merits: the normal distribution arises with an appeal to the law of large numbers, whereas the lognormal distribution is typical to obtain quadratic variance in portfolio size. In the end, based on the calibration
goodness-of-fit and stability, the normal distribution was used for calibration [63]. Given the light tail of the
normal distribution, this choice is questionable to describe cyber risk. In particular, the few references towards
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Liability risk group
1
2
3
4
5

Professional malpractice liability insurance
Employers liability insurance
Directors & officers liability insurance
Other general liability insurance
Non-proportional reinsurance regarding general liability insurance

f(liabilit y,l)
100%
160%
160%
100%
210%

Table 7.3: Solvency 2 liability groups for the liability catastrophe risk sub-module. The groups relevant in the context
of cyber insurance are displayed bold.

this direction suggest that power law distributions are capable of describing cyber risk severity [19], or a spliced
generalised Pareto distribution plus exponential distribution [16]. In particular, lognormal and gamma distributions have been identified to present a bad fit for cyber risk [16]. These studies will not be the final conclusions,
as only very specific types of cyber incidents have been considered; personal identity losses for [19] and publically available operational risk losses with a cyber component for [16]. To correctly incorporate the different
cyber products, the precise distribution is expected to vary per cyber coverage. Although the severity distribution has not been in focus for this thesis, we draw the cautious conclusion based on the available literature that
the normal and lognormal assumptions underlying the factor-based approach for premium and reserve risk is
not appropriate for the cyber insurance products within the various lines of business.

7.1.3

Non-life catastrophe risk

The catastrophe risk sub-module considers extreme events within the non-life underwriting module. In the
context of cyber risk, we argue that an extreme event is typically associated with many policyholders being
affected simultaneously, by the same “attack” or malfunction. The non-life catastrophe risk sub-module is
separated into natural catastrophe, non-proportional property reinsurance catastrophe, man-made catastrophe
and other non-life catastrophe. The first two flavours or not of direct relevance for cyber risk insurance products.
The last two flavours are expected to include the catastrophe risk for the lines of business 7, 8, 10 and 12, and
should therefore cover all catastrophe cyber risk.

Man-made catastrophe risk Within the man-made catastrophe (sub-)sub-module several catastrophes are
distinguished. Contrary to the natural catastrophe sub-module, the man-made catastrophe risk is not based on
event scenarios. Such an approach was deemed to be less appropriate for man-made catastrophe because many
different man-made events are covered within the different non-life lines of business, warranting a long list of
scenarios that would have been needed to be specified. Moreover, even then the possibility would arise that
certain products are not “hit” by any defined catastrophic event, and hence, no capital charge for catastrophe
risk would apply to those products [61]. Instead, a factor-based approach was chosen with calibrated factors
multiplying the premiums of a specific product.
Indeed, a specific scenario for cyber incidents is not appearing within the standard formula. To understand
how the capital charge for catastrophic cyber insurance incidents is determined, we need to trace in which of
the factor-based sub-sub-modules of the man-made catastrophe risk sub-module the lines of business 7, 8, 10
and 12 are considered and what risk factors are used.

Liability catastrophe risk LoB 8, general liability insurance, is covered in article 133 of the delegated regulation [60]. As it was felt that the precise liability cover is varying too much within this line of business, a
further distinction into five groups of liability covers was made. Table 7.3 presents an overview of these liability
risk groups. This table also specifies the prescribed risk factors that determine the SCR via
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f(ot her,i)

Group of other insurance obligations
1
2
3
4
5

Insurance obligations regarding LoB 6 other than marine and aviation
Non-proportional reinsurance regarding LoB 6
Insurance obligations regarding LoB 12
Non-proportional reinsurance obligations regarding LoB 4 and 8
Non-proportional reinsurance regarding LoB 9

100%
250%
40%
250%
250%

Table 7.4: Solvency 2 groups of insurance obligations for the other non-life catastrophe risk sub-module. The group
relevant in the context of cyber insurance is displayed bold.

S CRliability =

sX

Corr(liability,l,k) L(liability,l) L(liability,k) ,

where

l,k

L(liability,l) = f(liability,l) P(liability,l) ,
and where P(liability,l) is a measure for the premium within the specific liability risk group l. The risks are
again linearly correlated through the correlation matrix Corrliability , which is also specified by the regulation.
Comparing table 7.3 with table 7.2, the applicable liability groups are groups 1, 3 and 4, with most of the
third-party coverage falling in group 1 and 4 (which both have a risk factor f = 1). Cyber directors and officers
liability insurance has a prescribed risk factor of f = 1.6. The height of the risk factors can be compared, with
some caution and caveats, to the results from our network and copula models. This will be done in section 7.2.
The correlation between liability groups is not our main concern, as we will be focussing on the standalone
risk factors in section 7.2. However, we do note that the diversification benefits between e.g. group 1 and 4 are
quite large, with a correlation factor of 41 [60]. To understand the magnitude of such a diversification, suppose
two policies with premium a andqb are bucketed in group 1 and 4 respectively, having a risk factor f = 1 for
p
both. This results in an SCR of a2 + 12 ab + b2 , which is less than the SCR equalling (a + b)2 that would
result in case both policies are covered in group 1 (or group 4) only. This implies that, despite the risk factors
being identical for both groups, the bucketing of third-party (cyber) insurance products into the different liability
insurance groups is an important exercise, which has direct impact on the regulatory capital.
Other non-life catastrophe risk The other cyber line of business covered in the catastrophe risk module is
LoB 12, as part of the other non-life catastrophe risk sub-module. This sub-module follows a similar pattern
to the liability catastrophe risk sub-sub-module, with a risk factor f(other,i) multiplying the premium measure Pi
for several identified groups i of other insurance obligations,
q
S CRother = ( f(other,1) P1 + f(other,2) P2 )2 + ( f(other,3) P3 )2 + ( f(other,4) P4 )2 + ( f(other,5) P5 )2 .
The other insurance obligations are specified in table 7.4. From these insurance obligations, only group 3 is
applicable for cyber risk.
The correlation structure between groups is explicitly specified in the formula above. The interpretation is
that group 1 and 2 are fully correlated and all other correlations between groups are zero. Given the description
in table 7.4, it makes sense that group 1 and 2 are fully correlated. However, focussing on cyber exposure, the
lack of correlation between group 3 and 4 is hard to justify. Although we are only considering direct insurance
(and not reinsurance), group 4 contains non-proportional reinsurance of third-party cyber claims, which is
surely expected to correlate with catastrophic cyber incidents within group 3. The lack of correlation where
one would expect this, is a feature throughout the Solvency 2 standard formula. Another example of this is
that article 128 shows no correlation between any sub-sub-modules within the man-made catastrophe risk submodule. Similarly, in article 119 no correlation is assumed between man-made catastrophe risks (which contains
the “normal” general liability insurance catastrophe risk for example) and the other non-life catastrophe risk
[60]. Admittedly, correlation between risks is a very delicate subject and one that is far beyond the scope of
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just cyber insurance related considerations. Therefore, we will focus our attention on the standalone risk factor
f(other,4) = 0.4 in section 7.2.
Uncharged cyber risk The remaining LoBs containing cyber risk exposure are LoB 7 (Fire and other damage) and LoB 10 (Legal expense insurance). Both of these lines of business are not recognised within the
(man-made) catastrophe risk module. Line of business 7 is touched upon in the fire risk sub-module specified
in article 132 [60]. However, as the name of the article suggests, the specific catastrophic event narrowly refers
only to potential loss due to a concentration of (fire) risk exposure within a (physical) radius of 200 meters.
Even if the catastrophic incident under consideration in article 132 would be understood to cover all exposure
within LoB 7 —rather than only the fire and explosion risk as the article suggests—, the fact that a physical
boundary for concentration is defined means that accumulation of any cyber insurance products within LoB 7
is not covered by this catastrophic incident. Hence, all cyber insurance products categorised into LoB 7 as well
as in LoB 10 are not charged with a regulatory capital requirement within the non-life catastrophe risk module.

7.1.4

Operational risk

As the title of this thesis indicates, our focus is on cyber insurance risk. However, in our analysis of the cyber
risk elements within Solvency 2, we would like to take a short detour into the cyber operational risk faced
by the insurer itself. Similar to any other organisation, today’s insurers rely very much on the digitalisation of
their business, and cyber risk has become a major concern for CROs and the board in general [7]. With some
exaggeration, digital incidents have become the most important enterprise risk, and cyber risk is certainly one
that requires active management, not necessarily by the underwriters and actuaries of an insurance company
—who are mainly concerned with the external cyber risk transfer—, but far more by the IT departments and
risk management departments [18].
Within the standard formula of Solvency 2, the main rationale for the quantification of operational risk at
the 1 in 200 level stems from the observation that operational risk increases together with the activity size of
an insurance firm. The overall assumption is that an adequate level of risk management is present, and that the
activity size of the insurance firm is given in terms of its technical provisions, earned premiums and expenses
incurred for unit-linked products. This description is admitted to be coarse, but due to the lack of information,
establishing a 99.5% value at risk for operational risk is always going to be challenging. The analyses carried
out at the time of QIS5 led to the suggestion of the attributes mentioned above [61].
The fact that cyber risk is not specifically modelled as part of the quantification of operational risk is unsurprising, given that many different aspects of operational risk could then be argued to require separate modelling
as well. This would clearly be unfeasible, especially in light of the fact that the standard formula ought to provide a standardised approach that is useful across the full range of the (European) insurance industry. Therefore,
the current approach seems acceptable. Nevertheless, one argument against the current approach is provided
in the study of [16], in which the relation between cyber operational risk and non-cyber operational risk is
investigated. They conclude that cyber risks have distinct characteristics compared to other operational risks.
Since the relative proportion of cyber-related operational risk within the overall operational risk is continuously
changing, and expected to be increasing, the quantification of operational risk is ideally separated into two components (cyber and non-cyber), or at least recalibrated to ensure that the parameters specified in the legislation
remain applicable.

7.2

Value at risk in the network models and copula model

Having analysed the Solvency 2 methodology of quantifying catastrophe/accumulation risk for cyber insurance
products, we now turn our attention to the models developed in section 4. On this occasion we consider both
the two network models as well as the network copula model developed in section 4.4.
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Figure 7.3: Dependence of the premium and 99.5% value at risk in the SIS model (left) and FCT model (right) on
the contagion probability q, q̃ ∈ [0, 0.1] in simulated runs. For the FCT model the dependence on the initial infection
probability p0 ∈ {0.25, 0.5, 0.75} is also shown. The difference between the dashed and solid curves represents the
SCR. Run-parameters are (y, m, k̄, Ω, δ, T ) = (100, 1000, 10, 50, 0.2, 2).

7.2.1

Network models

Simulated value at risk For the network models, we have investigated the sensitivity of the expectation value
(actuarial premium) on the various microscopic parameters, cf. section 5. By registering the 0.995 quantile in
each simulated run, we can easily do the same for the 99.5% value at risk. The result is presented in figure 7.3.
Because the SIS model is insensitive to a change in initial probability, we have only included the p0 = 0.25
line for clarity of the diagram. The diagrams show both the mean infection rate as well as the infection rate at
the 99.5% confidence interval, as a function of the contagion probability q, q̃, and in the FCT case for three
levels of initial infection probability p0 ∈ {0.25, 0.5, 0.75}. As should be the case, the value at risk lines are
higher than the best estimate lines, and the difference represents the SCR for the different modelling parameters
q (or q̃) and p0 . As the contagion probability increases, the best estimate increases as well and asymptotes to
its maximum value, which is equal to 1 − δ for the SIS model and equal to 1 for the FCT model. Hence, for
increasing contagion probability (and increasing infection rate in the FCT model) the resulting SCR decreases,
simply because a catastrophic event cannot be really much worse than the best estimate event.
Volatility risk and uncertainty risk A general observation based on these diagrams is that the value at risk
lines (dashed) are only modestly higher than the best estimate lines (solid). This means that given a set of
parameters (q, δ) or (p0 , q̃, T ) for the model, the volatility of possible outcomes is reasonably small. The model
is stochastic, so indeed different outcomes remain possible, cf. figures 4.4 and 4.7, but both network models are
stable enough that the once in 200 year outcome is close to the expected outcome. At this stage, one would be
tempted to conclude that the network models naturally predict/describe a small SCR.
However, the uncertainty risk of the network models is high. That is, although the volatility given a set of
parameters is small, the impact of the uncertainty in establishing which parameters to choose is large. We have
explored this already extensively in section 5, cf. figure 5.3 for example. Here we conclude similarly, based
on figure 7.3. For example, in the SIS model, the outcome varies considerably between contagion probability
q = 0.02 and q = 0.06, and in the FCT model, for relative small values of p0 , the slope of the curves in the
R, q̃-plane is also steep.
To assess both contributions to the accumulation risk in the network models, the volatility risk is expressed
“vertically” in figure 7.3, as the different value of the value at risk compared to the best estimate value for any
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particular q (or q̃ and p0 ). The uncertainty risk is expressed “horizontally”, in the sense that the confidence interval when establishing the microscopic parameters of the model (e.g. the contagion probability q, q̃) effectively
determines what a 99.5% worst case infection rate could be. Concluding based on figure 7.3, for the network
models volatility risk is insignificant compared to uncertainty risk. However, as we concluded in section 5, the
uncertainty risk, as it natural occurs in the network models, is large.
Comparison with Solvency 2 risk factors Qualitatively the conclusion based on figure 7.3 is in line with the
consensus that accumulation of cyber risk is a big problem [3, 19, 24, 27]. Of course, quantitatively it is very
difficult to establish exactly how “big” this problem really is. The network models and the diagrams in figure
7.3 give some indication, although benchmarking of the models on a real dataset has yet to happen.
With the above caveat, we would like to compare the conclusions from the network models with the Solvency 2 quantification of catastrophe risk. Within Solvency 2, the catastrophe risk for cyber insurance products
is quantified using a factor-based approach. In this approach the SCR is proportional to the earned premium,
with proportionality factors ranging from 0.4 for products categorised in LoB 12, to a factor of 1 or even 1.6
for the liability products.
In order to compare the Solvency 2 risk factors with the results from the network models, we consider
the best estimate infection rate π as a proxy for the premium measure P used in the Solvency 2 legislation.
Given our introduction to the actuarial premium π (5.1), this proxy is an obvious choice, although the actuarial
premium will typically be smaller than the actual premium due to additional mark up on the actuarial premium
related to expenses, profit margins and risk management margins. For the purpose of our investigation, we do
not consider this difference to be relevant.
Using the assumption that P = π = E[R(t → ∞)], and recalling that the (standalone) SCR for each LoB is
given by S CR = VaR − π on the one hand and S CR = f P on the other hand, the risk factors f resulting from
the network models are given by
VaR − π
f =
,
π
where VaR is the value at risk due to volatility risk and uncertainty risk. Using this expression reversely, VaR =
(1 + f )π, we notice that risk factors of 0.4 (roughly 0.5) to 1.6 (roughly 1.5) imply values at risk that are roughly
1.5 to 2.5 times as large as the best estimate.
Considering the two diagrams in figure 7.3 we recall that the uncertainty risk is the dominant risk, i.e. the
best estimate varies considerably as a function of q and q̃ (especially for small p0 ). Our preliminary conclusion
is that, due to the parameter uncertainty that is expected from the highly fine tuned network models, a risk
factor of f = 1.5 is on the cusp of being underestimated. Furthermore, we draw a cautious conclusion that a
risk factor of f = 0.5 is an underestimation, since the best estimate infection rate can be seen to fluctuate quite
easily with more than a factor of 1.5 within small intervals of q and q̃. We fully admit that this analysis does not
lead to any definite, precise statement. However, we do think that figure 7.3 provides a smoking gun conclusion
that the standard formula risk factors are underestimating the risk in cyber insurance products.

7.2.2

Network copula model

In section 4.4 we considered the question to what extent a copula approach could be an alternative description
for or be a similar description to the network models. Our main conclusion was that the copula model is not
capable of increasing the overall expectation value of the sum of infected nodes as a result of correlation, and
therefore we had to reject the model. However, as we noticed in that section, the true power of the copula is in its
ability to model correlation and its impact on the value at risk, rather than on the expectation value. Therefore,
in the context of the current investigation, the network copula model is very relevant and worth analysing.
Simulated SCR The network copula model from section 4.4 describes y instances of a “network” of m nodes.
Each of the nodes is stochastically infected via a Bernoulli distribution with probability p and the correlation
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Figure 7.4: Dependence of the SCR (left) and resulting risk factor f (right) in the copula model, on the Gumbel
parameter θ ∈ [1, 1.2] and initial infection probability p ∈ {0.25, 0.5, 0.75}. Run-parameters are (y, m) = (1000, 1000).

structure between nodes is provided by an m-dimensional Gumbel copula with parameter θ ≥ 1. In the simulation runs, cf. figure 4.8, we focus on the 99.5% value at risk and subtract the expectation value of the infection
rate (which equals p), to obtain the simulated SCR. Similar to figure 7.3, the SCR sensitivity on the Gumbel
parameter θ ∈ [1, 1.2] and on the initial infection probability p ∈ {0.25, 0.5, 0.75} is presented in figure 7.4.
At the 99.5% level, the value at risk quickly grows to full infection. This is recognised in the figure by
the fact that the SCR grows immediately to 1 − p. Obviously, for p small it requires a higher θ to reach the
plateau than for larger values of p. Visually, the speed in which the infection rate increases with increasing θ
is comparable between curves for different p. Higher initial infection probabilities simply reach their plateau
sooner (i.e. for smaller values of θ).
Sensitivity to the Gumbel parameter θ is again very high, similar to our considerations for the microscopic
parameters of the network model (p0 , q, q̃, δ and T ). For θ, the high sensitivity is evident from the steepness of
the curve at small values of θ. Similar to our conclusions in section 5, the copula model is equally fine tuned
in its parameter θ: completely different conclusions regarding the correlation structure and the infection rates
could be drawn depending on only small variations in θ. As an example, varying θ from θ = 1.01 to θ = 1.05
leads to a structurally different value at risk and SCR. Hence, uncertainty risk is very significant for the network
copula model as well.
In contrast to the network models described in the previous section, the volatility risk is significant here
as well. Volatility risk (for different values of p) can be seen in the left diagram of figure 7.4, represented
directly by each of the three lines. That is, the diagram provides information regarding the SCR given a certain
parameter set. Once the Gumbel parameter θ has become marginally larger than θ = 1, volatility risk is seen to
grow very quickly.
Comparison with Solvency 2 risk factors For each value θ ∈ [1, 1.2], the value at risk from volatility
risk as presented in the left diagram of figure 7.4 can be transformed directly to the corresponding risk factor
f = VaR−π
π . The result is presented in the right diagram of figure 7.4. The asymptotic behaviour is directly
understood, based on the observations of the previous paragraph: already at relatively small values of θ the
value at risk in network copula model simulations has reached its asymptotic value VaR = 1. Hence the risk
factor’s asymptotic values are reached for similar values of θ. In our case, with p ∈ {0.25, 0.5, 0.75}, the risk
1
factor f = 1−p
p equals 3, 1, 3 respectively.
The right diagram in figure 7.4 enables us to directly obtain the volatility risk factor corresponding to the
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given parameter set (θ, p). For uncertainty risk the risk factors are not as easy to capture, partly because we
have not specified clear confidence intervals for θ and p. A hand waving analysis would be required, similar to
our analysis for the network models. Given the already large volatility risk, we refrain from such an analysis.
Instead, we notice that the copula model has f > 1.5 for θ & 1.02. Therefore, also within the copula model the
risk factors that appear naturally are larger than the standard formula risk factors.

7.3

Conclusions

Accumulation of cyber risk is difficult to model and it is hard to estimate reasonable limits, especially without
data to benchmark the model. The models in this thesis do provide intuition on the extent of possible accumulation. This holds both for the network models, as well as for the network copula model, which can be considered
an appropriate approach to parameterise the effect of correlation between nodes on the value at risk, using a
single parameter θ. However, the resulting intuition is not very comforting. Similar to the conclusions from
section 5, the lack of robustness of the models shows that the “natural” behaviour of accumulation deduced
from the models is that accumulation appears easily and is virtually unlimited.
As a cautious conclusion, the Solvency 2 regulation does not match with the above mentioned intuition.
Several areas for improvement have been identified throughout this section. Within Solvency 2, cyber insurance
products are not considered specifically, but are supposed to be categorised within the existing predefined lines
of business. Exact guidance on this categorisation for cyber insurance products is not available, leading to
interpretative freedom in modelling cyber risk from a standard formula perspective.
The required capital for cyber insurance products arises from catastrophe risk, premium and reserve risk
and operational risk. Within the catastrophe module, the risk is estimated using a factor-based approach rather
than establishing scenarios. Not all lines of business are covered in the factor-based approach. The lines of
business that are covered are subject to an underestimated risk capital based on the conclusions from the model
simulations in this thesis. Furthermore, correlation between the different cyber insurance products is expected
to be underestimated as well.
Within the premium and reserve risk module, the calibration of the parameters for the different lines of
business is questionable, as is the approach to geographical diversification. Moreover, the underlying distribution for the risk should be subject to further investigation to assess its validity to model cyber risk severity.
Finally, the operational risk module should ideally be separated into cyber and non-cyber operational risk [16],
although lack of data is a general problem for operational risk to begin with. Making this separation could be
viewed as an unrealistic level of granularity at this stage.
In conclusion, the current Solvency 2 treatment of cyber risk is reasonably non-conservative, ignoring
many of the subtleties specific to cyber risk. To our knowledge the regulator has not yet made concrete steps
to improve the Solvency 2 framework to alleviate some of the issues mentioned above. However, awareness of
the importance and possible impact of cyber risk is increasing, and has resulted in several studies by (semi)governmental institutes, which also take the regulatory perspective [4, 18]. Recently, EIOPA has chosen to
include cyber risk as a focus within the 2018 bi-annual insurance stress test exercise [11], which suggests it is
investigating the possible impact of cyber risk on the insurance industry.
The use of scenarios to investigate cyber risk accumulation is a very useful approach. Drawing inspiration
from scenarios is expected to be an effective method to obtain a better feeling of extreme cyber risk incidents,
which provides useful quantitative information on the tail of the cyber risk distribution [27]. Moreover, scenarios form a complementary source of information to the network models and copula model discussed in
this thesis, complementing the microscopic first-principle approach of the network models and copula model
with expert judgement based scenarios. Therefore, it is expected that a comprehensive description of cyber
accumulation has to come from combining the conclusions from both these perspectives.

82

8
Conclusions

Every day we reap the benefits of our digitalising world. At the same time, the new and increasing risks associated with our reliance on digital systems and processes are causing headaches to risk managers, underwriters,
actuaries and IT specialists across the globe. In the research presented in this thesis, we have investigated how
network models could be used by actuaries to model cyber risk, in order to obtain better understanding and
control.
Of the four models we have considered, the two network models succeed best in describing contagion
effects in a microscopic bottom-up approach. The results in this thesis function as a proof of concept that the
network model description is useful in providing intuition on contagion effects and in providing a framework
for further investigation. Because the description of the network models is explicitly describing the underlying
contagion of cyber risks, expert judgement and modelling capability will be facilitated when using the network
model terminology. The FCT (finite contagion time) model is believed to be superior to the SIS model in this
regard, since the interpretation of the microscopic parameters of the latter is not as strong as that of the former.
At the same time, especially the FCT model could be developed further analytically to understand its behaviour
better, e.g. regarding the evolution solution, regarding the impact of multiple sub-networks and regarding the
impact of stochasticity on the actuarial premium.
As part of our investigations, we have employed the network model framework to study parameter calibration, premium setting, the impact of security and accumulation effects. From these studies, we see that the
post-contagion infection rate follows a normal distribution and that a linear relation to differentiate premium
based on the size of organisations leads to a conservative premium setting. We have performed a similar study
of premium differentiation based on an organisation’s security level, and find that in the network approach this
results into a complex coupled dynamical system. Approximating this dynamical system by a mixture of noncoupled systems, we conclude that it is practically impossible to determine the “correct” premium, because this
would require full knowledge of all security levels, but that at least for the FCT model the mistake would lead
to conservative premium setting for the insurer.
The intuition gained is very useful, especially because, unfortunately, the network models are only able to
describe but not capable to solve the inherent difficulties of cyber risk. In particular, robustness of the model
under environmental changes and the potential impact of the accumulation of cyber risk remain a concern. The
network models offer little consolation and can only provide a framework for investigating this further quantitatively, potentially aided by available data (if any).
The two other models considered are two approaches using copula’s. These are not capable of providing
the same bottom-up insights into the contagion process as the network models. Nonetheless, as an effective
theory of that process, one of the copula models is found to be successful in reproducing the network dynamics,
in particular the FCT model network dynamics. Being able to establish such an effective theory is useful, to
circumvent simulation time and also to be able to grasp the essence of the correlation induced in the network
models in familiar terms for the actuary.
The comparison between the network models and the copula network model reveals that the network models really result in different dynamics and distributions than this particular use of “regular” actuarial techniques.
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Given the difference in distributions for the infection rate, we conclude that the models describe different aspects
of cyber risk. For the network copula model, its main strength lies in a transparent description of accumulation
risk. Regarding accumulation risk, both the network copula model as well as the network models suggest that
the required capital prescribed by Solvency 2 to cover cyber risk incidents is underestimated.
The framework developed in this thesis offers plenty of opportunities for further study. For example, various assumptions and simplifications have been made in order to keep the analysis tractable. Lifting these
simplifications could reveal further important ingredients to fully understand cyber risk. Examples of additional ingredients that could be added are: multiple insurers in the network, non-insured nodes, more complex
security structures (e.g. continuous security levels and/or multiple underlying parameters impacted by security),
different network topologies and/or a non-constant distribution for the impact (i.e. severity) of cyber incidents.
Care has to be taken when including these ingredients. It will be very easy to make a very complex model, but
the predictive and insightful nature of the model will reduce when the model becomes overly complex and over
fitted.
Rather than simply complicating the model, further additional insight can also be gained by taking a different perspective on the framework to investigate the network models. The network models present a new tool to
be used by actuaries and actuarial scientists, which has elements that lend itself to be compared to, or analysed
by, techniques that are already familiar. Most notably, the network models have a close relation to Markov
processes and they also resemble a time series approach. Investigating the relation with these techniques would
further increase our academic understanding of network models and could make the network models more
familiar to the actuarial specialist.
Also from a practical point of view more work needs to be done. Firstly, the process considered by the
network models only concerns a single contagion process. Hence, the value of the network models is solely in
understanding the transition from a bare initial infection probability to the post-contagion infection probability,
and we have not explained how such contagion processes exactly feed into a modification of the frequency
distribution. Secondly, the network models can be combined with ideas from scenario analysis, to embed the
network models into useful descriptions of potential cyber incidents and to provide an enhanced understanding
of cyber accumulation risk. And finally but perhaps most importantly, the usefulness of network models can
only be fully proven when the parameter calibration has actually been done. As we have not yet investigated the
questions above, the current model may still feel quite academic. Answering these questions might prove to be
essential to really prime network models to be adopted as a viable practical candidate for setting the premium
of cyber insurance products.
Despite all the challenges still to be faced, we hope to have provided a proof of principle of the usability
of network models for the purpose of quantifying cyber risk. With the right set-up, network models can be
used by the actuary as a new technique to understand cyber insurance pricing. As we have shown, the network
models provide a comprehensive framework in which intuition can be developed and in which interrelation
within a system can be properly investigated. The set-up bridges the gap between the abstract network models
that are used in the cyber insurance literature for studying these interrelations, and the daily practice of the
pricing actuary. Although it might take a while before network models are truly used as part of the pricing of
cyber —or other interrelated— insurance risks, the framework is already rich enough to be able to challenge
the current common models and their results. To be able to benefit from this opportunity, we invite actuaries to
acquaint themselves with the power (and limitations) of this new tool in their arsenal. With the research in this
thesis we hope to have provided the prerequisites that will enable the start of this ambitious endeavour.
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