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Relapsing Remitting Multiple Sclerosis (RMSS) is a progressive disease,
characterised by relapses, i.e. periods of days or weeks in which symptoms
are worse. This disease has severe impacts on the patient’s well-being.
Disease Modifying Therapies (DMTs) can only slow down the progression.
Besides, the disease develops early in life, leading to high social and medical costs. Research shows that among the wide range of available Disease
Modifying Therapies (DMTs), treatment should be tailored to individual
patient characteristics. This study contributes to the personalisation of
RMMS treatment by predicting the time to the first relapse (TTF) after a
patient switches therapies and starts with the index therapy. For this purpose, we compare the performance of the Cox Proportional Hazards (Cox
PH) model, the Negative Binomial Time to first event (NBT) model and
the Gradient Boosting Machine (GBM). Thereby, we provide a framework
for comparison of traditional time to event techniques with tree-based algorithms. The used observational data included 2999 observations of which
2163 are right-censored. To examine the effects of high amounts of rightcensoring on the models, we performed a simulation study. This study
confirmed an increase in sensitivity of the Cox and NBT parameters as
well as less accurate estimation of the relative influence of predictors in
the GBM for larger amounts of censoring. Regarding the results on the
TTF, the GBM statistically shows the best performance and is well suited
to handle large sets of observational patient data. However, GBMs are less
transparent than statistical models. This characteristic collides with the
prerequisite for model interpretability in healthcare, implying the need for
further research on the usage of this algorithm for personalised healthcare.
From a practical perspective, this study shows the relevance of clinical and
demographical features for TTF prediction of RMMS patients. Predicting
the TTF can help doctors and patients to make better-informed decisions
regarding therapy choice and in this way contributes to the further embedding of shared decision making in healthcare.
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Chapter 1

Introduction
Rapid technological progress and digital expansion characterise the first two decades of the
21st century. Large amounts of data are becoming available. Businesses gather this data to
personalise their marketing or to sell it to other companies (The Economist, 2015). Besides
marketing and profit purposes, individual data can be used on many other fronts, for example,
to reform healthcare.
One of the biggest innovations in healthcare today is the personalisation of health (Ricciardi and Boccia, 2017). Personalisation of healthcare is not only stimulated by the increase
in data, but also by the emergence of shared decision making. Patients are increasingly behaving like consumers who want to have a say in the choice of treatment (Joosten et al.,
2008). We define personalised healthcare as the overarching term for shared decision making
and personalised medicine. President’s Council of Advisors on Science and Technology (2008)
define the latter one as: “the tailoring of medical treatment to the specific characteristics of
each patient” (p.13).
An advantage of the shared decision making is that it improves the trust of patients in
healthcare (Ommen et al., 2011) and overcomes misuse of medicines (Stiggelbout et al., 2012).
Besides, Stiggelbout et al. (2012) argue that it is ethically sound. By involving the patient in
the decision process, their autonomy is respected. Informing patients better regarding their
treatment options also helps to avoid the start of procedures which eventually may lead to
more harm from the patient’s perspective. Doctors can use data analytics as a tool for shared
decision making. An example is the collection of data on decision quality for decision aids
(Stiggelbout et al., 2012).
However, the biggest role that analytics can play in personalised healthcare is by giving
insights from which the treatment itself can be personalised. By using real-world evidence
data, risk stratification can become more effective (Boccia, 2014). For example, information
regarding human genomics is rapidly expanding, this genomics data can be used to iden1

tify which persons are more likely to develop breast cancer. Besides, research shows that
personalised treatment can improve treatment quality (Stiggelbout et al., 2012).
For insurers, offering personalised healthcare can be interesting. For example, the American insurance company Aetna Inc. (2019) is already providing personalised healthcare. However, The International Actuarial Association (2017) also stresses that the use of analytics
for personalising healthcare might increase, instead of decrease, the costs. When medicines
are personalised, the pharmaceutical industry might be unable to exploit economies of scale.
Besides, treatments can become more time consuming, as treatment routines will vary more
between patients. However, The International Actuarial Association (2017) is also aware that
the higher costs of these consequences can be offset by the increase in the effectiveness of
treatments. In this way, shorter recovery periods and better health quality of patients after
treatment can reduce current and future costs.
This thesis will focus on the use of data analytics to personalise the treatment of Multiple Sclerosis (MS) patients. MS is globally the most common neurological disease among
adolescents (Wallin et al., 2019). The total number of patients worldwide was around 1.2
million in 2016. In the same year, more than 2.2 million people showed prevailing symptoms.
The progressive character of MS causes the development of severe neurological disability
over a patient’s life. In 2016, the disease caused roughly 19 thousand deaths, of which 219
were recorded in the Netherlands. In comparison to other common neurological diseases like
Alzheimer and Parkinson, people develop MS at an early stage in life. The average age of
diagnosis is 30 (Reich et al., 2018). MS impacts a substantial part of the patient’s life.
Apart from improving the patient’s well-being, effective treatment is important to keep
the costs in control. In the US alone, the loss of welfare is yearly around 10 billion dollars
(Adelman et al., 2013). The costs for MS patients arise from two sides. On the one hand,
the disablement of young-aged patients retains them from working, increasing social security
expenses of governments. On the other hand, medical costs are high since MS drugs are
costly. According to Uitdehaag et al. (2017), MS treatments belong to the most expensive of
all medicine in the Netherlands. For this country, they estimate total annual costs per patient
between 12,000 and 93,000 euros, depending on the patient’s disease severity. Besides, in many
countries, the costs of MS drugs are considerably rising (Hartung et al., 2015). Costs for MS
drugs in the Dutch basic insurance plan raised in five years from 99 million to 135 million
euro in 2016 (Zorginstituut Nederland, 2019).
The need for more effective MS treatments has not been left unnoticed. In the last
decennia, substantial progress has been made to develop medicine for MS (Kalincik et al.,
2018). However, there is still no therapy to cure this disease or reverse the progression.
The treatment of MS patients is difficult as the exact cause of MS is still unknown (Reich
2

et al., 2018) and patients react differently to therapies (D’Amico et al., 2016). Due to this
heterogeneity, personalised healthcare can improve the treatment of MS patients.
Personalised modelling is not yet the status quo in MS treatment, but gradually researchers
are exploring the possibilities. According to Kalincik et al. (2018), the use of demographic and
clinical variables can be useful for predicting the effect of treatments per individual. Engler
et al. (2017) propose a joint modelling framework for treatment variables to enhance the
modelling of disease progression. Besides, D’Amico et al. (2016) advocate the use of patients
characteristics and qualitative markers to improve treatment decisions.
Recently, Stühler et al. (2020) introduce a personalised model that proposes the most
effective therapy when a patient considers a therapy switch. Just as Engler et al. (2017), the
model uses a measure based on a disease progression scale and one based on relapse activity.
Unlike most treatment studies comparing drug efficacy through clinical trials, their study
makes use of observational data. From this characteristic, the model owes its name: the Predictive Healthcare with Real-world Evidence in Neurological Disorders (PHREND) model.
Their observational data is provided by a network of neurologists in Germany (NeuroTransData GbmH). It is a unique data set containing information of around 25000 MS patients
from 1999 onwards (NeuroTransData GbmH). Using clinical and personal information as covariates, the PHREND model predicts two target variables when the patient switches therapy:
the number of relapses and the probability of further disease progression. Nowadays, doctors
in Germany use the model as a supporting tool in the treatment choice for MS patients (PwC
Netherlands). To gain insight into the applicability of the model outside Germany, company
PwC tests the model to Dutch patient data (Nationaal MS Fonds).
To give more data-driven inside in personalised treatment for MS patients, this study
extends the PHREND model by focusing on a new target variable: the time to the first
relapse (TTF). Providing more insights into the TTF is important, as relapses can lead to
further disease progression (Kalincik et al., 2018) (Engler et al., 2017). Hence, when the TTF
after starting a new therapy is as long as possible, this can help to slow down the progression.
When the probability of having the first relapse at a certain time point can be individually
and accurately predicted, our model can, in combination with the predicted targets of the
PRHEND model, help doctors to make better-informed decisions regarding the treatment
per patient. Hence, from a practical perspective, the aim is to find a model that predicts
the probability of having the first relapse after the start of the new therapy the best. To
achieve this goal, this thesis focuses on the performance of survival modelling techniques in
the presence of highly censored data.
To model the TTF, we make use of survival models. Although the name of survival models
suggest that they are developed to estimate the survival of individuals, they are also widely
3

applicable to other situations in which the time until a so-called failure or event must be
estimated. In this thesis, we consider the time from the start of the index therapy (one of
the therapies to which the patient switches) until the first relapse as the failure/event time.
Thus, the occurrence of the first relapse after the start of the index therapy is the failure
and the event of interest in the predictive models developed in this thesis.
Figure (1.1) provides the observational framework of the study. Along the observation
period, patients start with a new therapy at different time points. Doctors follow the patient’s
disease progression. When a patient experiences the first relapse after the start of the new
therapy, the time from the start of the new therapy to the moment of relapse is recorded.
This time is indicated as the TTF. Some patients will not yet have experienced a relapse by
the end of the observation period. These patients are so-called right-censored observations.
For them, we record the censored time instead of the TTF, which is the time from the start
of the therapy to the end of the observation period. During the index therapies, patients can
also have multiple relapses. However, we are only interested in predicting the TTF, hence the
relapses that follow up are not considered in our treatment decision framework.

Figure 1.1: Observation framework (modified Figure from Crevecoeur et al. (2019))
The data set used in this study contains a substantial number of right-censored observations (2163 out of 2999 observations). Therefore, this thesis also performs a simulation
study to investigate the effect of the amount of right-censoring on the parameter sensitivity
of the applied survival models and to test to what extent models can pick up predictor effects
within highly censored data. In this way, we gain a better understanding of how the censoring
proportion in the data affects the proposed models.

4

Concerning the models, researchers traditionally focused on the well-known Cox Proportional Hazards (Cox PH) model and other (semi)-parametric models for predicting event
times. Nowadays, the landscape of predictive models for time to event data is fastly expanding
to the use of machine learning models. Just as actuaries, healthcare analysts see the amount,
but also complexity, of available data growing. In both fields, this development leads to the
possibility of exploring the application of machine learning techniques (for example, we refer
to Henckaerts et al. (2020) and Katzman et al. (2018)). This thesis contributes to the existing
literature by exploring the machine learning methods currently used for frequency-severity
data in the context of insurance pricing, reserving or mortality modelling, to the less familiar
setting of time to event data.
To find a good prediction model for the TTF, we apply three different survival models.
Of the traditional techniques, we consider the well-known Cox PH model (Cox, 1972) which
takes a semi-parametric approach and additionally, a parametric model, specially developed
for MS relapse time, known as the Negative Binomial Time to event (NBT) model (Siri et al.,
2012). The third model is less conventional and is the Gradient Boosting Machine (GBM)
of Friedman (2001). This model allows us to compare traditional survival methods with
emerging machine learning methods. We validate the models on a test set and compare the
performance of the predictive models with tools tailored to the specificities of the event data,
that is the Concordance Index (Harrell et al., 1996) and the Brier Score (Brier, 1950). To
adjust for the bias of right-censoring, both measures compute results for the unweighted test
set and for one with Inverse Probability of Censoring Weights (Liu et al., 2016). The idea
behind this method is that by overweighting the uncensored observations, they replace the
not counted censored ones and in this way we obtain a better reflection of the true population.
The rest of this thesis is organised in the following way. Chapter 2 provides a brief
discussion of MS. Thereafter, Chapter 3 explores the data set. Subsequently, we introduce
the used predicted models for time to event analysis as well as the validation techniques
in Chapter 4. Hereafter, we provide the framework and results of the simulation study in
Chapter 5. In Chapter 6, we discuss the outcomes of the various models and the out-of-sample
performance. Lastly, we end with the conclusion and discussion in Chapter 7.
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Chapter 2

Multiple Sclerosis
This chapter starts with a brief discussion of the pathology of MS. Secondly, we discuss the
disease measures the Expanded Disability Status Scale (EDSS) and the Confirmed Disability
Progression. Lastly, this chapter provides more information regarding the treatment of MS
patients.

2.1

Pathology

MS occurs when the immune system falls into malfunctioning and starts ruining the central
nervous system (Reich et al., 2018). To have a better understanding of the consequences of a
damaged central nervous system, we first examine the function of the central nervous system.
The central nervous system is a part of the nervous system. The nervous system consists of
the brain, spine and nerves and takes care of the information transmission between the body
and the brain (Maastricht UMC+, 2020). For example, it coordinates the movements as well
as the regulation of hormonal balance and digestion. The central nervous system is composed
of the brain and spinal cord. The spinal cord receives information from nerves through the
whole body and passes the signals on to the brain. The brain responds with new signals,
which are returned to the spinal cord. The spinal cord leads these signals to other parts of
the nervous system. In the nervous system, the nerves are isolated with myelin. This tissue
ensures that signals are passed on effectively via the nerves.
With MS, the central nervous system is inflamed and thereby causes demyelination (Reich
et al., 2018). The damaging of the central nervous system leads to a wide range of symptoms among patients. Most common are fatigue, spasticity, vision problems and immobility
(NICE). The latter is due to the weakness of muscles and difficulty to transfer information
through the nervous system. Besides these physical symptoms, one regularly observes mental
problems like depression and dementia. Patients with MS are categorized into four different
6

types of MS. In this thesis, we use data of patients with Relapsing Remitting MS (RMMS),
which is by far the most common type of MS (NICE). The characteristic of RMMS is the
occurrence of relapses. Relapses are episodes that can last hours or days in which symptoms
are more severe. After a relapse, patients often experience progression of the disease, they
face a worsening of symptoms or new ones.

2.2

Disease measures

For monitoring disease progression, the EDSS of Kurtze (1983) is often used. The EDSS
ranges from 0 to 10 (steps of 0.5) and reflects the current condition of the patient. The
higher the EDSS, the worse the patient’s disability. An EDSS larger or equal to 7 indicates
immobility. An EDSS of 10 refers to death. The doctor bases the value of the EDSS on
examination of the patient.
Another often-used measure for disease progression is the Confirmed Disability Progression. The Confirmed Disability Progression is based on the EDSS and indicates if the EDSS
has increased. It is a binary variable. A value of 1 corresponds to an increase in the EDSS.
The exact criteria for the Confirmed Disability Progression can be found in: Additional file
2: CDP definition of Stühler et al. (2020).
Among others, D’Amico et al. (2016) show that the Confirmed Disability Progression
provides a good reflection of the treatment effectiveness. However, they warn that the Confirmed Disability Progression and the EDSS are not completely reliable. Bias is present in
these measures, since the value of the EDSS can not be valued quantitatively but is determined by (subjective) examination of the doctor. In addition, Engler et al. (2017) identify
that the Confirmed Disability Progression is a good progression indicator, but it lacks the
information on the cause of the progression. Therefore, they propose to jointly model EDSS
based measured with relapse measures. In this way, more information about the cause of
progression is taken into account.

2.3

Treatment

Concerning the treatment of RMMS, more than a dozen of Disease Modifying Therapies
(DMTs) are nowadays at hand in the European Union (Stühler et al., 2020). With such a
wide range of available drugs, it can be difficult to see the wood for the trees. To prevent
unnecessary therapy switching, NHS (2019) reports guidelines for decision-making in MS
treatment. To start with a DMT, patients should have an EDSS of less than 7 and should
not be diagnosed with non-relapsing progressive MS. Regarding changing from therapy, NHS
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(2019) suggests switching if the current DMT does not reduce relapse frequency and/or severity, or when the DMT causes severe side effects. Treatment with DMT should be aborted
when the EDSS is increased to 7 or, in addition to some smaller criteria, when the doctor
diagnoses the patient with confirmed secondary progressive disease. For further details on
their treatment framework, we refer to its report (NHS, 2019).

8

Chapter 3

Data
This chapter provides an overview of the data analysed in this thesis. Firstly, we discuss the
source of the data. Secondly, we define the variables of the data set. The last section performs
an exploratory analysis of the data to provide insights into the data composition.

3.1

The NeuroTransData data set

This thesis uses a synthetically generated data set based on the NeuroTransData MS registry
database. The NeuroTransData GmbH is a platform of neurological specialists in Germany
(NeuroTransData GbmH). For more than 20 years, it collects data of patients with neurological disorders to personalise and improve healthcare. Its MS database consists currently
of data of around 25000 patients with an average observation time of 5 years. The more
than 1000 covariates cover not only clinical features, as the type of treatment and number of
relapses but also demographic information.
The quality of the MS database is ensured in various ways. The NeuroTransData practices need to comply with ISO 9001 criteria as well as own defined standards (Stühler et al.,
2020). Furthermore, the platform provides training on a regular basis to maintain the staff’s
knowledge regarding data collection. Besides, the consistency of the collected data is checked
carefully by various backtesting methods. To protect the privacy of patients, pseudonymisation is applied by coding patients in the database via an identification number. The Institute
for medical information processing, Biometry and Epidemiology at the Ludwig Maximilian
University in Munich serves as an external partner which can identify the patients based on
the codes (Stühler et al., 2020). Medical ethical committees have given their approval for this
privacy protocol.
The use of the synthetically generated data set in this thesis ensures the privacy of patients
even more. The creation of the data is based on a subset of the full NeuroTransData MS
9

database. Stühler et al. (2020) use the subset with real data to predict the probability of
being Confirmed Disability Progression free and the number of relapses when the patient
switches therapy. The collection period of the data spans the period 1999 to October 2019.
The next section discusses the definition of the features in this data set. Besides, it provides
an overview of the selection criteria that are applied to obtain this subset. Lastly, the section
elaborates on the procedure for the creation of the synthetic data set.

3.2

Definition of the target and features

From the more than 1000 variables of the NeuroTransData data set, 14 are pre-selected
for modelling the time to first relapse. The pre-selection is based on the expertise of the
NeuroTransData neurologists (especially, S. Braune and A. Bergmann) and statistical validity
(Harrell et al., 1996) (Stühler et al., 2020). The predictors are the same as used by Stühler
et al. (2020) who provides a framework in which both the Confirmed Disability Progression
and the relapse rate are modelled. We extend this model by considering another relapse
measure, namely the time to the occurrence of the first relapse after switching of DMT.
Table 3.1 below lists the variables along with their definitions as defined by Stühler et al.
(2020) (p.3).

10

Target information
Time to the first

Time between the first relapse occuring after the start of

relapse (TTF)

the index therapy and the start of the index therapy. If
the first relapse has not yet occurred, the time from the
start of the index therapy until the last moment that the
patient has been observed is recorded.
Did a relapse occur after the start of the index therapy:

censored

yes or no?
Demographic information
age

Age at the start of the index therapy.

gender

Gender.
Clinical information
EDSS (measured at most 6 months before or 3 months

EDSS

after the start of the index therapy, and at least 84 days
after a relapse).
index therapy

DMT taken during the therapy cycle.

current therapy

DMT taken prior to the start of the therapy cycle.

clinical site

Clinical site where the patient is observed.

DMTs count

Number of DMTs taken prior to the start of the index
therapy.
Whether a second-line DMT has been taken before the

second-line

start of the index therapy.
Number of relapses in the year prior to the start of the

relapse count

index therapy.
relapse distance

Time between the last relapse preceding the start of the
index therapy and the start of the index therapy.

diagnosis distance

Time between MS diagnosis and start of the index therapy.

current duration

Duration of the current therapy.

Table 3.1: Description of the features in the data set
For every patient, we have only one observed value per predictor. Also for the duration
variables, we observe only one value per patient. Hence, all the predictors are static. The
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duration variables have units in years. For patients having their first relapse immediately
after the start of the index therapy, the TTF is set to 0.001, implying that after roughly 9
hours after the start of the index therapy the relapse occurs.
To clarify the duration variables diagnosis distance, current duration,
relapse distance and TTF, Figure 3.1 shows the treatment timeline of an uncensored and
censored patient. The first event occuring is the diagnosis of the patient. The next event is
the start of the current therapy. Then, the patient switches from the current therapy
to the index therapy at the moment he starts with the index therapy. The variables
diagnosis distance and current duration are both measured until the start of the index
therapy. The Figure also reports the relapse distance. This is the time from the last
relapse occuring before the start of the index therapy until the actual start of the index
therapy. Our target variable, the TTF is measured from the start of the index therapy
until the moment the patient observes its first relapse during the index therapy. When the
patient does not observe a relapse under the index therapy until the end of the observation
period, the patient is censored. The TTF is then set equal to the time from the start of the
index therapy until the end of the observation period and the variable censored equals 0.

Figure 3.1: Treatment timeline for one patient
We filter the NeuroTransData database using the rules defined in Stühler et al. (2020).
The selection is based on the following requirements:
• Current age of patients should be ≥ 18.
• EDSS at start of index therapy should be ≤ 6.
• The index therapy should be one of the following DMTs: Dimethylfumarat, Fingolimod, Glatirameracetat, Interferon-Beta1, Natalizumab or Teriflunomide.
12

• The current therapy should be from the same list as the index therapies, additionally,
no DMT is also possibe.
• Patients with no previous therapy and index therapy starting within half year after
being diagnosed, are omitted.
• Clinical sites with one patient are not considered. Their patients are omitted.
Stühler et al. (2020) provide an indepth discussion on the data preprocessing steps (Additional
file 1: Inclusion criteria and resulting patient population).
From this data base, we create a synthetic set of 2999 observations, by considering the
underlying distribution of the variables and the correlation between them. For each different level of index therapy a separate data set of observations is created by the following
simulation procedure (V. Tozzi, personal communication, April-May, 2020):
1. We define the sample size for the current data set depending on the proportion of units
for the current therapy.
2. Looping through the features we sample values from the distribution of this feature of
the original data set, to create the synthetic data set.
3. In order to maintain the correlation structure with index therapy, the sampling of
the variables current therapy, diagnosis distance, gender, second-line, relapse
count, and the auxiliary variable: the TTF in buckets, is performed considering the
correlation of these variables with the current therapy.
4. The same approach was followed to maintain the correlation structure with TTF in
buckets, when sampling the variables TTF and relapse count.
5. After sampling all the features, TTF is set equal to the duration of the index therapy
for censored observations.
6. At the end of the loop we bind all the data sets created to get a final synthetic data set
with 2999 units and all the DMTs present in the original data.

3.3

Exploratory analysis

Before starting on the actual modelling process, it is important to have a good understanding of the data composition. This section builds an explanatory analysis of the data set.
Firstly, we investigate the distribution of our variable of interest: the TTF. Thereafter, we describe patients characteristics based on demographics and the EDSS. The section ends with
information regarding the clinicial features of the patients as listed in Table 3.1.
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3.3.1

The time to the first relapse

To investigate the empirical survival function for the six index therapies, taking into consideration the censorship, we use the Kaplan-Meier estimator (for more information on the
Kaplan-Meier estimator, we refer to Subsection 4.1.3). Figure 3.2 displays the Kaplan-Meier
estimator per index therapy. For the first two years, there are no large differences observed
between the survival curves. Thereafter, the survival curves differentiate. Besides, IF-beta1
lies significantly below the other lines. The p-value of the log-rank test is shown in the southwest corner and equals 0.0059. This indicates that the therapies differ significantly in failure
probability. From the log-rank test, we conclude that some therapies are better for deferring
the first relapse under the new treatment.
This outcome does not seem to be directly in line with the finding of medical research
that none of the DMTs provides the most effective treatment on a population-wide level
(Kalincik et al., 2018). However, we must keep in mind that we only look at the time to
first relapse under the DMTs. Hence, if one or more of the DMTs provides better protection
against a first relapse, then this does not necessarily imply that these therapies do also
perform better on other fronts of treatment such as the number of relapses or being Confirmed
Disability Progression free. Besides, if there is a preference to prescribe certain treatments
to promising/disadvantaged patients, an effect that has nothing to do with the effect of the
drug will arise.
Next to the result of the log-rank test, the plot also depicts the median survival time for
all observations per DMT. The black striped lines indicate the survival time corresponding to
the median value. The median survival time can only be computed for survival curves which
drop below 0.5. Hence, only for Fingolimod, the median survival time is observed which is
around 7.2 years.
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Figure 3.2: Kaplan-Meier curves of the TTF for the different index therapies
Figure 3.3 separately depicts the Kaplan-Meier estimator of all index DMTs with their 95%
confidence interval(Ha et al., 2017). The plots show that especially for Glatirameracetat and
Natalizumab, the confidence interval is large. Over time, fewer patients remain to estimate the
survival probability, resulting in the widening of the confidence intervals for higher survival
times.
Lastly, Figure 3.3 shows different ranges between the survival probabilities of the DMTs.
Given that the data spans the period from 1999 till October 2019 and another therapy must
have been followed before the start of the index therapy, the TTF must certainly be smaller
than 20 years. For Glatirameracetat, Natalizumab, Fingolimod and IF-beta1, the maximum
observed TTF is around 8 to 10 years, as we see that up until this value the Kaplan-Meier estimator is computed. However, for Dimethylfumarat and Teriflunomide, the maximum observed
TTF is shorter, respectively around 5 and 6 years. This is due to the fact that the European
Medicines Agency approved the use of Teriflunomide as a treatment for adult patients with
RMMS in 2013 (Deutsche Multiple Sklerose Gesellschaft, Bundesverband e.V., 2018b) and
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for Dimethylfumarat in 2014 (Deutsche Multiple Sklerose Gesellschaft, Bundesverband e.V.,
2018a).

Figure 3.3: Kaplan-Meier curves of the TTF for the different index therapies with confidence
intervals

3.3.2

Demographic factors and EDSS

This subsection explores the distribution of the demographic variables and the EDSS scale.
The histogram on the left of Figure 3.4 shows the distribution of patients regarding their age
at the start of the index therapy and their gender. The range with ages (40, 50] contains
the largest group of patients, followed by (30, 40]. Only few patients have an age between
(18, 20] and (70, 80].
Considering gender, almost three quarters of the patients are women. This situation is
not surprising since MS is a female-dominated disease (Wallin et al., 2019). Binning patients
on age, the male/female ratio does not vary significantly among bins with a sufficient number
of observations.
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Figure 3.4: Histograms of the age/gender and EDSS distribution
Secondly, we analyse the distribution of patients according to the EDSS at the start of the
index therapy. The histogram on the right of Figure 3.4 visualises this distribution. As
previously discussed, the EDSS is measured on a scale of 0 to 10 but we only included patients
in our analysis with an EDSS smaller or equal to 6 The distribution appears to be positively
skewed. Furthermore, the number of observations with an EDSS of 0.5 equals 0. This situation
is in line with the definition of the EDSS. Apart from a normal step size of 0.5, a step size of 1
is handled between 0 and 1 (Kurtze, 1983). Hence, we cannot observe patients with an EDSS
of 0.5.

3.3.3

Clinical information

The histograms in Figure 3.5 visualise the patient distribution among the different DMTs. We
observe that almost 50% of the patients, prior to switching to the index therapy, followed
17

a therapy which was not one of the six DMTs available as index therapy. If the patient
did follow one of the six DMTs before the index therapy, then this was often IF-beta1
or Glatirameracetat. Considering the index therapy, we observe that the most common
treatments are Fingolimod or Dimethylfumarat. However, the distribution of patients across
treatments is smaller than among the current therapies.
Regarding the censoring, the histograms indicate that for both the current therapy
as well as the index therapy, the ratio between censored and uncensored observations is
relatively stable between the different therapies. This ratio lies roughly in between 35% and
45%.
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Figure 3.5: Therapy distribution
The heatmap in Figure 3.5 shows the transition of patients from the current therapy to
the index therapy. The map counts the number of patients switching from one therapy to
another. Since around 1500 patients did not follow one of the six DMTs prior to the index
therapy, we observe that most patients shift from NoDMT to one of the six DMTs. The
transition from NoDMT to IF-beta1 is the largest, with a total of 410 patients.
Among patients who received one of the six DMTs as current therapy, the largest group
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transferred from IF-beta1 to Fingolimod, with a total of 286 patients. For the other current
therapies, the number of patients transferring are between 4 and 120 patients. There are
no observations with an index therapy equal to their current therapy. This finding is
consistent with the criteria for the data filtering and ensures that we can model the effects of
therapy switching on the TTF.
Considering other treatment variables, Figure 3.6 displays three categorical clinical features in the top row and three continuous clinical features in the bottom row. Most patients
followed one therapy prior to the start of the index therapy (49%). Some patients have followed 2 or 3 therapies before the start of the index therapy (26%) and only a few patients
followed more than 3 therapies, of which 8 is the maximum. The majority of patients did not
follow a second-line therapy (89%). A second-line therapy is a treatment with two treatment
lines: besides the first-line drug, the patient is treated with a second drug or therapy (NHS,
2019). Such a treatment can be followed when the first-line drug is, stand-alone, not effective.
Hence, it is not an immediate treatment choice and therefore we observe only a small group
of patients (328) who have followed this form of treatment. For the United Kingdom, NHS
(2019) provides the rules on second-line therapy. The relapse count measures the number
of relapses that observations experienced in the year before the start of the index therapy.
Around 50% of the patients did not have any relapse in the 12 months before the start of the
index therapy. If they did had relapses, this was mostly 1 (38%) or 2 (9%). The other 3%
of the patients had 3 or more relapses, of which the maximum is 6.
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Figure 3.6: Categorical and continuous predictors
The bottom row of Figure 3.6 visualises the distribution of time variables given the index
therapy of the patients. Patients have a relapse distance between 0 and 38 years. Almost 3/4 of the patients have had their last relapse within 2.5 years before the start of
the index therapy. The relapse distance does not seem to influence the choice of the
index therapy. As the relapse distance is fairly equally distributed among the different
DMTs. This condition also holds for the diagnosis distance and the current duration.
The distribution of these variables is similar among the different DMTs. The diagnosis
distance for patients is less condensed then the relapse distance. Around 83% of the
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patients have a diagnosis time between 0 and 15 years, and 66% within 10 years. The
bottom right violin plot visualises the duration of the therapy taken prior to the start of the
index therapy. Overall, the current duration are not as long as the diagnosis time.
Most patients followed their current therapy for less than 8 years (84%).
Displaying the TTF for patients grouped by age and by EDSS results in similar distributions
for these age and EDSS buckets. Furthermore, for diagnosis time, relapse distance and
relapse count, we do not observe large discrepancies in distribution given the current
therapy of the patients.
Lastly, we examine the distribution of the variable clinical site, which shows the
division of the patients around the clinical centres. Since there are 69 clinical centres, for
which the patient population ranges between 1 and 287, we decide to not include this variable
in our study. Firstly, the fact that two clinical sites have only 1 patient does not match
the criteria for patient inclusion as previously described. Secondly, the patient population
is quite low for most clinical centres. Hence, estimating the effect of clinical site on the
target variable will be difficult, as outliers can dominate effects. Lastly, there is no theoretical
foundation for the grouping of certain clinical sites which makes it impossible to create larger
subgroups among clinical site levels.
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Chapter 4

Algorithmic essentials for time to
event modelling
The event of interest in this thesis is the first relapse of a patient after a therapy switch. This
chapter deals with the models for estimating the distribution of the time to first relapse per
patient and additionally discusses validation tools for model comparison and model performance assessment. The outline for this chapter is as follows: The first section discusses the
preliminaries. We outline the terminology and notation used throughout this thesis. Besides,
we inform the reader about the censoring assumptions underlying the failure times, as well
as the potential impact of tied events. The subsequent section focuses on the survival models
used in this thesis. The implication of censored observations for the estimation procedures
is covered as well. After focussing on models for time to event analysis, we turn to tools
for model performance assessment. We firstly introduce Inverse Probability of Censoring
Weights, a technique that we use to calculate the Concordance Index and the Brier Score.
The Concordance Index is a well-known statistical measure used for model comparison in
time to event analysis. Thereafter, we examine the Brier Score, which measures prediction
accuracy. Subsequently, we discuss the cross validation method to evaluate the out-of-sample
performance of our models. Lastly, we outline the procedure of how the model outcomes can
be examined from a doctor’s perspective.

4.1
4.1.1

Preliminaries
Terminology and notation

Throughout this thesis, we adopt the following terminology and notation regarding time to
event concepts. The TTF for observation i, with i = 1, . . . n, is modelled by a random variable
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Ti with distribution function Fi (t), probability density function fi (t) and survival function
Si (t) = 1 − Fi (t). The instantaneous probability of failure is modelled by the hazard function
λi (t). The cumulative hazard function is the integral from 0 to t over the hazard function:
Rt
Λi (t) = 0 λi (u)du.
To distinct between censored and uncensored observations, we introduce the variable
Ci , denoting the censoring time and the indicator δi = I(Ti < Ci ) indicating if a variable is censored (0) or not (1). We denote the observed TTF (the observed event time) by
Tei = min(Ti , Ci ). In addition, the censoring variable Ci has distribution function Gi (t) and
probability density function gi (t). Appendix A.1 sketches basic theory regarding survival
analysis in more detail.
Lastly, we denote the set of predictor values of individual i with xi . A single predictor
j is defined by xj . In the same manner, the bold letter β denotes a vector of parameters,
whereas a single parameter k is presented by βk .

4.1.2

Censoring assumptions and tied events

The TTF is the time measured from the start of the index therapy until the first relapse
occurs. As indicated in Figure 1.1, not all patients have experienced their first relapse before
the end of their observation period. The observed TTF of these observations is the time
measured from the start of the index therapy until the end of the observation period. These
observations are right-censored (Leung et al., 1997). For right-censored observations, we only
know that their failure time is larger than their observed time. In our data set, right-censoring
occurs only due to the fact the observation period ends, so-called end-of-study censoring.
For fitting the survival models including censored data, the assumptions underlying the
occurrence of censoring must be taken into consideration. We consider three assumptions on
the censoring distribution. These assumptions are likely to hold and allow the use of certain
models and statistical measures.
First of all, we assume random censoring. Random censoring assumes that, given any
moment in time, the observations that become censored at this time are not different from
those observations that remain at risk at this time point (Kleinbaum and Klein, 2012) (p.38).
The censoring time C is a random variable itself. This assumption is reasonable in the context
of this study. The NeuroTransData MS database has a fixed observation period, spanning
from 1999 to October 2019. However, patients enter the observation period at different time
points, depending on when they develop MS. Hence, the total observed duration of the index
therapy differs per patient and censoring occurs due the fact that the observation period
ends.
The second assumption is that the censoring mechanism is independent. Independent cen24

soring is a weaker assumption than random censoring (Kleinbaum and Klein, 2012) (p.38).
If random censoring holds, then independent censoring holds as well. Independent censoring implies that random censoring is present in every subgroup of interest. For example, a
subgroup could be the group of patients that followed the same index therapy.
Thirdly, we assume a non-informative censoring mechanism as we only deal with endof-study censoring (Leung et al., 1997). In addition, Kleinbaum and Klein (2012) (p.42)
address that non-informative censoring often holds in case of independent censoring or both
independent and random censoring. Noninformative censoring implies that the censoring
times do not provide any information on the distribution of the event times and vice versa.
Along with censored observations, the data set also includes ties. Observations are ties
when they have exactly the same failure time (Aalen et al., 2008) (p.84). Censored failure
times occurring at the same time as failures or other censored observations, do not count as
ties. In the NeuroTransData data set, ties occur due to the rounding of event times. For
some survival models, ties must be handled explicitly. In later sections, we provide the tools
to take tied events into consideration. In our data set, we have 442 tied observations, which
is roughly 50% of the uncensored observations.

4.1.3

The Kaplan-Meier estimator

In the first phase of the research, it is useful to explore the form of the survival distribution.
The character of the survival distribution provides information on which survival models are
suitable for the data. Therefore, as an explanatory analysis, we apply the non-parametric
Kaplan-Meier estimator (Aalen et al., 2008) (p.90) in Chapter 3.
The Kaplan-Meier estimator is named after Kaplan and Meier (1958), who brought the
estimator under attention. The Kaplan-Meier estimator is a simple non-parametric estimator,
which step-wise models the survival function of a group of observations from which the failure
or censoring time is known. The observation period is first divided up in small time steps
0 < t1 < · · · < tj < tk (Aalen et al., 2008). Then, for survival up to time tk , the Kaplan-Meier
estimator SK-M is given by:
SK-M (tk ) =

k
Y

{1 −

j=0

dtj
},
ntj

(4.1)

here dtj is the number of failures at time tj and ntj is the number of observations who are at
risk of having a relapse, that is they are just observed prior to tj .
Besides its simplicity, the Kaplan-Meier estimator can handle right-censored data in the
case it is non-informative (Ha et al., 2017) (p.12). Therefore, this estimator is suited for
our data. When censoring would be absent, the Kaplan-Meier estimator coincides with the
empirical survival function (Aalen et al., 2008) (p.91).
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In R, the package survival provides the Kaplan-Meier estimator through the function
survfit (Therneau, 2020). The function evaluates the survival probabilities at those time
points at which one or more patients observe a relapse.

4.2
4.2.1

Models in the study
The Cox Proportional Hazards model

One of the disadvantages of the Kaplan-Meier estimator is that it does not consider any information on the individuals themselves. Cox (1972) is one of the first researchers who developed
a survival regression model (to overcome the limitations of the Kaplan-Meier estimator). His
Cox PH model is a semi-parametric survival model that can include the effects of various
covariates on the survival of the observation. The model is called proportional, as is assumes
that the ratio of the hazard rates for two individuals with at least one different value for a
covariate, is constant.
The Cox PH model has been widely applied in medical studies (Ha et al., 2017) (Praag
et al., 2017). In fact, Cox (1972) himself uses survival times of leukaemia patients as an
empirical example to introduce his model.
Under the Cox PH model, the hazard for observation i with covariates xij , j = 1, . . . , p,
has the following mathematical notation:
T

λc (t, xi ) = λ0 (t)exi β ,

(4.2)
T

with λ0 (t) the baseline hazard rate and parameters βj for j = 1, . . . , p. Additionally, exi β is
short-hand notation for exi1 β1 +···+xip βp .
Cox’s model estimates the hazard rate for each observation by a baseline hazard multiplied
T

with its individual risk score exi β (Katzman et al., 2018). Normally, the covariates are
modelled independent of time, but one can extend the Cox PH model with time-dependent
covariates (Kleinbaum and Klein, 2012) (p.249). The exponent in the risk factor includes
then covariates xj (t) which are a function of time t. Furthermore, time effects of duration
variables can be included by splitting a covariate into intervals and use different parameters
for these ranges.
When the baseline hazard λ0 (t) is unspecified, the Cox PH model is semi-parametric. Only
if one specifies a function for the baseline hazard λ0 (tj ), the model is parametric. The exact
failures of individuals can then be estimated. However, the advantage of the semi-parametric
form of the model is that we do not need to make assumptions on the time effect on the
hazard, which can be difficult in practice. Therefore, we apply the semi-parametric form.
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Cox’s partial likelihood
To estimate the parameters β for the semi-parametric Cox PH model, the partial likelihood
(Cox, 1975) can be used. In essence, this means that the ratio of hazards between individuals
is estimated, thus leaving out the baseline function. The idea behind this likelihood is to
first maximise the likelihood with respect to the baseline hazard. Based on the estimated
baseline hazard function evaluated at the event times, we obtain the partial likelihood for the
estimation of the parameters β.
Given i = 1, . . . n observations, we write the partial likelihood of λc (t, x) of Eq. (4.2) as
(Cox, 1975):
T

L(β) =

exj β

Y
j

P

k∈Rtj

T

exk β

,

(4.3)

with Rtj the risk set at time tj . The risk set Rtj are the individuals who have not failed yet
at time tj or become censored after time tj . We can interpret the j’th term of the partial
likelihood as the conditional probability of failure for observation j given the observations at
risk at tj (Cox, 1972). This likelihood is called partial as it considers only the probabilities of
a subset of the sample (Kleinbaum and Klein, 2012) (p.113). Namely, only those observations
that are both uncensored and have not failed before time tj . In addition, the partial likelihood
of the Cox PH model differs from a marginal likelihood since the censored observations are
included as part of the risk set (Kalbfleisch and Prentice, 1980). A censored observation i is
withdrawn from the risk set at the moment he becomes censored, that is when ci ≤ tj .
Efron’s partial likelihood
The partial likelihood of Eq. (4.3) requires that there are no ties present in the data. To handle the ties present in the NeuroTransData data set, we use Efron’s partial likelihood (Efron,
1977). Efron’s partial likelihood is an approximation of the average partial likelihood, proposed by Kalbfleisch and Prentice (1980), which correctly handles the ties. The advantage of
Efron’s approximation over Kalbfleisch and Prentice’s likelihood is that it is computationally
tractable and still fairly accurate.
Another often used approximation of Kalbfleisch and Prentice’s likelihood is Breslow’s
likelihood (Breslow, 1974). This likelihood has the advantage that it is very similar to Cox’s
likelihood for data without ties, given by Eq. (4.3), and hence easier to interpret than Efron’s
approach. However, Breslow’s approximation is less accurate than the one of Efron. Breslow’s
approximation assumes that the corresponding tied observations of a particular subject fail
after this subject, instead of failing at the same moment. In contrast, Efron’s approach
takes these ties into account. For the data sets with few tied events, Efron’s and Breslow’s
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approximation will not result in very different estimators. Since the NeuroTransData data
set contains a large proportion of tied events, we favour Efron’s method.
Using the notation of Xu (2020), Efron’s partial likelihood can be written as:
T

LEf (β) =

exj β

Y
j

Qd j

h=1

P

T

k∈Rtj

exk β −

h−1
dj

P

l∈Dtj

Tβ

exl



(4.4)

This formula needs some explanation. The likelihood sums over all times tj at which one
or multiple events are observed. The first part of the numerator is similar to the numerator
of the Cox partial likelihood Eq. (4.3). It contains the risk score of all observations who are
in the risk set Rtj at time tj . The second part of the numerator corrects for observations who
fail at the same time. It substracts a weighted average risk score of these observations, that
are in the failing set Dtj at time tj . The value dj is the number of observed failures at time
tj .
Variable selection
In order to test the relevance of the covariates, we can test the significance of their parameters.
The Wald test, the Likelihood Ratio test and the Score test can test all parameters at once
(Getachew et al., 2009) (p.67-68). Under the general form with null hypothesis β H0 = β 0 = 0,
these tests all test the null hypothesis that the parameters β are 0 against the alternative
that at least one differs from 0. In R, the coxph function fits the model and also provides the
outcomes of these tests (Therneau, 2020). We focus on the results of the Wald test. Given
a sample of sufficient size, the maximum likelihood estimates β̂ and the information matrix
evaluated at the maximum likelihood estimates I(β̂), the Wald test statistic under the null
hypothesis β H0 = β 0 equals (Getachew et al., 2009) (p.67):

T


W = β̂ − β 0 I(β̂) β̂ − β 0 ,

(4.5)

and has a chi-squared distribution χ2p with degrees of freedom p equal to the number of parameters. To test a single parameter, the vector of parameters β is replaced by the parameter
β of interest and the information matrix is replaced by its diagonal element corresponding to
the parameter of interest (Getachew et al., 2009) (p.68-69).
For model comparison, we apply the standard Concordance Index (Harrell et al., 1996).
For more information regarding this measure, we refer to Subsection 4.3.2. We use a topdown approach for variable selection (Getachew et al., 2009) (p.76). The top-down strategy
searches for the best model, by starting with an almost full model, including all predictors
plus the interaction terms used by Stühler et al. (2020) and all interaction terms between
index therapy and the other variables. The strategy stepwise drops the most insignificant
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predictor. Alongside this approach, we keep in mind that for this data, a set of predictors
together affect the target variable, but stand-alone show only small effects (Stühler et al.,
2020). Hence, we compare the standard Concordance Index of the previous model with the
nested model, to determine if we need to drop the variable which has, according to the Wald
test, the highest p-value. If the Concordance Index becomes worse, we keep the variable
although it might not have a p-value smaller or equal to 0.05.
Testing the proportional hazard assumption
Predictors should not only be significantly relevant, but they also need to satisfy the proportional hazard assumption of the Cox PH model. As previously stated, the proportional
hazard assumption assumes that the ratio of hazards for any two individuals, with at least
one different specification for the predictors, is constant over time. Stated differently, for every covariate included in the Cox PH model, the proportional hazard assumption must hold.
Using Eq. (4.2) of the hazard rate, we can mathematically express the proportional hazard
assumption. The ratio between patients i and j, with covariates xi and xj , respectively,
equals:
T

exi β
λc (t, xi )
= T .
(4.6)
λc (t, xj )
exj β
Since the baseline hazard rate λ0 (t) is the same for both individuals, this term drops out and
we are left with a ratio which is fixed over time.
To test the proportional hazard assumption, we use the rank version of Schoenfeld’s test,
proposed by Harrell (1986). This test uses the Schoenfeld residuals. A covariate satisfies the
proportional hazard assumption, if its Schoenfeld residuals are independent of time (Kleinbaum and Klein, 2012) (p.181). For predictor k and individual i, the Schoenfeld residual is
defined as follows (Getachew et al., 2009) (p.84):
P

l∈Rti

rik = δi xik − P

T β̂

xlk exl

l∈Rti

T β̂

exl

!
,

(4.7)

With Rti the risk set at the observed failure time ti of individual i. By definition, censored
individuals have Schoenfeld residuals equal to 0. We can interpret the Schoenfeld residual
for predictor k of observation i as the difference between the observed value of the predictor
k for individual i and the estimated value of this predictor at time ti . The residuals can
be derived from the partial likelihood of Eq. (4.3). Taking the logarithm of this equation
and subsequently differentiate with respect to βk results in a summation over the Schoenfeld
residuals rik of all observations i = 1, . . . , n for predictor k (Getachew et al., 2009) (p.84).
The ranked Schoenfeld test computes for every covariate the Schoenfeld residuals. Subsequently, it creates a vector with the ranking of the failure times and computes the correlation
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between the residuals and the ranked observations. Under the null hypothesis of proportional
hazards, the correlation is zero (for more details on the computations, we refer to Grambsch
and Therneau (1994)). This situation corresponds to a p-value larger than 0.10 for the test
statistic (Kleinbaum and Klein, 2012) (p.181). Thus, for p > 0.10, we reject the alternative
hypothesis of no proportional hazards. In contrast, the Schoenfeld’s test is never able to prove
the null hypothesis of proportional hazards (Kleinbaum and Klein, 2012) (p.183). However,
for large sample sizes, the outcomes of the Schoenfeld test are reliable. If the sample size is
small, it is good to substantiate the outcomes of the Schoenfeld tests with visual inspection.
By plotting the Kaplan-Meier estimator for a certain covariate on a log-log scale, one can
visualise the proportional hazard assumption. If the plot shows crossing survival curves, then
the proportional hazard assumption is not valid. The Schoenfeld test is also applicable to
test the proportional hazard assumption for the whole model.
Predicting survival probabilities
In order to predict the survival probabilities with the semi-parametric Cox PH model, we
must an estimate of the cumulative baseline hazard function, which is the integral from 0 to
Rt
t over the baseline hazard: Λ0 (t) = 0 λ0 (u)du. We estimate the cumulative baseline hazard
function by the Breslow estimator (see Cox (1972) Appendix: Discussion on Professor Cox’s
paper and Breslow (1974)), which is the most common approach. Given observed failure
times Tei = min{Ti , Ci }, estimated parameters β̂ = β̂1 , . . . β̂p , Breslow’s estimator is given by:
Λ̂0 (t) =

n
X
I(Tei ≤ t)δi
,
P
xT
j β̂
e
i=1
j∈Rt

(4.8)

i

with Rti the set of observations with observed failure times larger than the failure time of
observation i.
Using Eq. (4.8), the estimated survival probability for individual i at time t by the Cox
PH model is:
xT
i β̂

Ŝi (t) = e−Λ̂0 (t)e

.

(4.9)

For the computation of the Breslow estimator, we use the function basehaz.gbm of the
R package gbm (Greenwell, 2019). We choose this function since it is applicable to the Cox
PH model as well as the GBM, which both need an approximation of the cumulative baseline
hazard to predict the survival probabilities.
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4.2.2

The Negative Binomial Time to first event model

The second approach for predicting the time to first relapse is to model the time to the first
relapse with the parametric Negative Binomial Time to first event model (NBT model). Siri
et al. (2012) develop the NBT model especially to model the time to the first relapse for MS
patients. The NBT model is based on the idea that the observed number of relapses during
a certain follow-up period Negative Binomially distributed.
Modelling the number of relapses
The choice for the Negative Binomial distribution for the number of relapses follows from two
features regarding the experience of relapses. Firstly, relapses of one patient are contagioned,
meaning that the occurrence of a relapse can be a trigger for the next one (Siri et al., 2012).
Secondly, patients differ in clinical picture and therefore have different relapse intensities.
Together with the dependency of relapses, this heterogeneity between individuals causes the
number of relapses to exhibit overdispersion (Siri et al., 2012) (Wang et al., 2009). Overdispersion is present in the number of relapses when the variance exceeds the mean.
To model the number of relapses of MS patients, Wang et al. (2009) use data of a randomised trial in which patients are treated either with Natalizumab or a placebo and have
an observation period of 2 years. They show that the mean-variance relationship of the Negative Binomial model fitted the overdispersion well. Besides, the Negative Binomial model
outperforms, among other things, various quasi-Poisson models.
Modelling the time to the first relapse
Based on the Negative Binomial model for the number of relapses, Siri et al. (2012) derive
the NBT model for the time to the first relapse as follows:
ft be the number of relapses at time t, which is distributed as N
ft ∼ Negbin(α, θ ).
Let N
θ+µ(t)
In addition, assume α = θ. Then, the distribution of the time to first relapse T is given by:

θ
θ
f
,
t > 0.
(4.10)
FNBT (t) = P(T ≤ t) = P(Nt > 1) = 1 −
θ + µ(t)
For a full derivation of the NBT model, we refer to Appendix A.2.
Based on the distribution function in Eq. (4.10), the survival function of the time to first
relapse T equals:
SNBT (t) =



θ
θ
,
θ + µ(t)

t > 0,

(4.11)

and the hazard rate of T is:
λNBT (t) =

µ0 (t)θ
fNBT (t)
=
,
1 − FNBT (t)
θ + µ(t)
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t > 0.

(4.12)

The hazard function shows that the instantaneous probability of failure depends on time.
This is a reasonable assumption for modelling the time to first relapse. If the mean rate
µ(t) is well-specified, the hazard rate models the instantaneous probability of observing a
relapse. In Appendix A.3 we show the ratio of the hazard rates of two patients with at least
one different value for a predictor. This ratio is harder to interpret than the Cox PH model,
which assumes a constant hazard ratio between two patients.
When analysing the data on the time to a first relapse in MS, Siri et al. (2012) model the
mean rate µ(t) with a structure similar to the hazard rate of the Cox PH model as discussed
in Subsection 4.2.1. For patient i, the mean rate of relapses µ(t, xi ) at time t is given by:
T

µ(t, xi ) = exi β µ0 (α, t),

(4.13)

Substituting the mean rate of Eq. (4.13) in the hazard rate of Eq. (4.12), the hazard rate of
the NBT model becomes:
T

λNBT (t, xi ) =

θexi β µ00 (t, α)
T

θ + exi β µ0 (t, α)

.

(4.14)

Siri et al. (2012) choose a baseline mean function equal to µ0 (α, t) = α log(t + 1) = eβ0 log(t +
1). Siri et al. (2012) address that the dependency on time is likely to rely on the set up of the
experiment. Since they consider patient data in a comparison study rather than the observational framework of the NeuroTransData, it is possible that the mean rate function for the
NeuroTransData data set has another dependency on time. Without assuming the baseline
mean of the form µ0 (α, t) = eβ0 log(t + 1), the expressions for the Maximum Likelihood Estimates are analytically intractable. However, Siri et al. (2012) show that by using as baseline
mean rate µ0 (α, t) = eβ0 log(t + 1), the computations of the Maximum Likelihood Estimates
of the NBT model become computationally tractable. For details on the computations, we
refer to Siri et al. (2012). The effect of the predictors on the instantaneous probability of
failure is less easy to interpret than for the Cox PH model, that assumes a multiplicate effect
of the parameters on the hazard rate. However, the NBT distribution with baseline mean
of the form µ0 (α, t) = eβ0 log(t + 1) has a hazard rate which is a convex decreasing function
over time. An increase in the value of a covariate shifts the hazard rate over the whole time
period either up or down but the value of this shift differs over time. Although the hazard
rates between two individuals is not constant over time as with the Cox PH model, the hazard
rates of two individuals never cross. Besides, Siri et al. (2012) show that over time the hazard
rate converges to 0.
Siri et al. (2012) use the NBT model to estimate the time to first relapse for MS patients.
The outcomes showed that the NBT model fitted the failure times best compared to four
other parametric models. In addition, Siri et al. (2012) address the advantage of the NBT
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model arising from the direct relationship with the distribution of the number of relapses.
When this distribution is known, this information can be used and increases the precision of
the NBT parameter estimates.
Model estimation
To fit the NBT model to the data, we use Maximum Likelihood Estimation. Using the
general formula for a survival likelihood specified in Eq. (A.8) given in Appendix A.1 and the
formulas for the survival function SNBT (Eq. (4.11)) and probability density function fNBT
(taking the derivate of Eq. (4.10)), we obtain the NBT likelihood with parameter vector
Ξ = (β0 , β1 , . . . , βp , θ):
i δi h
i1−δi
Qn h
f
(t
,
x
)
S
(t
,
x
)
i
i
i
i
NBT
NBT
i=1
iδi +θ
Qn h xT β 0 iδi h
θ
= i=1 e i µ0 (t)
,
xT β

L(Ξ) =

θ+e

i

(4.15)

µ0 (t)

with δi equal to 0 if individual i is censored and 1 otherwise.
We build the NBT likelihood specified in Eq. (4.15) in R and use Maximum Likelihood
Estimation with the function optim for the estimation of the NBT parameters. For the
baseline mean function µ0 (α, t), we choose a suitable form by applying several different forms
and visually inspect which form gives the best fit for the survival function. We start with
the logarithmic form of Siri et al. (2012) and compare it with the baseline mean functions
µ0 (α, t) = αt and µ0 (α, t) = αt2 . The former implies a linear relationship between the number
of relapses and time, the latter assumes the number of relapses grows quadratically over time.
Additionally, we specify the starting values for β0 and θ by first estimating the model
without any covariates. Since the dispersion parameter θ can only be positive, we use the
transformation θ = eφ and estimate φ so that we do not have to impose restrictions on this
parameter in the optimisation scheme. The resulting parameter estimates of β0 and φ are
used as starting values in the fitting a model which includes predictors. The starting values
of β1 , . . . βp are set to 0, implying a multiplicative effect of 1 on the mean number of relapses.
To decide which predictors we include for the prediction of our target variable, we use the
Akaike Information Criterion for model comparison (Akaike, 1974). This criterion is applicable to non-nested models. Using the notation Ξ = (β0 , β1 , . . . , βp , θ), the Akaike Information
Criterion has the following formula:

AIC = 2p − 2 log L(Ξ̂) ,

(4.16)

with L(Ξ̂) the likelihood evaluated in the Maximum Likelihood Estimates of parameters
Ξ = (β0 , β1 , . . . , βp , θ). The preferred model is the model for which the Akaike Information
Criterion has the lowest value.
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4.2.3

Gradient Boosting Machine

Gradient Boosting Machine (GBM) is a tree-based machine learning method, introduced by
Friedman (2001). It iteratively fits trees on the data, using the outcomes of the previous
iterations to improve the next fit. All trees are combined to build a predictive model. Hence,
the algorithm gathers many weak learners to obtain a strong learner.
The algorithm is built upon the following ideas: The data consists of a set of predictors
x1 , . . . xn and a dependent variable y. The mapping function F links the predictors to the
dependent variable y = F (x). The objective of the algorithm is to learn this function by
P
minimizing the loss function which has the general form i L(yi , F (xi )). Under boosting,
the mapping function F is a summation of weak learners f with parameters τm and weight
parameters βm :
F (x) =

M
X

βm f (x; τm ).

(4.17)

m=0

In a iterative manner, GBM estimates the parameters βm and τm to minimise the loss function
L. The procedure can be found in Appendix A.4.
As is common with machine learning techniques, we do not have to select variables manually, as with the Cox PH and NBT model, but the GBM will perform automatic variable
selection for us. By minimising the loss function over all features, GBM will tell us which
variables are important and which are not. This automatic selection process makes the GBM
algorithm interesting to use. We can compare the selection of predictors that GBM makes
with the results of the Cox PH and NBT model and see if GBM picks up a similar or a
different set of variables.
GBMs are nowadays extensively studied for traditional actuarial tasks such as insurance
pricing (see Henckaerts et al. (2020)). However, our paper applies GBMs to model failure
times. Therefore, the loss function must be tailored to this predictive problem and capable of
handling censoring times. Various loss functions for survival modelling have been proposed
and applied in previous research (see for example Chen et al. (2013)). We will focus on the
loss function specified by Metcalfe (2017), which uses Efron’s partial likelihood Eq. (4.4).
This loss function is an extension of the Cox partial likelihood loss function of Ridgeway
(2019) and has the advantage that it takes tied events into account. Based on the notation of
Ridgeway (2019) and Chen et al. (2013) for the Cox partial likelihood loss function and using
Efron’s partial likelihood of Eq. (4.4), we can write Efron’s partial likelihood loss function
as:
LEf = −

n
X
j=1

(
δj F (xj ) −

dj
X
h=1

log

 X
k∈Rτj

e

F (xk )

)
h − 1 X F (xl ) 
e
.
−
dj
l∈Dτj

For more details on the algorithmic procedure, we refer to gbm-developers (2019a).
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(4.18)

Parameters and tuning
GBM is, as many other tree-based algorithms, prone to overfitting. This characteristic is a
consequence of the bias-variance trade-off of decision trees (Friedman, 2001). Growing many
trees will decrease the bias but this is traded off against a larger variance. The lower bias
increases prediction performance. The downside is that the higher variance leads to worse
out-of-sample performance. One measure to prevent the algorithm from overfitting is by
reducing the speed at which the algorithm updates the mapping function. Eq. (A.19) is then
replaced by:
Fm (x) = Fm−1 (x) + λβm f (x; τm ),

(4.19)

with λ the shrinkage parameter between 0 and 1. The smaller λ, the lower the learning
rate of the boosting algorithm and, in general, the better the estimation of F . However, as
Henckaerts et al. (2020) denote, lowering λ results also in higher computation times.
To prevent the algorithm from over- or underfitting, we tune the GBM tuning parameters
and apply subsampling. Subsampling is known as stochastic gradient boosting (Friedman,
2002). It means that every iteration a random sample of size ρ is drawn from the total training
set and is used for fitting the weak learner.
Besides using subsampling, the tuning of certain parameters can lead to a better performance of the algorithm. For the tuning process, we apply the grid search strategy employed
by Henckaerts et al. (2020). The parameters that we tune are the number of trees M and the
(maximum) depth of the trees d. The other parameters, so-called hyper-parameters, have less
influence on the behaviour of the algorithm and are fixed at reasonable values (Henckaerts
et al., 2020). The learning rate λ is set to 0.001 and every iteration uses a subsample of
ρ = 75% of the original training set. In addition, we require that every end-node of a tree
contains no less than 6 observations.
To find the number of trees M and the depth of the trees d, we use a grid search strategy
with 5-fold cross validation. Table 4.1 shows the tuning grid. The evaluation measure for our
grid search strategy is the standard Concordance Index of Eq. (4.26), which we discuss in
more detail in Subsection 4.3.2. We are aware that this Concordance Index does not consider
the right-censored observations. However, it has the advantage that it is computationally
faster than a weighted Concordance Index. Besides, the use of the measure in this context
is confined to inside model performance. We do not focus on the absolute outcome of the
Concordance Index but only compare the outcomes among the grid. Hence, we assume that
the standard Concordance Index is a reasonable measure to find the optimal GBM tuning
parameters. For every combination of tuning parameters in the grid, we compute for every
iteration in the 5-fold cross validation scheme the Concordance Index for the validation set of
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that iteration. Subsequently, we choose the number of trees M and the depth of the trees d
that correspond to the entry of the grid which gives the highest average Concordance Index
based on 5-fold cross validation.
Parameter

Values

M

∈ {300, 450, 600, . . . , 3000}

d

∈ {1, 2, 3, . . . , 8}

Table 4.1: Search grid for the number of trees M and the depth of the tree d with 5-fold cross
validation
Interpreting the results
After fitting the algorithm, the outcomes must be interpreted. In a parametric model such as
the NBT model, the parameter estimates and the covariance matrix make it easy to evaluate
the effects of predictors. However, such a direct approach cannot be applied to GBM. To
assess the effects of predictors on the TTF, we use several measures specifically handy for
evaluating tree-based models.
First, we measure the importance of the predictors by using a relative importance function
(Friedman, 2001). This measure is a generalization of the function introduced by Breiman
et al. (1984). For predictor xj , the effect for a single tree Tm is given by:
Iˆj2 (Tm ) =

J−1
X

(∆L)t 1(vt =j) ,

(4.20)

t=1

with J terminal nodes and (∆L)t is the value of the loss function before split t minus the
value of the loss function after split t. One sums over all nonterminal nodes t for all nodes at
which xt = xj . The indicator function is multiplied with the difference in the loss function
(∆L)t before and after splitting at node t.
From Eq. (4.20) we obtain the relative importance over all M trees (Friedman, 2001).
M
1 X ˆ2
2
ˆ
Ij (Tm )
Ij =
M

(4.21)

m=1

After normalisation, the importance of variables is given in percentage. The importance of
all predictors together sums up to 100%.
The second method for evaluating the importance of variables, stems also from the paper
of Friedman (2001). Partial dependence plots visualise the marginal effect of covariates on
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the dependent variable. The partial dependence of predictor xj is computed as follows:
n

1X
f (xj , xP i ),
f¯j =
n

(4.22)

i=1

with xP i the values of the other predictors for individual i and f the function, in this case,
the mapping function F . The partial dependence for a certain value of xj is computed by
averaging over the outcomes of the function f given every set of covariate values xP i observed,
with xj ∈
/ xP i . The partial dependence plots can be applied to numerical as well as categorical
covariates.
A disadvantage of these plots is that the partial dependence plot assumes that the assessed
predictor is independent of the other predictors. It is unlikely that this assumption holds for
our data set. Stühler et al. (2020) show the relevance of cross terms for MS disease prediction
models on the number of relapses and the probability of no further increase in the EDSS.
To overcome this problem, one can plot double partial dependence plots. The double
partial dependence plot of predictors xk and xl , replaces a single predictor xj with the set of
predictors xj = (xk , xl ) in Eq. (4.22). In theory, partial dependence plots for more than two
predictors can be created. However, Friedman (2001) addresses that it becomes more difficult
to draw conclusions from these high-dimensional plots.
A second drawback is that the partial dependence plot averages over individuals, which
can mitigate effects (Goldstein et al., 2015). To detect heterogeneity among observations,
Goldstein et al. (2015) propose the individual conditional expectation. In essence, the individual conditional expectation plot is a partial dependence plot for one individual. The
individual conditional expectation plots have the main disadvantage that it takes much computation time to create these plots for all individuals. This is the reason why we do not use
this yardstick.
Lastly, we use the H-statistic of Friedman and Popescu (2008). The H-statistic measures
the amount of interaction between two covariates as well as the overall interaction of one
covariate with the others. Let us denote Eq. (4.22) for predictor xj as the partial dependence
function Fj (xj ). Without any interaction, the partial dependence of the mapping function F
for predictors xj and xk , would be Fjk (xj , xk ) = Fj (xj ) + Fk (xk ). The H-statistic of these
two covariates is given by:
2
Hjk

=

n h
X

n
i2 X
2
F̂jk (xij , xik ) − F̂j (xij ) − F̂k (xik ) /
F̂jk
(xij , xik ).

i=1

(4.23)

i=1

2 detects which part of the variance of F̂ (x , x ) does not stem from the
By definition, Hjk
jk ij
ik

individual partial dependences Fj (xj ) and Fk (xk ).
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In addition, the statistic can detect the overall interaction of xj with other predictors.
Hj2

n h
n
i2 X
X
=
F (xi ) − F̂j (xij ) − F̂\j (xi\j ) /
F 2 (xi ),
i=1

(4.24)

i=1

with xi the values of all predictors for observation i, xi\j the same set except the value
of predictor j and F̂\j (xi\j ) the partial depenence for individual i without the inclusion of
predictor j.
Prediction
To compare the results of the GBM with the other two models, we compute the estimated
survival probabilities of the patients based on the fitted GBM. The fitted GBM predicts for
individual i with predictors xi the logarithm of the risk score F (xi ) (gbm-developers, 2019b).
Since the GBM uses a loss function (Eq. (4.18)) based on the Efron’s partial likelihood (Eq.
(4.4)), we can obtain the survival probability of this individual i, if we have an estimate
of the cumulative baseline hazard. The cumulative baseline hazard Λ0 (t) can be estimated
with Eq. (4.8) via the function basehaz.gbm (Greenwell, 2019). In combination with the
risk predictions eF (xi ) , we are able to predict for every individual i = 1, . . . n the survival
probability at time point t, using Eq. (4.9) with xTi β replaced by F (xi ).

4.3
4.3.1

Model evaluation and comparison tools
Inverse Probability of Censoring Weights

For the Concordance Index as well as the Brier Score, we need an estimation of the censoring
distribution. Assuming independent censoring, as outlined at the beginning of Chapter 4, we
compute the censoring distribution G as proposed by Graf et al. (1999). Then, the censoring
model is given by:
G = {G : G(t|x) = G(t)}.

(4.25)

Hence, censoring does not depend on the covariates. This censoring distribution is modelled
by a marginal Kaplan-Meier estimator.
We use the method Inverse Probability of Censoring Weights to take right-censored observations into account in the Concordance Index and the Brier score (Gerds and Schumacher,
2006) (Heller and Mo, 2016) (Liu et al., 2016). Inverse Probability of Censoring Weights
uses the censoring distribution G(t) and, in general, assigns to an uncensored observation i
with observed failure time Tei the weight wi = 1e . Censored observations have in general
G(Ti )

zero weight. The idea behind this weighting method is that by overweighting the uncensored
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observations, they replace the observations which are censored and by doing so we obtain a
sample which better reflects the population.

4.3.2

The Concordance Index

The Concordance Index is widely applied in the evaluation of survival models (Katzman
et al., 2018) (Stühler et al., 2020) (Praag et al., 2017). The Concordance Index indicates how
accurate the predicted failure times follow the order of the observed failure times (Harrell
et al., 1996). To clarify, a Concordance Index of 1 indicates that the order of predicted failure
times exactly matches the order of observerd failure times. This discriminative measure is
especially useful in our study, since our goal is to assign to each patient the most effective
DMT.
Let us define Zi as the predictive score of individual i, with i = 1, . . . n. Given this
notation, we can write Harrell’s Concordance Index as:
Pn Pn
e
e
i=1
j=1 1(Ti < Tj )1(Zi > Zj )δi
.
C=
Pn Pn
1(Tei < Tej )δi
i=1

(4.26)

j=1

Hence, when observation i is not censored and has smaller observed time and higher
predictive score than observation j, the contribution of this pair of observations (i, j) to the
Concordance Index is 1. Pairs of tied events are not considered in the computation of the
Concordance Index. When the model predicts equal risk for the observations i and j, the
contribution fo the pair of observations (i, j) to the Concordance Index is 0.5.
To include information regarding the right-censored observations, various methods are
proposed. We will use a simple adaptation which holds when the right-censoring is assumed
to be random (Liu et al., 2016). Using this assumption, the Concordance Index with Inverse
Probability of Censoring Weights is given by (Heller and Mo, 2016) (Liu et al., 2016):
Pn Pn
CIP CW =

i=1

j=1 1(Ti

e < Tej )1(Zi > Zj )

Pn Pn
i=1

j=1 1(Ti

e < Tej )

δi
Ĝ2 (Tei )

δi
Ĝ2 (Tei )

,

(4.27)

with Ĝ2 (Tei ) estimated, under the assumption of random censoring, using censoring distribution Ĝ(t).
T

For the Cox PH model, the predicted risk score Zi for individual is given by exi β̂ . The
baseline hazard rate λ0 (t) can be disregarded since at any time point t it has the same value
T

for every individual. The risk scores exi β̂ can be used to compute the Concordance Index.
However, one can also use the value of the survival probability of the individuals at a fixed
time point. Since the baseline hazard is equal for all individuals, the moment of evaluating
the survival probability has no effect on the order of the individuals. Since a higher risk score
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corresponds to a lower survival probability, one must replace the risk scores in Eq. (4.26) and
Eq. (4.27) by minus the survival probability.
For GBM, one can apply the same trick to use the survival probabilities instead of the risk
scores eF (xi ) for computation of the Concordance Index. For the NBT model, the time point
at which the Concordance Index evaluates the risk scores, as well as the survival probabilities,
should also not influence the order in which the risks are observed, as discussed in Subsection
4.2.2. However, to verify that the order of risks does not change under the NBT model, we
compute the Concordance Index for the NBT model at two different time points to account
for time effects. For these computations, we use minus the estimated survival probabilities as
the risk score.

4.3.3

The Brier Score

To quantify how well the models calibrate the data, the predicted survival probabilities at
a certain time point t are compared with the observed events at that time. To do so, we
use the Brier Score (Brier, 1950). The Brier Score is a mean squared error measure, which
compares, for every individual, the predicted survival probability at time t with the observed
event 1Tei >t , which is explained below. If we denote Ŝ(t|xi ) the predicted survival probability
at time t for patient i with characteristics xi , then the mathematical notation of the Brier
Score is:

n
2
1 X
1Tei >t − Ŝ(t|xi ) ,
BS(t) =
n

(4.28)

i=1

with 1Tei >t representing an indicator function which discriminates between the following three
scenarios:
1Tei >t



1



= 0




Not counted

if Tei > t
if Tei < t and δi = 1
if Tei < t and δi = 0.

The indicator equals 1 when the patient’s observed failure time is larger than time t, the time
point at which the Brier Score is evaluated. The indicator equals 0 when the patient has
failed before time t. Lastly, the indicator has no value when patient i is censored before time
t. Then, the patient drops out of the summation.
Hence, censored patients are not always included in the calculation of the Brier Score.
For larger values of t, more censored observations will have a censoring time smaller than t
and thus drop out. To account for the presence of right-censored observations, we use a Brier
Score with Inverse Probability of Censoring Weighting (Gerds and Schumacher, 2006) (Liu
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et al., 2016).
n

BSIP CW (t) =

2
1 X
1Tei >t − Ŝ(t|xi ) wi ,
n

(4.29)

i=1

with the indicator function given by:
1Tei >t


1
=
0

if Tei > t
if Tei < t

and the weights wi :

wi =



1



 Ĝ(t)
1

Ĝ(Tei )




0

if Tei > t
if Tei < t and δi = 1
if Tei < t and δi = 0.

Again, Ĝ(t) follows from the censoring distribution which is approximated with a marginal
Kaplan-Meier estimator. The Brier Score with Inverse Probability of Censoring Weighting
gives uncensored observations a weight that is the inverse of the censoring distribution at
time point t for those who have experienced their failure or became censored after t. The
weight for those patients having their failure at Tei < t, the weight equals the inverse of the
censoring distribution at time Tei . The censored observations with a censoring time smaller
than t have zero weight.

4.3.4

Cross validation method

A cross validation method exploits the generalisability of the models on new observations.
We apply the validation set approach, which is also used by Stühler et al. (2020). To apply
this method, we split the data into a training set (90%) and a validation set (10%) with help
of the stratified splitting function createDataPartition in R. The training set is used to
fit the models. On the validation set, we evaluate the models by means of the Concordance
Index, the Brier Score and comparison of predicted therapy response.

4.3.5

Comparing the highest-ranked therapy

The main objective of this thesis is to predict for every patient the probability of having a first
relapse. Besides, from a doctor’s perspective, it is of interest to investigate for every patient
which therapy gives the longest TTF according to the models. To obtain the highest-ranked
therapy per patient, we proceed as follows. Per patient, we predict the survival probability
at a fixed time point t for every index therapy. Based on these survival probabilities, we
indicate for every patient the highest-ranked therapy as the therapy which provides the largest
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survival probability. Applying this procedure to every model gives three therapy suggestions
per patient. We examine if the models do the same suggestions and which therapies they
propose.
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Chapter 5

Simulation study
In Chapter 4 we discussed the models and provided a calibration strategy. We will now first
take the test and examine that calibration in a simulated setting. At the same time, we
examine the impact of right-censoring on the results. The latter is important since the data
set of RMMS patients contains a substantial number of right-censored observations (2163 out
of 2999 observations). These right-censored observations did not experience a relapse during
the observation period while being treated with their index therapy. Therefore, they are
less informative for predicting the TTF than patients who do have experienced the first relapse.
We want to get a feeling of the influence of the amount of right-censoring before applying the
proposed methods from Chapter 4 to the real NeuroTransData data set. Therefore, we let
the percentage of censoring vary among the simulations, to find out how sensitive the models
are to the amount of censoring.
We apply a simulation strategy in which we assume the TTF is drawn from the distribution
implied by the Cox PH model, which we refer to as the Cox PH distribution, for the Cox PH
model and the GBM, while for the NBT model we let the TTF follow the NBT distribution.
The Probability Integral Transform (PIT) allows us to generate samples of the TTF. For
each of these generated samples, we create several scenarios, so-called set-ups, in which the
percentage of censoring varies. For every scenario, we fit the NBT model, the Cox PH model
and the GBM. Subsequently, we compare the results of the different scenarios and models.
To detect the effect of censoring in the presence of unobserved effects, we also conduct a
simulation study with a frailty in the failure times.

5.1

Assumptions and methods

In this section, we firstly discuss the assumptions on parameters and distributions. Secondly,
we provide the details on the generation of the failure times. Thereafter, we outline the
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simulation scheme. Lastly, we discuss the simulation scheme when the failure times include
a frailty.

5.1.1

Parameters and distributions

For simplicity, we assume both for the NBT and Cox PH distribution, a model with only two
covariates x1 and x2 , which we simulate from an Exponential distribution x1 ∼ EXP(2) and
a Bernoulli distribution x2 ∼ BER(0.5). Furthermore, the corresponding parameters of the
covariates x1 and x2 are set to β1 = 0.15 and β2 = 0.3. For the NBT model specifically, we
let β0 = 0.3 and set the dispersion parameter θ = 1, implying that φ = log θ = 0.
Given the values of the parameters and the distribution of the covariates, we can generate
the failure time T , representing the TTF. The failure time T is generated in two ways. For the
NBT model, we generate failure times from a NBT distribution. For the Cox PH model and
the GBM, we generate failure times from a Cox PH distribution. The procedure for these
simulations is given in the subsequent subsection.
Since we want to detect the effect of censoring on the performance of the models, we need
simulated censoring times to obtain the observed failure times Te from the true failure times
T . The censoring times C have distribution C ∼ UNIF(0, a). The parameter a determines
the amount of censoring. The larger a, the smaller the percentage of censoring in the sample.
Using a uniform distribution for producing censoring times is a natural choice in survival
simulation studies. Two examples are the studies of Jeong (2014) and Nelson et al. (2006).
To obtain the observed failure times Te we apply for every observation i: Tei = min{Ti , Ci }.
To examine the effect of the censoring percentage, we use for every sample of observations
with failure times Ti and i = 1, . . . , n, seven so-called set-ups. In each set-up, the percentage
of censored observations in the sample differs due to the use of another censoring parameter
a to simulate the censoring times. For set-up 0, the benchmark or baseline scenario, we set
Tei = Ti and the censoring percentage equals 0%. For set-ups 1, . . . , 6 we let the censoring
parameter a decrease such that the percentage of censoring increases. Since the generated
failure times for the Cox PH and NBT distribution differ in value, the censoring times must be
computed from different distributions to obtain similar percentages of censoring. Therefore,
we define the censoring parameter a differently for these two distributions. In this way, we
obtain similar percentages of censoring per set-up for the Cox PH and NBT distribution.
To compute the censoring times Ci for the failure times of the NBT distribution, we set
aNBT = {13, 6, 3, 2, 1.5, 1}, for set-ups 1, . . . , 6, respectively. Similarly, in the scenario of Cox
PH distributed failure times, we set aCox = {1.93, 1.84, 1.75, 1.66, 1.57, 1.48}. We refer to the
censoring parameter with a if we speak in general about this parameter and do not restrict
ourselves to either the NBT or Cox cases.
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5.1.2

Failure times and the Probability Integral Transform

To generate the failure times T of the NBT and Cox PH distribution, we use the PIT.
For the NBT distribution, we proceed as follows. Let U ∼ UNIF(0, 1) and let TNBTi
indicate the TTF for observation i, with distribution function specified in Eq. (4.10). Via the
PIT we obtain the TTF from U ∼ UNIF(0, 1).
FNBT (t)
= Fu (u) ⇔
θ

θ
=u⇔
1 − θ+eβ0 +β1 x1 +β
2 x2 log(t+1)
θ
θ+eβ0 +β1 x1 +β2 x2 log(t+1)

1

θ + eβ0 +β1 x1 +β2 x2 log(t + 1)

= (1 − u) θ ⇔


1 −1
= 1θ (1 − u) θ
⇔

tNBTi

= exp{e−(β0 +β1 x1 +β2 x2 )

(5.1)


1
θ (1

1

− u) θ

−1


−θ }−1

To determine the effect of censoring on the Cox PH model and the GBM, we simulate
failure times from the Cox PH distribution via the PIT transform. We assume a hazard rate
of Eq. (4.2) with a baseline hazard equal to λ0 (t) = 2t. This baseline hazard is a Weibull
distribution with probability density function λ(t) = sφtφ−1 , scale parameter s = 1 and shape
parameter φ = 2. In parametric Cox PH models, the Weibull distribution is a common choice
for the baseline hazard (Getachew et al., 2009) (p.90). Given this hazard function, we obtain
the survival function as follows:
S(t) = e−

Rt
0

t2 xT
i β

= e−e

Tβ

2uexi

du

(5.2)
.

Then, we obtain the distribution function of the Cox PH model by taking 1 minus the survival
function:
2 eβ1 x1 +β2 x2

F (t) = 1 − e−t

.

(5.3)

In contrast with the NBT model, the Cox PH distribution does not include the intercept
term β0 . Applying the PIT results in the following expression for the failure time TCoxi of
observation i with a Cox PH distribution:
q
tCoxi = − log(1 − u)e−(β1 x1 +β2 x2 ) .

5.1.3

(5.4)

Simulation framework

Given the distribution of the covariates x1 and x2 , the true value of the parameters β0 , β1 ,
β2 and θ and the distribution of the failure times T and censoring times C, we can construct
the framework of the simulation study. The simulation procedure is as follows:
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1. For every sample k = 1, . . . , 50:
For each observation i = 1, . . . , 1000:
(i) Generate covariates xi1 ∼ EXP(2) and xi2 ∼ BER(0.5)
(ii) Generate Ui ∼ UNIF(0, 1)
(iii) Compute NBT failure time TNBTi from Eq. (5.1)
(iv) Compute Cox PH failure time TCoxi from Eq. (5.4)
(v) For every set-up 1, . . . , 6 distinct between two cases:
Use censoring parameter:
aNBT = {13, 6, 3, 2, 1.5, 1} for the NBT failure time TNBTi
and aCox = {1.93, 1.84, 1.75, 1.66, 1.57, 1.48} for the Cox PH failure time TCoxi :
(A) Generate censoring time Ci ∼ UNIF(0, a)
(B) Define observed failure time per observation i with Tei = min{Ti , Ci }
2. Determine the percentage of censored observations in each combination of set-up and
sample: (k, aNBT ) and (k, aCox )
3. Fit the NBT model via Maximum Likelihood Estimation on each combination of set-up
and sample (k, aNBT )
4. Fit the Cox PH model via Maximum Likelihood Estimation on each combination of
set-up and sample (k, aCox )
5. Fit the GBM on each combination of set-up and sample (k, aCox )
Based on this simulation scheme we obtain the results as follows:
• Based on the k samples, compute the mean and standard deviation of the censoring
percentages for every set-up 1, . . . 6 in the following two cases: firstly, consider the
censoring times with censoring parameter aNBT and failure times TNBTi from Eq. (5.1).
Secondly, consider the case when censoring times have censoring parameter aCox and
failure times TCoxi are simulated from Eq. (5.1).
• For the NBT model, construct boxplots of the parameter estimates of β0 , β1 , β2 and θ
per set-up aNBT .
• For the Cox PH model, construct boxplots of the parameter estimates of, β1 , β2 per
set-up aCox .
• For the GBM, construct boxplots of the relative influence of β1 , β2 computed using Eq.
(4.21) per set-up aCox .
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For the GBM, we use the simulation scheme of the Cox PH model for the observed failure
times. The only difference is that we fit the GBM instead of the Cox PH model to the
observed failure times and create boxplots of the variable importance of predictors x1 and
x2 using Eq. (4.21). In addition, we use 5-fold cross validation to determine the optimal
number of trees M for each set-up within every sample. The maximum depth of the tree d is
set at 2 since we deal with only 2 covariates and hence allow for only two-way interactions.
The other parameters are set to the same values used for the fitting of the algorithm on the
NeuroTransData data set. These values are specified in Subsection 4.2.3.
In addition, for set-up 0, the baseline scenario with a censoring percentage of 0%, we
also fit the models on the sample of generated failure times and construct boxplots of the
parameter estimates and the relative importance of the predictors in the GBM. For this
baseline scenario, we have to make an adjustment for the NBT model. Generated NBT
failure times TNBT can be equal to infinity, implying that failure never occurs for such an
observation. In the baseline scenario, these infinite failure times are not replaced by smaller
censoring times for the observed failure times because we deal with a censoring percentage
of 0%. Since we cannot apply Maximum Likelihood Estimation when the observed failure
times include infinite values, we exclude the observations having observed failure times equal
to infinity in the baseline scenario of the NBT model.
Simulation framework with frailty
In reality, it is unlikely that the covariates included in a model capture all the effects that
determine the failure time. To evaluate the effect of censoring in the presence of noise,
we extend the simulation study of the previous section. We include, in a manner similar
to that of Ha et al. (2011), a frailty  ∼ N (0, 1) which represents the noise in the failure
times. Thus for this extension, we consider the same simulation scheme as discussed in
the previous section, but with two adaptations. Firstly, we add  to the term β1 x1 + β2 x2
for generating the failure times in both Eq. (5.1) and Eq. (5.4). For every observation i,
we draw a new random term i . For the other variables U , x1 and x2 , we use the same
samples as in the previous section. Secondly, the censoring parameters aCox are changed
to aCox = {2.19, 2.02, 1.85, 1.68, 1.51, 1.34}, for set-up 1, . . . 6, respectively. By doing so, we
obtain similar censoring percentages between the set-ups of the NBT and Cox PH distribution.

5.2

Simulations results

In this section, we present the results of the simulation study. The first subsection discusses
the outcomes when the failure times do not include a frailty. The second subsection discusses
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the results of the simulations when a frailty is included in the failure times. Lastly, we end
with a conclusion.

5.2.1

Without frailty

Table 5.1 shows the average percentage of censored observations per set-up 1, . . . , 6 for the
observations when their failure times are NBT distributed and when their failures times
are Cox PH distributed. In addition, the standard deviation of the percentage of censoring
is shown. The standard deviation is small and comparable among all set-ups. For set-up
3, . . . , 6 the average percentage of censoring is quite similar between the two distributions.
The means and standard deviations of the censoring percentages are computed using all fifty
samples.
set-up

NBT distr.

Std. dev.

Cox PH distr.

Std. dev.

1

0.199

0.012

0.271

0.014

2

0.262

0.013

0.309

0.015

3

0.357

0.014

0.362

0.014

4

0.442

0.015

0.432

0.016

5

0.523

0.014

0.550

0.013

6

0.683

0.013

0.704

0.014

Table 5.1: Average censoring percentages and standard deviations per set-up and distribution
Figure 5.1 presents the boxplots of the parameter estimates of the NBT model at the top
row and the parameter estimates of the Cox PH model at the bottom row. In addition, the
two right figures at the bottom row display the boxplots of the estimated relative influence
(variable importance) of the predictors by the GBM. The boxplots in one figure correspond to
set-up 0 up to 6 from the left to the right. Hence, the percentage of censoring increases from
left to right in one figure. The red dashed lines indicate the value of the true parameters. To
emphasize, for all three models, the first boxplot in every figure shows the estimate in the
baseline scenario with a percentage of 0%.

48

Figure 5.1: Boxplots of parameter estimates
The top row of Figure 5.1 shows the boxplots of the parameter estimates of the NBT
model per set-up. The standard deviations increase when the number of censored observations
increases and the parameter estimates become less accurate. For the Cox PH model, we find
similar results in the plots at the left of the bottom row of Figure 5.1. Comparing the
parameter estimates of the Cox PH model and the NBT model for β1 and β2 , we see that the
Cox PH model has a somewhat smaller uncertainty in parameter estimates than the NBT
model, but the parameter estimates lie further away from the estimates. Lastly, the lower
right plots of Figure 5.1 visualise the influence of the amount of censoring on the performance
of the GBM. This algorithm does not directly estimate the value of β1 and β2 , but we can
still draw conclusions by comparing the performance of iterations via the relative influence
of x1 and x2 , for which we use the simulations with a censoring percentage of 0% as the
benchmark. The boxplots show that the estimation of the relative influence lies further away
from the benchmark when the censoring percentage increases.
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5.2.2

With frailty

Table 5.2 shows, similar to Table 5.1, the average and standard deviation of the percentage
of censored observations per set-up 1, . . . , 6 for the observations when their failure times are
NBT distributed and when their failures times are Cox PH distributed. Due to the inclusion of
a frailty and different censoring parameters aCox , the censoring percentages differ somewhat
from the percentages in the set-ups of the previous subsection. Standard deviations are
comparable with the previous table and small. Table 5.2 shows that NBT set-up 2, 3, 4, 5 is
somewhat comparable in censoring percentage with Cox PH set-up 1, 2, 3, 4, respectively. For
set-up 6, the censoring percentages are also comparable.
Set-up

NBT distr.

Std. dev.

Cox distr.

Std. dev

1

0.249

0.012

0.355

0.016

2

0.321

0.012

0.405

0.018

3

0.420

0.013

0.462

0.018

4

0.498

0.012

0.526

0.016

5

0.562

0.013

0.600

0.016

6

0.659

0.013

0.680

0.015

Table 5.2: Average censoring percentages and standard deviations per set-up and distribution
Figure 5.2 visualises the effects of censoring on the models when a frailty is included in
the simulations of the failure times. Regarding the NBT model, we find similar results for
the parameters estimates of β1 and β2 as in the simulations without frailty. However, we
observe for β0 and φ that overall the parameter estimates lie further away from their true
value. In contrast, the uncertainty for these parameters is similar to the results in the previous
subsection. Conversely, the parameter estimates of the Cox PH model improve in accuracy
compared to the framework without frailty. For β1 , the uncertainty in estimates has somewhat
increased, but overall the model performs better in the estimation of the parameters, certainly
for larger amounts of censoring. A supposition for this finding is that the inclusion of the
frailty causes the generated failure times to differ more from the Cox PH distribution implied
by the Cox PH model that we fit. This likely leads to an increase iterations in the Maximum
Likelihood Estimation procedure before the algorithm has converged. Thereby, it might result
in an optimum with more accurate Maximum Likelihood Estimates.
Lastly, the boxplots of the GBM show that the benchmark scenario with 0% censoring has
different estimates of the relative influence of x1 and x2 compared to the benchmark case in
the previous setting. In addition, we find larger uncertainty in the estimation of the relative
influence compared to the setting without frailty for all set-ups.
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Figure 5.2: Boxplots of parameter estimates when frailty present

5.2.3

Conclusion

To conclude, increasing the percentage of censoring in a sample of fixed size negatively influences the accuracy of the NBT and Cox PH model to estimate parameters and also increases
uncertainty in parameter estimates. For the GBM, the estimated relative influence lies further
away from the benchmark when increasing the amount of censoring but uncertainty does not
necessarily increase. Furthermore, the inclusion of a frailty has a significant effect on the accuracy of parameter estimates of β0 and φ of the NBT model. Especially for φ, the logarithm
of the dispersion parameter, the estimates are less accurate for small percentages of censoring
compared to the simulations without frailty. Remarkably, for the Cox PH model, estimations
improve by the inclusion of a frailty. Regarding the GBM, the frailty causes overall different
estimation of the relative influence of the predictors and a higher standard deviation of the
estimates.
To summarize, these findings indicate that each of the applied models is affected by the
amount of censoring. The higher the percentage of censoring in a sample with a fixed size,

51

the less accurate the models pick up variable effects.
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Chapter 6

Results
In this chapter, we discuss the results of the models fitted on the NeuroTransData data. For
the fitting of the models, we use a training set of 90% of the observations. For the model
evaluation, we use the validation set which consists of the remaining 10% of the observations.
The first section of this chapter examines the parameter estimates of the Cox PH model and
the outcomes of Schoenfeld’s test. Secondly, we discuss the parameter estimates of the NBT
model. The third section interprets the fitted GBM by the measures discussed in Subsection
4.2.3. Since we use a simulated data set to fit all the three models, we only focus on the
statistical interpretation of the predictors and not on the biomedical interpretation. After
discussing the outcomes on the fitted models, we turn to the out-of-sample performance of
the applied models. We discuss the outcomes of the Concordance Index and the Brier Score
on the validation set. The last section is devoted to the comparison of the highest-ranked
therapy.

6.1

Cox Proportional Hazards model: parameter estimates
and Schoenfeld’s test

In this section, we analyse the results of the Cox PH model fitted on the NeuroTransData
data set and evaluate the proportional hazard assumption. We include relevant predictors
and cross terms through the top-down strategy discussed in Subsection 4.2.1. The final model
includes seven predictors and three cross terms.
Parameter estimates
Table 6.1 shows the parameter estimates of the predictors, the effect of the parameters on
the hazard ratio and their uncertainty. The mathematical notation of the final model for the
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hazard function of individual i is:

λ(t, xi ) = λ0 (t)exp βindex:Fingo xi1 + βindex:Glat xi2 + βindex:IF xi3 + βindex:Nat xi4 + βindex:Teri xi5 +
βcur:Fingo xi6 + βcur:Glat xi7 + βcur:IF xi8 + βcur:Nat xi9 + βcur:NoDMT xi10 + βcur:Teri xi11 +
βcur dur log(xi12 + 1) + βdiag dis xi13 +
βrel gr:1 xi14 + βrel gr:2 xi15 + βrel gr:3 xi16 + βrel gr:4+ xi17 +
βEDSS gr:[2, 2.5] xi18 + βEDSS gr:[3, 3.5] xi19 + βEDSS gr:[4, 10] xi20 +
βgender:M xi21 + βindex::diag dis (xi1 : xi13 + · · · + xi5 : xi13 )+
βindex::cur dur (xi1 : log(xi12 + 1) + · · · + xi5 : log(xi12 + 1))+

βindex:gen (xi1 : xi21 + · · · + xi5 : xi21 ) .
(6.1)
The subscripts of the parameters β indicate the corresponding predictor of that parameter.
The double colon indicates that the parameter corresponds to a cross term. β indicates a
vector of parameters. The values of the covariates xi of individual i are either continuous numerical, discrete numerical or dummy variables. We applied a log transformation to current
duration, shown as log(xi12 + 1) in Eq. (6.1). We performed this transformation since the
untransformed predictor violates the proportional hazard assumption according to Schoenfeld’s test. Whereas the other predictors have a multiplicative effect on the hazard ratio, the
current duration has an additive effect. For the final model, we also test the significance of
the variables together with the Wald test. The test strongly rejects the null hypothesis that
all parameters are 0 (p-value < 0.01).
As previously discussed, we used the semi-parametric form of the Cox PH model, which
implies that the baseline hazard λ0 (t) is unspecified and not estimated. The baseline hazard
λ0 (t) in Eq. (6.1) represents the hazard function of the reference category with x = 0.
For this category, the index therapy and current therapy is Dimethylfumarat and the
current duration and diagnosis distance equals 0. In addition, the reference individuals
have gender female, their relapse group is 0 (no relapse in the year prior to the start of
their index therapy) and their EDSS lies in between 0 and 1.5.
Therapy information Considering the outcomes of the therapy predictors in Table 6.1,
we find that for index therapy, apart from Natalizumab, the therapies show an increase in
hazard ratio compared to the reference therapy Dimethylfumarat. Thus, for these treatments,
the stand-alone effect can be interpreted as an increase in risk of observing the first relapse.
However, some of these parameters have high standard deviation and are insignificant. In
contrast, the current therapy is highly significant with p-values ranging from 0.004 to 0.02.
This indicates that the treatment prior to the start of the index therapy influences the TTF
under the new therapy. Besides, the estimates of current therapy show all an increase in
hazard compared to the reference therapy Dimethylfumarat
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Duration information The duration variables current duration and diagnosis distance
and their cross terms with index therapy, all have large uncertainty in their estimates.
For current duration, the effect on the hazard ratio is additive, whereas for diagnosis
distance the effect is multiplicative.
Disease status information The variable relapse group is the transformation of
relapse count to a factor variable with levels: 0, 1, 2, 3 or 4+ for observing 4 or more
relapses. Compared to the reference level of 0, all other levels show an increase in the risk
of observing a TTF apart from the level of observing 2 relapses. However, the effects might
be wrongly estimated, since the effects of all levels are very insignificant. Similar to relapse
count, we convert EDSS to a factor variable called EDSS group. The levels are [0, 1.5], [2, 2.5],
[2.5, 3.5] and [4, 10], which are also used by Stühler et al. (2020). The maximum value of
EDSS in this data set is 6. To clarify that patients with higher EDSS scores than 6 fall into
the last category, we refer to the last category by [4, 10] and not [4, 6], although the used data
only contains subjects with an EDSS smaller or equal to 6. Compared to the first group,
group [2, 2.5] and [3, 3.5] show a percentage increase of around 5% and 9%. For EDSS values
higher than 3.5 we observe a 7% decrease of the risk. Implying that for these EDSS scales the
risk of observing the first relapse is smaller. Comparable to relapse group, the parameter
estimates have high uncertainty.
Demographic information Considering the gender of the patient, Table 6.1 shows
that the hazard ratio increase with roughly 20% for men compared to women. Besides, the
cross terms with index therapy reveal that the effectiveness of the DMT can be different
for males and females. However, the significance varies between levels and uncertainty is
sometimes high. Regarding other demographic information, the model does not include the
age of the patient as a predictor since the variable selection process withdrew this variable
from the model.
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Predictor

Level

Estimate

Std. dev.

Exp(Estimate)

p-value

0.274

1.423

0.197

Therapy information
Fingolimod

0.353

index therapy

Glatirameracetat

0.086

0.321

1.089

0.789

index therapy

IF-beta1

0.716

0.280

2.046

0.011

index therapy

index therapy

Natalizumab

- 0.479

0.419

0.619

0.253

index therapy

Teriflunomide

0.512

0.338

1.669

0.129

current therapy

Fingolimod

0.980

0.357

2.663

0.006

current therapy

Glatirameracetat

0.697

0.300

2.008

0.020

current therapy

IF-beta1

0.791

0.289

2.206

0.006

current therapy

Natalizumab

0.860

0.341

2.364

0.012

current therapy

NoDMT

0.821

0.284

2.272

0.004

current therapy

Teriflunomide

0.951

0.362

2.590

0.009

0.012

1.017

0.145

Duration information
<continuous>

diagnosis distance

0.017

log(current duration+1)

<continuous>

- 0.046

0.114

0.955

0.687

index therapy:diagnosis distance

Fingolimod

- 0.002

0.016

0.998

0.921

index therapy:diagnosis distance

Glatirameracetat

- 0.011

0.022

0.989

0.617

index therapy:diagnosis distance

IF-beta1

0

0.017

1

0.995

index therapy:diagnosis distance

Natalizumab

0.001

0.028

1.001

0.964

index therapy:diagnosis distance

Teriflunomide

- 0.056

0.019

0.946

0.004

index therapy:log(current duration+1)

Fingolimod

- 0.168

0.149

0.845

0.259

index therapy:log(current duration+1)

Glatirameracetat

0.147

0.171

1.159

0.389

index therapy:log(current duration+1)

IF-beta1

- 0.220

0.155

0.802

0.156

index therapy:log(current duration+1)

Natalizumab

0.378

0.231

1.460

0.102

index therapy:log(current duration+1)

Teriflunomide

0.106

0.166

1.112

0.523

Disease status information
relapse group

[1]

0.099

0.080

1.104

0.217

relapse group

[2]

- 0.032

0.132

0.969

0.810

relapse group

[3]

0.040

0.300

1.041

0.894

relapse group

[4+]

0.227

0.458

1.255

0.621

EDSS group

[2, 2.5]

0.049

0.092

1.050

0.596

EDSS group

[3, 3.5]

0.087

0.108

1.091

0.423

EDSS group

[4, 10]

- 0.073

0.111

0.930

0.511

Demographic information
gender

Male

0.200

0.188

1.221

0.288

index therapy:gender

Fingolimod

0.181

0.240

1.198

0.452

index therapy:gender

Glatirameracetat

0.224

0.304

1.252

0.460

index therapy:gender

IF-beta1

- 0.522

0.287

0.593

0.069

index therapy:gender

Natalizumab

- 0.280

0.352

0.756

0.426

index therapy:gender

Teriflunomide

- 0.141

0.282

0.868

0.617

Table 6.1: Outcomes of the Cox PH model
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Cox proportional hazards assumption
Table 6.2 presents the test results on the proportional hazard assumption by Schoenfeld’s
test for the predictors of the Cox PH model. Since the data set contains a sufficient amount
of observations, we only perform Schoenfeld’s test and we do not inspect the proportionality
assumption per covariate via visualisation of the Kaplan-Meier curves. A p-value higher than
0.10 indicates that the proportional hazard assumption is valid. Apart from index therapy
with a p-value just below 0.10, the proportional hazard assumption holds for every predictor.
The former finding is also consistent with the Kaplan-Meier curves for the index therapy
displayed in Figure 3.2. This plot shows that some survival curves cross, indicating that
proportionality between individuals with different index therapy is not always constant.
The global test indicates that the proportional hazard assumption is valid from a model wide
perspective. Considering the results of the global test and the fact that the p-value of index
therapy is almost 0.10, we assume that the whole model and all predictors separately meet
the proportional hazard assumption.
Predictor

chisq

df

p-value

index therapy

9.383

5

0.095

current therapy

7.005

6

0.320

log(current duration + 1)

0.279

1

0.598

diagnosis distance

0.963

1

0.326

relapse group

5.541

4

0.236

EDSS group

4.629

3

0.201

gender

0.384

1

0.535

index therapy:diagnosis distance

5.722

5

0.334

index therapy:log(current duration+1)

8.024

5

0.155

index therapy:gender

1.804

5

0.876

GLOBAL

36.223

36

0.458

Table 6.2: Outcomes of Schoenfeld’s test

6.2

The Negative Binomial Time to event model: parameter
estimates

This section presents the results of the NBT model. After testing several forms as specified
in Subsection 4.2.2, we choose to model the baseline mean rate of relapses, similar to Siri
et al. (2012), by µ0 (β0 , t) = eβ0 log(t + 1), since it gives the best fit on the survival curves. As
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discussed in Subsection 4.2.2, we use Maximum Likelihood Estimation to obtain the parameter
estimates. To optimise the likelihood without imposing the restriction that the dispersion
parameter θ must be positive, we use the transformation φ = log(θ) and consider φ instead
of θ in our optimisation scheme.
The effect of the predictors on the instantaneous probability of failure are less easy to
interpret than for the Cox PH model, that assumes a multiplicate effect of the parameters
on the hazard rate. However, the NBT distribution of interest has a hazard rate which is
a convex decreasing function over time. An increase in the value of a covariate shifts the
hazard rate over the whole time line either up or down but the value of this shift differs over
time. Although the hazard rates between two individuals is not constant over time as with
the Cox PH model, the hazard rates of two individuals can never cross. To substantiate this
story, Figure 6.1 visualises three hazard rates for a person with constant characteristics but
following different index therapies.

Figure 6.1: Hazard ratio of a patient for the index therapies: IF-beta1, Natalizumab and
Teriflunomide
Siri et al. (2012) mathematically prove that the hazard rate of the NBT model with
baseline hazard µ0 (β0 , t) = eβ0 log(t + 1) converges to 0 when time goes to infinity. The
hazard rates presented in Figure 6.1 confirms this finding.
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NBT model with index therapy
The first NBT model that we fit on the NeuroTransData data only includes index therapy
as a predictor. Table 6.3 shows the results. Again, the reference therapy is Dimethylfumarat.
Apart from Natalizumab, the number of relapses increases for the other index therapies
compared to Dimethylfumarat. This finding is similar to what we found for the effect of
index therapy on the risk of observing the TTF under the Cox PH model. Figure 6.2 plots
for every index therapy the estimated NBT survival curve and the empirical Kaplan-Meier
estimator.
Parameter/Predictor

Estimate

Exp(estimate)

Std. dev.

z-stat

p-value

β0

-1.358

0.257

0.099

-13.705

0.000

Fingolimod

0.199

1.220

0.114

1.740

0.082

Glatirameracetat

0.203

1.226

0.140

1.454

0.146

IF-beta

0.335

1.397

0.124

2.709

0.007

Natalizumab

-0.179

0.836

0.167

-1.072

0.284

Teriflunomide

0.045

1.046

0.133

0.335

0.737

φ

1.483

4.407

1.144

1.296

0.195

Table 6.3: Outcomes of the NBT model with only index therapy as predictor, Akaike Information Criterion: 4477.878
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Figure 6.2: Survival curves for the DMTs based on the NBT distribution
Final NBT model
To improve the NBT model and personalise the prediction of TTF for patients, we include more
predictors in the model. The predictors are chosen based on significance and by comparing the
models through the Akaike Information Criterion. Table 6.4 presents the results on the final
model, which gave the lowest value for the Akaike Information Criterion. Using Eq. (4.13),
the mathematical notation of this model for the mean rate of relapses µ(t, xi ) of individual i
is given by:
µ(t, xi ) = eβ0 log(t + 1)∗

exp βindex:Fingo xi1 + βindex:Glat xi2 + βindex:IF xi3 + βindex:Nat xi4 + βindex:Teri xi5 +
βcur:Fingo xi6 + βcur:Glat xi7 + βcur:IF xi8 + βcur:Nat xi9 + βcur:NoDMT xi10 + βcur:Teri xi11 +
βcur dur xi12 +
βindex::cur dur (xi1 : xi12 + · · · + xi5 : xi12 )

βage xi13 + βgender:M xi14 .
(6.2)
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The subscripts of the parameters β indicate the corresponding predictor of that parameter.
βindex::cur dur is a vector of parameters corresponding to the cross term of index therapy
with current duration.
Therapy information Table 6.4 shows that the effects of the predictor index therapy
are somewhat different compared to the NBT model including only index therapy as predictor. Similar to the Cox PH model, current therapy shows an increase in risk of observing
a relapse for patients who followed another therapy than Dimethylfumurat.
Duration information The NBT model contains current duration and the cross term
index therapy:current duration. The Cox PH model also includes these variables. Per
level, the parameter estimates have similar sign in the two models. The difference is that the
Cox PH model considers an additive effect of this predictor on the hazard ratio, whereas the
NBT model considers a multiplicative effect of this predictor on the number of relapses.
Demographic information gender shows an increase in risk for males, as we also
observed in the Cox PH model. age is included as a numerical variable, as providing it
as a factor variable as Stühler et al. (2020) do, does not decrease the value of the Akaike
Information Criterion.
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Parameter/Predictor

Level

Estimate

Exp(Estimate)

Std. dev.

z-stat

p-value

Model-specific parameters
β0
φ

log of dispersion

-2.426

0.088

0.350

-6.923

0.000

1.439

4.218

1.069

1.346

0.178

Therapy information
index therapy

Fingolimod

0.366

1.443

0.154

2.376

0.018

index therapy

Glatirameracetat

0.173

1.189

0.179

0.969

0.333

index therapy

IF-beta1

0.461

1.585

0.163

2.825

0.005

index therapy

Natalizumab

-0.332

0.717

0.230

-1.443

0.149

index therapy

Teriflunomide

0.031

1.031

0.181

0.170

0.865

current therapy

Fingolimod

0.974

2.648

0.368

2.646

0.008

current therapy

Glatirameracetat

0.718

2.050

0.307

2.334

0.020

current therapy

IF-beta1

0.788

2.200

0.296

2.663

0.008

current therapy

Natalizumab

0.908

2.480

0.352

2.583

0.010

current therapy

No DMT

0.840

2.315

0.291

2.886

0.004

current therapy

Teriflunomide

0.983

2.673

0.376

2.616

0.009

0.994

0.019

-0.296

0.768

Duration information
-0.006

current duration
index therapy:current duration

Fingolimod

-0.042

0.959

0.029

-1.459

0.144

index therapy:current duration

Glatirameracetat

0.011

1.011

0.029

0.397

0.691

index therapy:current duration

IF-beta1

-0.028

0.972

0.026

-1.072

0.284

index therapy:current duration

Natalizumab

0.067

1.070

0.048

1.401

0.161

index therapy:current duration

Teriflunomide

0.006

1.006

0.026

0.238

0.812

Demographic information
gender

0.135

1.145

0.087

1.555

0.120

age

0.006

1.006

0.004

1.515

0.130

Table 6.4: Outcomes NBT model with more covariates, Akaike Information Criterion:
4476.211
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Parameter uncertainty
To provide some insights on the influence of the parameter uncertainty on the estimated
survival probability under the fitted NBT model, we conduct a simulation study. In this
study, we sample the parameter estimates from a multivariate normal distribution with mean
and covariance matrix the Maximum Likelihood Estimates of the model in Table 6.3. Siri et al.
(2012) assume the multivariate normal distribution as an approximation for the parameter
distribution for large sample sizes. After sampling the parameter estimates, we create survival
curves for a randomly selected patient with characteristics listed in Table 6.5. Subsequently,
we plot the survival curve of this patient as specified by the model of Table 6.4 with the 25th
and 975th largest order survival curves of the simulations, evaluated at a time of 6 years. The
plot shows that the 95% confidence interval (CI) is quite wide and becomes wider over time.

Figure 6.3: NBT survival curve with CI-intervals
Predictor

Value

index therapy

Dimethylfumarat

current duration

1.32

age

41

gender

male

current therapy

NoDMT

Table 6.5: Patient 1: predictor values (numerical values are rounded)

6.3

GBM: model interpretation and interaction effects

This section discusses the outcomes of the GBM algorithm. The algorithm minimises the
loss function of Eq. (4.18), which is based on Efron’s partial likelihood given by Eq. (4.4).
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To determine the number of trees M and the (maximum) depth of the trees d we employe
a grid search strategy with 5-fold cross validation. Table 4.1 in Subsection 4.2.3 provides an
overview of the grid search scheme. According to the results of the grid search, the number
of trees M and the (maximum) depth of the trees d are set to 1200 and 6, respectively. As
discussed in Subsection 4.2.3, the hyper-parameters are fixed at common values. We fix the
learning rate at λ = 0.001, take a subsample of ρ = 75% of the training set per iteration
and we require that the end-node of a tree contains at least 6 observations. To interpret the
results of the fitted GBM, we analyse which predictors are most relevant for predicting the
TTF by variable importance. Thereafter, we provide more insight on the predictor’s effect
and interaction terms by investigating several partial dependence plots and the outcomes of
Friedman’s H-statistic.
Variable importance
Figure 6.4 shows the relative influence of the GBM predictors ordered from small to large,
computed with Eq. (4.21). It shows the importance of all predictors included in the optimisation of the algorithm. diagnosis distance has the largest influence on the TTF. Thereafter
follow current duration, relapse distance, index therapy and current therapy. The
least important variable is second-line, its influence on the TTF is neglible.

Figure 6.4: Relative influence of the predictors
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Marginal effects
Secondly, Figure 6.5 plots the partial dependence of the predictors, computed with Eq. (4.22).
By averaging effects of other predictors, the partial dependence represents the marginal effect
of the predictor on the TTF. Besides, the partial dependence is an average over the predictor
effect of all individuals. Thus, in contrast with the Cox PH and NBT model, in GBM the
predictor effect is not the same for each individual and the partial dependence plot show only
the average effects. We discuss some of the partial dependence plots below.
Therapy information Regarding the treatment of the patient, the current therapy
shows the smallest risk for Dimethylfumarat. Te other therapies give comparable effects
on the prediction of the TTF. For the index therapy, Dimethylfumarat, Natalizumab and
Teriflunomide give the lowest risk of observing a relapse. In both the Cox PH and NBT
model, the number of previous therapies, represented by DMTs count, is not included as a
predictor. However, for the GBM this predictor has a small relative influence as shown in
Figure 6.4. For the DMTs count, the partial dependence plot shows a somewhat constant
effect for patients with fewer than 5 therapies. For patients with more than 5 therapies, the
effect of DMTs count on the prediction jumps to a higher level. The jump could be caused
by the fact that the number of patients with more than 5 therapies is only small and for this
part the partial dependence is driven by only a few observations. In contrast, the marginal
effect for DMTS count smaller than 5 is an average over more patients.
Duration information The risk of observing the first relapse decreases for patients with
a longer current duration. The decrease is stepwise and constant after roughly 28 years.
This stepwise pattern is due to the fact that we do not have observations for the full range
of current duration. The partial dependence plot of the diagnosis distance shows a
different pattern. For distances up until 26 years, the risk is constant, then it slightly drops
and afterwards, it increases steeply. There are only a few patients with diagnosis durations
larger than 35 years. Hence, the marginal effect after 35 years might be affected by an outlier.
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Figure 6.5: Partial dependence of the predictors
Disease status information For EDSS group and relapse group the marginal effects
shown by the partial dependence plots are comparable to the effects that the parameter
estimates of the Cox PH model showed.
Demographic information The algorithm predicts on average a higher risk and hence
a shorter time to first relapse for men than women. This finding is consistent with the results
of the Cox PH model and the NBT model, which both estimated positive coefficients for the
dummy variable male. Concerning the partial dependence of age group, we find that the
risk of observing a relapse increases for higher ages, which is consistent with the NBT results.
Interaction effects
Thirdly, we analyse the interaction effects between predictors, computed using Eq. (4.23).
Table 6.6 shows the 8 largest interaction effects between 2 predictors. The largest 3 interaction effects are between index therapy and three variables related to durations: current
duration, relapse distance and diagnosis distance. Figure 6.6 visualises the partial
dependence of index therapy and relapse distance together. For all index therapies, the
effect on the TTF is larger for small relapse distances and jumps to a lower level for relapse
distances larger than 20 years. However, the level of this pattern differs per therapy. Additionally, for IF-beta1 the pattern is somewhat different for small relapse distances. The effect
has a drop around 10 years, after which it jumps up again.
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Predictor 1

Predictor 2

value

relapse distance

current duration

0.106

age group

current duration

0.123

relapse group

current duration

0.150

age group

relapse distance

0.187

relapse distance

diagnosis distance

0.204

diagnosis distance

index therapy

0.252

relapse distance

index therapy

0.258

index therapy

current duration

0.322

Table 6.6: Largest interaction effects

Figure 6.6: Double partial dependence plot of relapse distance and index therapy
Considering the other interaction effects presented in Table 6.6, the current duration
also plays a major role. This variable interacts with the age group, relapse group and
relapse distance. Figure 6.7 shows the double partial dependence plot of the current
duration and the relapse distance to evaluate the behaviour of their effect on the risk
of observing the first relapse. The plot indicates that for patients with a large duration of
the current therapy and a large time between the start of the index therapy and the last
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observed relapse, the risk of observing a new relapse is smallest. Whereas for patients with
a short current duration and a short relapse distance, the risk of a relapse is largest.
Furthermore, patients with a long current duration and a short relapse distance are less
likely to observe a new relapse than patients with a short duration of their current therapy
and a large relapse distance.

Figure 6.7: Double partial dependence plot of current duration and relapse distance

6.4

Model evaluation

This section provides insights into the out-of-sample performance of the models as well as
how well the different survival models perform compared to each other. These insights are
obtained by evaluating the outcomes of the Concordance Index and the Brier Score on the
test set of 299 patients.

6.4.1

The Concordance Index

Table 6.7 shows the results on the Concordance Index for the test set. We compute for all
three models the standard Concordance Index in Eq. (4.26) and the Concordance Index
with Inverse Probability of Censoring Weights in Eq. (4.27). For the risk score Zi for each
individual i, we use minus the estimated survival probability at time t ≈ 3.01. For the
Cox PH model and the GBM, the proportional hazard assumption implies that the order of
survival probabilities between individuals remains constant and hence the time point at which
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we evaluate the survival probability has no influence on the outcomes of the Concordance
Index. For the NBT model, the time point of evaluation does also not influence the value
of the Concordance Index, but this is due to the earlier discussed property that survival
curves of the NBT model of interest, do not cross. We verify this assumption by computing
both Concordance Indices with the estimated NBT survival probabilities at t ≈ 3.01 and at
t = 1.00. The outcomes of the Concordance Index for these time points were equal, showing
that the order of the patients at risk was not different for these time points which confirms
the assumption.
The first column of Table 6.7 provides the unweighted Concordance Index given by Eq.
(4.26), in which the pairs for which the first patient is censored are not considered. The
second column shows the Concordance Index with Inverse Probability of Censoring Weights
of Eq. (4.27).
We observe that for all models both indices lie in between 0.52 and 0.59, indicating that
the models do correctly predict the order of observed failure times for two patients in slightly
more than half of the cases. The Cox PH model performs for both indices the worst and
the GBM model the best. The latter finding might be a result of the fact that we tuned the
parameters of the GBM model based on the outcome of the Concordance Index.
Comparing the two Concordance indices, we find that the Concordance Index with Inverse
Probability of Censoring Weights scores higher, with an increase of roughly 0.03 up to 0.05
per model.
Model

Unweighted

Weighted

Cox

0.521

0.552

NBT

0.527

0.573

GBM

0.531

0.587

Table 6.7: Concordance Index: non-weighted and weighted

6.4.2

The Brier Score

Table 6.8 shows the outcomes of the unweighted and weighted Brier Score for time t = 1.00
(column 1 and 2) and t ≈ 3.01 (column 3 and 4). The unweighted Brier Score in Eq. (4.28)
does not take the censored observations into account. The weighted Brier Score in Eq. (4.29)
considers the effect of right-censoring by using Inverse Probability of Censoring Weights as
discussed in Subsection 4.3.3.
The models are comparable in performance. For the weighted Brier Score, GBM performs
at both time points the best. In addition, the weighted Brier Score shows an actual worse
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performance of the models. For t = 1.00, the unweighted Brier Score is small, roughly 0.154
for all models and the weighted Brier Score is around 0.275.
Evaluating the Brier Score 3 years ahead, at t ≈ 3.01, we find that the models significantly
worsened in the prediction of the survival probabilities. The fact that for longer time durations
the predictions worsen, is due to the decrease in the remaining set of patients and the high
censoring among these patients.
Unweighted t = 1

Weighted t = 1

Unweighted t ≈ 3.01

Weighted t ≈ 3.01

Cox

0.154

0.275

0.250

0.544

NBT

0.154

0.273

0.248

0.544

GBM

0.154

0.276

0.246

0.548

Table 6.8: The Brier Score: unweighted and weighted

6.5

Towards personalised medicine supported by data analytic
methods

Besides the comparison of the predictive performance of the three different survival models on
the specific data set, we are also interested in the implications of the models for the therapy
decision per patient. This section elaborates on the practical application of the models for
therapy decision making. Which patients need to switch according to the models and if so,
to which therapy? Firstly, we analyse which therapies the models propose for the patients.
Secondly, we investigate similarity in the highest-ranking of therapies for a patient between
the models. All these analyses use the test set of 299 patients.
To analyse which therapies the models propose for the patients, we evaluate per patient,
the survival probabilities at t ≈ 3.01 conditional on the index therapy. Hence, for every
patient, we predict the survival probability under every index therapy and choose the index
therapy for which this patient has the largest survival probability: we indicate this therapy
as the highest-ranked therapy. As previously discussed, the chosen time point at which we
evaluate the survival probability does not influence the ranking of the therapies.
The following three figures show the patient flow from their observed index therapy
to the highest-ranked therapy according to the model of interest. Thus, the arcs show the
transfer of patients from the index therapy they actually followed to the therapy that is
ranked highest according to the model of interest. The thickness of the arcs is proportional
to the number of patients that shift. The colour of the arc corresponds to the colour of the
therapy that is actually prescribed by the patients. Hence, the patient flow starts at the
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fragment of the arc that has the same colour as the followed therapy.
Figure 6.8, shows the patient flow for the Cox PH model. The largest flow is from Fingolimod to Natalizumab for 39 patients. Moreover, the 5 largest flows are from all other
DMTs to Natalizumab, indicating that the Cox PH model favours for much of the patients
the Natalizumab treatment. Apart from Glatirameracetat, the Cox PH model prescribes all
therapies at least a few times.

Figure 6.8: Patient flow based on the Cox PH model

Figure 6.9: Patient flow based on the NBT model
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Figure 6.9 reports the patient flow based on the NBT model. In contrast with the Cox
PH model, this model only proposes Dimethylfumarat, Glatirameracetat and IF-beta1 as
therapies. The six largest flows are the flows from every DMT to IF-beta1. Just as with
the Cox PH model, the largest patient flow is observed for patients who have Fingolimod as
index therapy. The NBT model prescribes for 59 of these patients IF-beta1 as therapy.
Lastly, Figure 6.10 shows the patient flow for the GBM. Similar to the Cox PH model, the
largest flows are to Natalizumab, but for the GBM this includes Natalizumab itself. Moreover,
in line with the results of the Cox PH and NBT model, the GBM has the largest flows of
patients which have index therapy Fingolimod. The GBM proposes for 68 of these patients
to follow Natalizumab. In addition, the GBM is the only model which ranks, at least once,
every therapy.

Figure 6.10: Patient flow based on the GBM
Secondly, we compare if the models propose the same therapy for patients. As Table 6.9
shows, the Cox and NBT model both propose Dimethylfumarat and IF-beta1 for 11 and 6
patients, respectively.
Therapy

value

Dimethylfumarat

11

IF-beta1

6

Table 6.9: Cox and NBT
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Table 6.10 compares the NBT model and GBM. It shows that these models both propose
for 9 patients, Dimethylfumarat and for 2 patients, IF-beta1.
Therapy

value

Dimethylfumarat

9

IF-beta1

2

Table 6.10: NBT and GBM
We compare the Cox PH model and GBM in Table 6.11. We find that these two models
have the largest similarity in highest therapy ranking. Apart from Glatirameracetat, which
the Cox PH model never proposes, all other therapies are at least for two patients prescribed
by both models. The number of patients with the same ranking is between 2 and 5, except
for Natalizumab. Both models prescribe this therapy to 135 of 299 patients.
Therapy

count

Dimethylfumarat

2

Fingolimod

2

IF-beta1

3

Natalizumab

135

Teriflunomide

5

Table 6.11: Cox and GBM
Finally, for none of the subjects in the test set, the three models prescribe the same
therapy.
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Chapter 7

Conclusion and discussion
7.1

Conclusion

The rapid growth of individual data makes it possible to use analytics in healthcare to personalise the treatment of patients. Especially for MS patients, previous studies showed that
therapy effectiveness differs per patient and the tailoring of treatment to individuals is therefore useful (Kalincik et al., 2018) (Stühler et al., 2020). The increase in the amount and complexity of data allows us to apply emerging machine learning techniques. Not only healthcare
analysts see this opportunity, but actuarial research is also focusing more and more on the use
of these techniques (for example, we refer to Henckaerts et al. (2020)). This thesis compares
traditional time-to-event techniques with GBM to build a personalised model which predicts
the probability of observing the first relapse after the start of a new therapy for patients
with RRMS. Thereby, this thesis contributes to the existing literature in two ways. First, in
the actuarial domain, it provides a framework for comparison of traditional statistical models with tree-based algorithms both tailored to time to event analysis. Secondly, our study
contributes to personalising healthcare of MS patients by providing a personalised prediction
model for the time to first relapse when a therapy switch is considered. Although the used
data set is simulated and making inferences about the real effects of the predictors on the
target variable is not possible, this thesis gives insights in the application of time to event
models and tools to the target of interest.
Turning to the methodology of this research, we model the time to first relapse with three
types of survival models: the Cox PH model, the NBT model and the GBM. The used data
set is simulated out of a data set consisting of observational data on RRMS patients and
includes demographical and clinical features. A high percentage of right-censoring (roughly
70%) characterised the data set. After variable selection and model fitting, we firstly analysed
inside model results. Subsequently, we compared the statistical performance of the models
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using the Concordance Index and Brier Score. We applied the technique of Inverse Probability
of Censoring Weights to these measures to take right-censoring into account. Before fitting
the models on the data set, we performed a simulation study to analyse the calibration and
the effects of censoring on the sensitivity of the models. The simulation study shows that
each of the applied models is affected by the amount of censoring. The higher the percentage
of censoring in a sample with a fixed size, the less accurate the models pick up variable
effects. For the NBT and Cox PH model, parameter estimates increase in sensitivity for
larger amounts of censoring. For GBM, the estimated relative influence of the predictors does
not signficantly increase in sensitivity for larger amounts of censoring. However, the bias of
the estimates does become larger.
Out-of-sample testing using the unweighted and weighted Concordance Index reveals that
the GBM performs best in discriminative ability, but differences are small. Besides, the
indices range from 0.52 to roughly 0.58, indicating that the models do rank the order of
time to the first relapse of two patients in somewhat more than half of the cases correctly.
Results of the Brier Score show that for predicting survival probabilities the models perform
all well on a short timeline (1 year from now) but worsen in prediction when estimating
probabilities further ahead (3 years from now). Thus, the models can be useful for predicting
the probability if the first relapse has occurred for short intervals.
Concerning the predictors, the models show differences and similarities in variable selection
and variable effects. For the diagnosis distance, the GBM assigns the largest influence to this
predictor, whereas it is not strongly significant and has only small influence in the Cox PH
model. Besides, the NBT model does not include this variable. Concerning the similarities, all
three models indicate the index therapy, the current therapy and the current duration
as relevant predictors for the time to the first relapse. Furthermore, all models show an
increase in relapse risk for men compared to women. Besides, the average marginal effects of
predictors shown in the partial dependence plots show many similarities with the parameter
estimates of the Cox PH model. This finding is likely to be caused by the fact that the GBM
minimises a loss function which is based on the Cox PH distribution.
Nex to the predictive analysis of these models, it is of interest to analyse the practical
application of these models for personalised treatment decision making. We assess per patient and for every model, which therapy results in the highest survival probability, calling
this therapy the highest-ranked therapy. The highest-ranking among the models is very different. The NBT recommends only 3 out of 6 therapies to patients. One of these treatments,
Glatirameracetat is never prescribed by the Cox PH model. In addition, for none of the
patients, the three models suggest the same therapy. For few patients, the Cox and the NBT
model and the NBT and the GBM model propose the same therapy. The Cox and the GBM
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model show the most similarity in ranking. Both models suggest for roughly 50% of the test
set, Natalizumab as the best treatment. The fact these two models are more comparable
in suggestions is again likely to be a result of the similar assumptions underlying these two
models on the distribution of the target variable. Besides, both models follow the same approach to estimate the cumulative hazard rate. Although the outcomes on highest-ranking
therapy show differences among the models, this study reveals the relevance of clinical and
demographical features for TTF prediction of RMMS patients. Predicting the TTF can help
doctors and patients to make better-informed decisions regarding therapy choice and in this
way contributes to the further embedding of shared decision making in healthcare.
Drawing conclusions regarding the theoretical component of this thesis, statistical validation revealed no large discrepancies in model performance. The models do not perform
significantly well on ranking patients failure times but for predicting survival probabilities on
short timelines they do. Combining therapy ranking results with the statistical outcomes, the
GBM shows the most potential to predict the time to the first relapse. It performs somewhat
better in discriminative ability than the other models. Besides, it displays more diversity in
ranking which is consistent with the findings of Stühler et al. (2020). Additionally, the ability
of this model to select itself which variables are important and which not, gives the advantage that a pre-selection of variables is unnecessary. Hence, there is no danger of variable
selection by prejudice. This characteristic makes GBM specifically suitable for observational
data, which often includes many variables and observations.
However, the way this algorithm works brings also its drawbacks. It is hard to fully grasp
the way this algorithm operates. Besides, interpreting the fitted GBM is more difficult than
analysing traditional time to event techniques. For example, partial dependence plots can
only reveal marginal predictors effects whereas parameters in the Cox PH model show the
stand-alone effect of a predictor. Since the Cox PH model and GBM show many similarities in
predictor effects and variables, the following modelling approach might help to overcome the
limitations of GBM. In this approach, GBM could be used for variable selection. Thereafter,
the Cox PH model could be used for fitting and validation. If the proportional hazard
assumption is not valid, other combinations of time to event models and GBM, with a loss
function tailored to the circumstances, could be used. Henckaerts et al. (2020) propose a
similar approach of GBM in combination with GLM for actuarial problems. We leave it for
further research to investigate a similar approach for time to event models.
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7.2

Discussion

The outcomes of this study show the potential of personalised prediction for the time to first
relapse, but also shows the need for further research to arrive at a model which can be used
in practice. In this section, we address the limitations and directly provide recommendations
for further research.
Considering the data structure, the presence of the censoring must be handled correctly.
Our assumption of random censoring makes validation of the models possible. Although the
assumption of random censoring is reasonable in the context of our study, further research
could focus on the modelling of the censoring distribution. Another suggestion for further
analysis is the handling of ties in the Concordance Index. Although we correct this measure
for right-censoring, tied pairs are left out of the assessment.
Furthermore, the simulation study reveals that the higher the percentage of censored observations in a sample of fixed size, the less accurate the models pick up variable influence.
To increase the model performance, we suggest lowering this amount by for example extending the observation framework for patients, resulting in more patients with an observed first
relapse and thus a lower percentage of censoring in the data set. A second simulation study
could also be performed, to analyse if the censoring percentage itself influences model performance or that the decrease in the number of uncensored observations is of importance. Such
a simulation study could be performed by applying similar methods as discussed in Chapter
5 but by keeping the number of uncensored observations constant and varying the number
of censored observations. If such a study reveals that the number of uncensored observations
influences the estimation, we suggest to include more observations. Thereby, we increase the
number of uncensored patients and this will help to improve model performance.
From a doctor’s perspective, it would also be of interest to analyse the failure distribution
of the time to first relapse in case one decides to not switch to a new therapy, but to stay
with the current therapy. Since deciding not to switch is a plausible, and sometimes the
best option, modelling the time to first relapse if one does not switch therapies is practically
relevant.
Lastly, regarding the predictors, this study does not consider the effect of the treatment
site on the prediction. Stühler et al. (2020) show the importance of this factor and hence we
suggest that further research should focus on how one could incorporate the effects from the
clinical site on the target variable.
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Appendix A

Appendix
A.1

A short introduction to survival analysis

To model the time to event, we assume that the survival time is a nonnegative continuous
random variable T . The survival time T has a corresponding distribution function F (t),
which is the probability that T is smaller or equal to time t, P (T ≤ t). This means that for
t = 3, F (3) represents the probability that failure occurs before or at time 3. The survival
probability is the probability that T is larger than t and is denoted by S(t) = P (T > t).
For t = 3, S(3) represents the probability that failure has not yet occured up until time 3.
From the distribution function, the survival probability can be derived by using the following
relationship S(t) = 1 − F (t).
The survival distribution has the following characteristics. It is a non-increasing function
on the time interval [0, ∞). As it represents a probability, it can only attain values between
0 and 1. Furthermore, we assume that failure does not occure at t = 0, hence S(0) = 1.
Additionally, for t to infinity, limt→∞ , the survival function converges to 0. The probability
that failure occurs at a given time point t is given by f (t), the density function. The density
function and the survival function are related in the following way:
Z
S(t) = P (T > t) =

∞

f (u)du.

(A.1)

t

Hence, S(t) is the sum over all the probabilities that failure occurs between time t and
infinity.
For survival modelling, the conditional density function is often more useful than the
density function. The conditional density function λ(t), also called the hazard rate, is the
probability that failure occurs just after t given that failure has not yet occured. The math-
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ematical definition of the hazard rate is given by (Ha et al., 2017) (p.9):
P (t≤T <t+∆t|T ≥t)
∆t
P (t≤T <t+∆t) /∆t
lim∆t→0
P (T ≥t)
f (t)
.
S(t)

λ(t) = lim∆t→0
=
=

(A.2)

In mortality modelling, the hazard rate represents the instantaneous rate of death. More
generally, it is called the instantaneous rate of failure. When the hazard function λ(t) is given,
we can also derive the corresponding survival function. Using Eq. (A.2), we rewrite λ(t) as
a function of only S(t):
λ(t) =

− dS(t)
d
f (t)
dt
=
= − log(S(t)),
S(t)
S(t)
dt

(A.3)

with log denoting the natural logarithm. From this equation, we find S(t) by taking the
integral from 0 to t over minus the hazard rate and exponentiate this result.
S(t) = e−
The integral

Rt
0

Rt
0

λ(u)du

(A.4)

λ(u)du is the so-called cumulative hazard rate Λ(t).

For parametric survival models, we can estimate the parameters through maximum likelihood estimation. We derive the likelihood for a survival model for data subject to rightcensoring (Getachew et al., 2009) (p.24-25). Using the notation presented in Subsection 4.1.1,
we distinct between the contribution to the likelihood of censored and uncensored observations.
An uncensored observation with observed event time t̂i = ti , contributes to the likelihood
with:
(1 − G(t̂i ))f (t̂i ).

(A.5)

For a right-censored observation, with observed event time t̂i = ci , the likelihood contribution
equals:
(1 − F (t̂i ))g(t̂i ).

(A.6)

Combining all terms of the observations i = 1, . . . n with either the contribution of Eq. (A.5)
if they are uncensored, or Eq. (A.6) if they are censored, results in the following expression
of the likelihood:
L=

n h
Y

i δi h
i1−δi
(1 − G(t̂i ))f (t̂i )
(1 − F (t̂i ))g(t̂i )
.

(A.7)

i=1

Under the assumption of non-informative censoring, the distribution of the censoring times
Ci is independent of the parameters in the failure distribution. Hence, the terms (1 − G(t̂i ))δi
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and (g(t̂i ))1−δi do not contribute to the information regarding the failure time and therefore
drop out. Hence, Eq. (A.7) becomes:
i1−δi
(1 − F (t̂i ))
iδi h
i1−δi
Q h
= ni=1 f (t̂i )
S(t̂i ))
i δi
Q h
= ni=1 λ(t̂i ) S(t̂i ).

L =

A.2

Qn h
i=1

f (t̂i )

iδi h

(A.8)

Derivation of the Negative Binomial Time to event model

Starting from a Mixed Poisson distribution for the number of relapses, we derive the NBT
model of Siri et al. (2012). The Mixed Poisson model captures the dependency between events
as well as the overdispersion (Siri et al., 2012). This distribution is named after the mixing
variable Θ on which the Poisson process relies.
To obtain the Mixed Poisson distribution, we start with a general Poisson process with
failure rate ν(t). The failure rate ν(t) depends on the time t, but for the moment we leave it
unspecified. The density of this Poisson distribution is given by:
P(Nt = k) =

eν(t) ν(t)
,
k!

(A.9)

with k = 0, 1, . . . the number of relapses. Additionally, we denote the mean value function
Rt
with µ(t). The rate and mean function are related as follows: µ(t) = 0 ν(u)du. Later on, we
also refer to ν(t) with the derivate of the mean rate function with respect to t by µ0 (t).
ft = Nµ(t)Θ as the Mixed Poisson variable with mixing variable Θ.
Secondly, we define N
The mixing variable Θ introduces overdispersion, as it can be shown that the variance of the
ft is larger than the mean. Namely,
Mixed Poisson variable N
ft )
E(N
= µ(t)E(Θ)
ft ) = E(N
ft ) + µ(t)2 var(Θ)
var(N

(A.10)

ft ) > E(N
ft ). By modelling the mixing variable with a Gamma distribution,
Hence, var(N
it turns out that the number of relapses has a Negative Binomial distribution (Kaas et al.,
2008) (p.45-46, p.223) (Siri et al., 2012). Namely, if Θ ∼ Gam(α, θ), with probability density
function:
fθ (x) =

θα α−1 −θx
x
e ,
Γ(α)

x > 0,

(A.11)

ft ∼ Negbin(α, θ ).
then N
θ+µ(t)
ft are:
Furthermore, assuming that α = θ, the expectation and variance of N
ft )
E(N
= µ(t)
ft ) = µ(t) +
var(N
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µ(t)2
θ .

(A.12)

In view of this study, the mean rate µ(t) represents the number of relapses and θ represents
the overdisperion (Siri et al., 2012) (Sormani et al., 2013).
ft ∼
Consider now the random variable T , denoting the time to first relapse. Given N
θ
Negbin(α, θ+µ(t)
), with α = θ we can derive the distribution FNBT of T :

ft > 1) = 1 −
FNBT (t) = P(T ≤ t) = P(N



θ
θ
,
θ + µ(t)

t > 0.

(A.13)

t > 0.

(A.14)

Differentiating gives the probability density function of T :
fNBT (t) =


θ+1
θ+1
θ
∂µ(t) 
θ
= µ0 (t)
,
∂t
θ + µ(t)
θ + µ(t)

Using the relationship between the hazard and survival function of Eq. (A.3), the hazard rate
of the NBT variable T is:
λNBT (t) =

A.3

fNBT (t)
µ0 (t)θ
=
,
1 − FNBT (t)
θ + µ(t)

t > 0.

(A.15)

Hazard ratio of the Negative Binomial Time to event
model

Defining the covariates of patient i as xi and those for patient j from the reference class as
xj = 0, we can express the hazard ratio as:
λNBT (t,xi )
λNBT (t,xj )

Tβ

=
=

θexi

Tβ

θ+exi
T
exi β

=

µ00 (t,α)

/

xT
j β µ0 (t,α)
0
xT β
θ+e j µ0 (t,α)

θe

µ0 (t,α)
θ+µ0 (t,α)

(A.16)

T

β
θ+exi !
µ0 (t,α)

µ(t,xi )
θ+µ(t,xi )

/

!

µ(t,xj )
θ+µ(t,xj )

.

The last expression holds since the ratio between the patients’ mean rates equals:
T

µ(t, xi )
exi β µ0 (t, α)
T
=
= exi β .
µ(t, xj )
µ0 (t, α)

A.4

(A.17)

Gradient Boosting Machine algorithm

The GBM algorithm works a follows (Friedman, 2001):
Guess an initial base learner f0 . Subsequently, for iteration m = 1, 2, . . . M , minimize:
(βm , τm ) = arg minβ,τ

n


X
L yi , Fm−1 (xi ) + βf (xi , τ ) ,
i=1
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(A.18)

and update the mapping function:
Fm (x) = Fm−1 (x) + βm f (x; τm ).

(A.19)

GBM minimises the loss function L in Eq. (A.18) with help of least squares. The first
component of this strategy is to minimise the weak learner fm through:
τm = arg minτ

n 
X

2
rim − f (xi ; τm ) ,

(A.20)

i=1

with rim the pseudo-residuals of observation i = 1, . . . , n for the mapping function of the
previous iteration Fm−1 .


rim

∂L(yi , F (xi ))
=−
∂F (xi )


(A.21)
F (x)=Fm−1 (x)

Secondly, we find the weight βm of the weak learner fm (x; τm ), by minimising:
βm = arg minβ

n


X
L yi , Fm−1 (xi ) + βf (xi ; τm ) .
i=1

Subsequently, we update the mapping function F through Eq. (A.19).
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(A.22)

